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Transter Learning
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Learning with little data

Transferring knowledge about the mapping (finetuning and domain adaptation)

Transferring knowledge about the outputs (distillation)

Transferring knowledge about the inputs (generative models as data)

Learning to learn quickly (meta-learning)



Why deep learning
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Amount of data

How do data science techniques scale with amount of data?
[Slide credit: Andrew Ng]




Few-shot Learning
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Which of the below symbols are

also daxes?

[Lake, Salakhutdinov, Tenenbaum, 2015]



Few-shot Learning

Which of these is an example of the
same concept as the item in the box?
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[Lake, Salakhutdinov, Tenenbaum, 2015]



"Deep learning” Human learning
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- Representations

- Models

Skills

How can we give deep nets prior knowledge?



How can we give deep nets prior knowledge?

Just|”pretrain” them on prior tasks!

Then transfer knowledge from the pretrained nets to solve

novel tasks.

One view: the point of deep learning is to enable problem
solving with little data
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Pretraining
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Finetuning

* Pretrain a network on task A, resulting in parameters W and b,
NN — I

. a second network with some or all of W and b

* Train the Wk on task B, resulting in parameters W' and b’

{

The “learned representation” is the encoder (its weights

and biases) so that's what we transter
(/




Contrastive pre-training

Pretraining

Selt-supervised contrastive learning

Target

New recognition task
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dolphin

cat

grizzly bear
angel fish
chameleon
tiger

iguana
elephant



Contrastive pre-training

Pretraining

Selt-supervised contrastive learning

Finetuning

New recognition task
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What if the input/output dimensions don’t match?

Pretraining
wheat
corn
Finetuning

y/

@| wheat

()| corn

()| soybeans




What it the input/output dimensions don’t match?
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What if the input/output dimensions don’t match?
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What it the input/output dimensions don’t match?

Pretraining
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Efficient finetuning
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"Linear probing” - it 12 is a linear layer



Reconstructing delta W from A and B oL
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codecompass80.substack.com

https://arxiv.org/pdt/2106.09685




Avoiding overfitting on a small amount of data for a new task while still
enabling specialization can be a balancing act. A few methods:

. I\_l/rmiwhat can be updated (ie parameter freezing/linear probes)

e Use a small learning rate
U —_— ————  ~~—

e Early stopping

v

e Continue to train on the original data as well

All assume that you have a good, representative validation set for your
task (not always possible when you may see distribution shitt)
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Source domain: @ Y A B

Target domain: [ | /\ () ¥%

https://link.springer.com/article/10.1007/s10489-022-03709-8



Domain Adversaria\ Neural Networks (DANN)
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https://arxiv.org/abs/1505.07818



Unsupervised Domain Adaptation (UDA)

*Unlabeled* target
NN

Labeled source
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Recall: training a classitier with cross-entropy

y y
B €:cfeeeeee > I
S
X
“Teacher” “Student”

L(y,y) = —ZYHOgS’z

\/_/\/I)

1.0

—
O

elephant

cat

giraffee

monkey

dog

seal

tiger

duck

elephant (il

cat I




Knowledge Distillation [Hinton, Vinyals, Dean, 2015
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Knowledge Distillation [Hinton, Vinyals, Dean, 2015

e The "label” you get for
each input is more
informative than just the
ground truth class

Hinton paper shows lower train
accuracy but higher test accuracy on
speech recognition with soft targets

System & training set Train Frame Accuracy | Test Frame Accuracy
1 1" : =
® Baseline (100% of training set) 63.4% 58.9%
Th € "E_b/e‘\_(ic, ft tér'g‘e t) Baseline (3% of training set) 67.3% 44.5%
Soft Targets ‘ of training set) 65.4% O7.0%

M 117 * M 17
says not just “this is a dog
. . Table 5: Soft targets allow a new model to generalize well from only 3% of the training set. The soft
117
but “thisisa d OgQ that looks targets are obtained by training on the full training set.

a bit like a cat and very
different from a bear” (so k/

maybe it's a small dog). 73\1,% U N 23, 7\, 20 tk\




Cross-Modal Distillation [Gupta, Hoffman, Malik, 2015]

4B =N @bl 44, ok dighl

Usetul it you have labeled data for
one domain/k{ut not the other.
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Cross-Modal Distillation: SoundNet  [Aytar*, Vondrick*, Torralba, 2016]
Teocien

Visual Recognition Networks

Unlabeled L
Video ( ﬂb d 2l Object Distribution a
RGB Frames 2 ImageNet CNN
N ﬁ Scene Distribution LKL
vl Plac CNN
Student
Raw
Waveform conv7
—————~_ convs pool5 comvo conv8
conv4
— conv3 .
SoundNet Architecture
convlPooll

Input Deep 1D Convolutional Network



Distilling an ensemble

* Ensembling model outputs creates
more accurate estimates.

I TR S > T
* Why? Each model is imperfect in
d\ifﬁe@ﬂ random ways. Errors cancel ;
out, truth is shared. L X
e Distill ensemble into a single model tor
fast inference.
L

Teachers Student



Contrastive Representation Distillation  [Tian, Krishnan, Isola, 2020]
CT; View X VTE’N)
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e Contrastive learning supervises
embeddings to be invariant to some

:::l \'/'\/\/\_/ '
‘/\fs (ZIZ‘J) viewing transtormation.
e The “viewing transformation” can be
— jceachers view” (big net) vs "students
N <> _':I view"” (small net).
@ * Then the student will output
- embeddings that are the same as the
teacher’s.
X

Teacher Student



"Distills” - Distillation in practice in the era of foundation models
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Compression vs. Distillation

e Both give us smaller models with similar accuracy to large ones
Ctochastic Condiat Descant r ’
e Distillation uses SGD to smaller model to match characteristics of a larger one

A\ W ~—

e Compression uses pruning or quantization to reduce the computational cost of a large
\/\/\

\/\
model
Algorithm 1 PI'UI]@ ]C S dcol Wei htS fI'OIIl rOW Less 2mpute: load stored trace elements
w with inverse Hessian H = (2XX')~! Weight Trmmd | ses \
according to OBS in O(k - dZ.)) time. Rows Changes
Dense :- H - 1 Global Pruned
[ M ={1,...,d.o} Weight / Mask Weight
fori:l,....,kdo 1 : E_}_H:.. F ﬁ_}#
W — W — ij1 [H—ll]pp - Wy [] O - J
1 —1 1 —1gr—1
H < H H=1],, H:’p Hpv: Less memory: resolve not pruned weights
M+ M — {p} . . .
end for Figure 1: Efficient global OBS using the row-

wise results.

Optimal Brain Compression: A Framework for Accurate Post-Training Quantization and Pruning, Frantar et al., 2023




We almost never need‘ a truly generalist model in practice/Spec:ia\ization
can enable much higher rates of compression with the same accuracy.

W_gg?aw -

Sparse Specialist

Large Generalist Calibration Set, Model
Model T

Vision Models Can Be Efficiently Specialized via Few-Shot Task-Aware Compression, Kuznedelev et al., 2023




What data is
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_ = DataComp

‘most usetul when tfine-tuning?

Welcome to DataComp, the machine learning benchmark where the models are fixed and the
challenge is to find the best possible data! Select a setting to learn more about how to participate
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CLIP

Contrastive Language Image Pre-training

Select the best subset of imageftext

pairs from a large pool to train a CLIP
model. Evaluate your training set by
testing the model on a set of
downstream vision tasks

I (]
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Language Modeling

Select the best subset of text data from
a large pool to train a language model.
Evaluate your training set by testing the
model on a set of downstream
language tasks

==

™

Generate the best
to teach base models to
Evaluate these models by testing them
on a set of downstream

https://www.datacomp.ai/



Curation for generalization vs. specialization

\/\/\/ ?
dicto, Subset selleckon22 i)
Foundation Model Setup: %/%%'&\Y X
Subset selection for Model @eralizatign//

Training Pool

Fvaluation Data




Dataset subset selection for specialization

Query Data

Deployment 1

Deployment 2
Deployment 3

Deployment 4



Deploymen
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Deploymen
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Dataset subset selection for specialization

Query Data
Specialized
Model 1
Deployment 1 Training Pool
w Specialized
Deployment 2 Model 2
Deployment 3 ‘ H Specialized
Model 3
Deployment 4 J H Specialized
Model 4

Test Data /
Deployments



Dataset subset selection for specialization

Test Data /
Query Data Deployments

Specialized
Model 1 —
Deployment 1 Training Pool
L -
Subset ‘ Fine-tuning Evaluation step
selection step ‘ ‘ step

Deployment 3 Specialized
Model 3 —

Specialized

Deployment 2 Model 2 —>

Deployment 4 Specialized  —p

Model 4



New benchmark: Data

Input Urban street images Camera trap Objects images Driving footage Underwater Videos
Prediction Tree species Animal species Object recognition Steering Angle Fish Bounding Boxes
Train Pool 781k imgs, 304 classes 130k imgs, 182 classes 53k imgs, 40 classes 100k imgs 781k imgs
Deploy 1 Surrey Southeast Asia Indonesia Seaport, Boston Freshwater, PNW Lakes

B A

Pacific Ocean

Deploy 2

Deploy 3 East Atlantic Ocean

Deploy 4
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O

Generative
—————— . _>
modeling
Dataset Model
gak
%
data data (++)

“This release is the culmination of many hours of collective effort to create a single file that

compresses|the visual information of humanity|into a few gigabytes.”

Emad Mostaque [https://stability.ai/blog/stable-diffusion-public-release]




Generative Models

Latent variables Synthesized Image
(controls)

z ~ N (0, 1)



Generative Models

Latent variables Synthesized Image
(controls)
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z ~ N (0, 1)



L atent variables
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Synthesized Images

L atent variables
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Data++ supports counterfactual reasoning
"What would it look like if..."




DEAAFA
Data++ supports countertactual reasoning

"What would it look like if..."




Original Plates Acquiring images of plates with utensils

ImageNet

tray bucket bucket

Figure 8: Real images of plates, with and without food and either on a table or in the grass. Below each
image is the predicted class by an ImageNet-trained ResNet50.

https://arxiv.org/abs/2302.07865
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L abeling Data++
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L abeling Data++




DatasetGAN

[Zhang*, Ling*, Gao, Yin, Lafleche, Barriuso, Torralba, Fidler 2021]

’qyd m\olﬂﬁﬂ Wi

fl Train DatasetGAN | A 3 Sample from the DatasetGAN a large syntheiic dataset
Label-
Loteln zeZ m
>
Mapping StyleGan
Nelw°”‘ Generator
Image- S
\ branch \
' o ;Mgggt door windaw f \\& i
Carbody -\ Back door window
Windshield . \\ // [ . Back door

S

Car light left -
Logo -

s ' Back handle

“-Back bumper

| & Running board
| "X . ‘Front hand'e
:' 'Y Fender ' A\ “Front cdoor

.| “Licenseplate * Fronl wheel
- Grille , - Spoke
- Bumper “Wheelhub
. 2 Manual annotation of few generated images y

TR 7440 oldde| 2 a4

see also [Tritrong*, Rewatbowornwong*, Suwajanakorn, CVPR 2021
[Li, Yang, Kries, Torralba, Fidler, CVPR 2021
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l _)\v r W - - Fully-conn. : ST w2
Y 7{A AdaiN ~,| Up- |- N = | A
e | [ Sample | | Synthesized image
Network onv , / | BatchNorm | l
| 7 A P AdalN ) : '
‘ Fully-conn. ‘ Vole |
. 1 O - |
@/ | conv ‘ N U T, ZI ReLU [Vv-] |
Upsample [|1 |_S@Mple ~ T |
, .7§ixel . BatchNorm la,bd Vé |
! Pixel feature Fully-conn !
see I e . -
vector
Style-based ! Feature maps "~ . |
Generator Voo [ BEx2eexR0%e) (_ S _] ___Ensemble classiners " _/ Synthesized label

[Zhang*, Ling*, Gao, Yin, Lafleche, Barriuso, Torralba, Fidler, CVPR 2021]
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Car body Back door window
Windshield Back door
Car light left Back handle
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Fender Front door
License plate Front wheel
Grille Spoke
Bumper Wheelhub

' \Back bumper

Running board
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== Our method
=== Transfer learning

=== Semi-supervised learming
—+ Fully supervised (2K)

labeled GAN image is worth
~100 labeled regular images!

I I 1 1 | |

5 10 15 20 25 30
#Image Annotation



Personalized representation from personalized generation
NN\

Pretrained Representation Space Personalized Representation Space
Personal Instance Data
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Personalized Generated Data

@® Other Data (Generated)

W\ . . .
https://personalized-rep.github.io/




Step 1: Finetune Stable
Diftusion on Dy.gg; 47 pic
(DreamBooth)

https://personalized-rep.github.io/




Step 2:
Generate
synthetic
positives

A Jockn 05

< Y

A <newl> mug on a A <newl> mug on a A <newl> mug on a

park bench kitchen island

windowsill

https://personalized-rep.github.io/
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Step 3: LoRA Finetune\j:%with

a contrastive loss

Real Images (~3) N~ —~ /)

exp(sim(xg, Xy )/T)

Z,ﬁil exp(sim(xg, X;)/7)

LinfoNcE = — log

11
B *Supervise on both
w88 CLStoken and avg-

Cleifietor nooled patch

features

https://personalized-rep.github.io/




The Data++ pareto frontier - generation vs representation
N T ~—— N~—— — ~——

It the goal is to use generative data to improve tkraininﬁg/where does this
go wrong? MAded Dok %4 4| BRIV sl AR

* You need enough data to train a good generatog/and you also neea
enough data to learn a good representation, it both datasets are the
same, how much can you gain?
/ O . . . A5 /{']% . G\‘D\E Y
e |fthe goal is generating data for somethmg@— geg\@e\raoto‘r&7|s’ (B
bad, so learned representation from generated data is also bad

|t the goal is generating data for something common — generator

is good, but the baseline is also good! Hard to see gains

2 t‘,’%”\ ’%% T, but hoce line. Got Tk —> va?wwwv\w(' cellitCd
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Meta-learning: learning to learn fast
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MAML: Model-Agnostic Meta-Learning

[Finn, Abbeel, Levine 2017] \/
bl 0927 B Mokl

So far we saw transfer learning as: given some prior model/representation,
how can we quickly adapt it?

Could we learn to do transter learning?

Consider finetuning: @an init, update it with SGD< SHocoile érmhw{— degent

\/-\_

\_/\_/\/\'__\/

MAML:|learn an init such just a few steps of SGD will update it very eﬁective\y*//




MAML: Model-Agnostic Meta-Learning

[Finn, Abbeel, Levine 2017]

Algorithm 1 Model-Agnostic Meta-Learning

Require: p(7): distribution over tasks
Require: o, (3: step size hyperparameters — meta-learning

I: randomly initialize 6 ---- learning/adaptation
2: while not done do 9

3:  Sample batch of tasks 7; ~ p(7T)

4:  for all 7; do
5: V7
6 1. Starting with @run a few steps of SGD on task | SGVD—’\\%‘L 1
' 2. Compute loss after these steps n
Loy P
end for

\irli_t\<— backprop ‘th"rougll

o 90 A

. end while




MAML: Model-Agnostic Meta-Learning

[Finn, Abbeel, Levine 2017]

Init <— backprop through

How to backprop through = 7

1 step SGD: L rord = bocuad = Popard

= forward(X, backward(forward(x, 0)) + 0)

2 steps SGD:

= forward(X, backward(forward(x, backward(forward(x, 6)) + 6), 6) + 6)



You can backprop through backward!  backurd® Zistf backpar | 2Fzete

forward(X, backward(forward(x, backward(forward(x, 6))

Example forward and backward through a simple net:

X —»

linear

W,

—Z —>

relu

relu

=
S
00

OIS

- e
-, a»

——h-—»

T
“— g —

g2

}A’_
II.__

linear

linear

Wy h

= bo\ D\Vé\:v 0\/"*;%&
6), 8) + 6)
— Sf —»| Lo loss |[—» J
L gilr ——| Lo loss |€+— ]

2g1




You can backprop through backward!

forward(X, backward(forward(X, backward(forward(x, 0)) + 0), 8) + )

Example forward and backward through a simple net:

X linear Z relu h linear }Af Lo loss J I —»| zz0l ¢\ |— r%g —» | 1somil |— Eg —> ulsx — Eg —» | 1somil |—P Eg




Task-Informed MAML for Agriculture
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TIML: Task-Informed Meta-Learning for Agriculture, Tseng et al., 2022




Meta-learning by sequence modeling

e Definition of learning:

® nput: a sequence @@@

® output: a function f: x—>y
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So foundation models are meta-learners?



Transter Learning

Learning with little data

Transferring knowledge about the mapping (finetuning and domain adaptation)
Transferring knowledge about the outputs (distillation)

Transferring knowledge about the inputs (generative models as data)

Learning to learn quickly (meta-learning)



