NLP - LARGE LANGUAGE MODELS - META Al RESEARCH - arXiv:2302.04761

Toolformer

Language Models Can
Teach Themselves to Use Tools

X X}: Timo Schick - Jane Dwivedi-Yu - Roberto Dessi - Roberta Raileanu

Maria Lomeli - Luke Zettlemoyer - Nicola Cancedda - Thomas Scialom

o>

SHAL: T 0] ZEO| AH7t LS (self-supervised)2 2 QE API =L At S AA 2 8}
— AAE CE25H] 2 GPT-3(175B)E A ZAF E7H0| Al Ch== DHX|Of| A S 7t

57} X|

9 &

£



TABLE OF CONTENTS

SHE 14 — AS-IS - GAP - WHY NOW - TO-BE +

@ AS-IS - Problem

LLMS| iR otA — AA| 2 o] A, 57hK| LiXHA 2

@ TO-BE - Approach

X175 3EHA THO| TRl - API EH 44 -

M
m
ol
X
i
+
1=

P TRSLE aRe frle PN

B HH + 471 LI 271 2/ F o] A2kl EA o=

At 24 H 28

@ GAP

EoZEMO = X — 2t FY O|FE, Task-Specific o
74|

@ 571X £ M

QA - Calculator - WikiSearch - MT - Calendar 73 A&

LAMA-==2t-QA-MLQA- Al ZF-LM-Scaling Laws: Decoding
Analysis

@ WHY NOW

Qff X|Z9QI7} — 37}X| Desiderata

@ 7 M7 - G0 E £F

CCNet ZHA THE UAHZHE HO|H A 2 SH (Table 2)

2122



01

AS-1S - CURRENT SITUATION

Problem — X LLM2| €AH S|

"Language models exhibit remarkable abilities... They also, paradoxically, struggle with basic functionality, such as arithmetic or factual lookup, where

much simpler and smaller models excel." — Abstract
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"However, all of these models have several inherent limitations that can at best be partially addressed by further scaling.”
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02 - GAP — §1 INTRODUCTION - §6 RELATED WORK

7|E s ZMe] TEH B — of 7| E WAlo| K58}

e

=2 #2 (§1)
"existing approaches either rely on large amounts of human annotations (Komeili et al., 2022; Thoppilan et al., 2022) or limit tool use to task-specific settings only (e.g., Gao et al., 2022; Parisi et al., 2022),

hindering a more widespread adoption of tool use in LMs."

7NE HH A — ALt FM o E 7 E ¥H B — Task-Specific T E ZE 71 ¥H C — TALM (71 & fAS 48 A3
CH 2 Human Annotation 7|t EfAE A X|H dbal Self-supervised + A|4t7|- M S+
AF2to| ZIF '0] B2toj| A O] APIZ O| A MOf StCH= 7HO|E 29l Gaoetal. (2022) S: EX EfAI M EX T E ME 2 few-shot  Parisi et al. (2022)2] TALM: X7t 245 S HEE A AL7|- M st
FM . HAIE =5 74.
otA|: 'explores this only in settings where a model is finetuned on

TH@: Lot HE — =3t FA F=M QI Azt zH@: HE8d && — ALEX7HOE =75 OfEAH MNof St=X|' downstream tasks' » CtRAEZ EfA H HE Molg L T X
XM @: THE &YX — 'what humans find useful may be different Al EHQ M5t zero-shot =7 AFR £7}.
from what a model finds useful' EM@: =+ X284 g8 — 'additional information is always
=Me: =Y S — M =7 FIHA HA =M 2 provided, regardless of whether it is helpful' Toolformer XtEH: At2& =+ MEH + zero-shot &7t

ZH@: EjA3 5% —StEfAT TET EJICHE Ef230f ™O|

otgl
GAP 22

(@ X&’d(Autonomy) FX}: ZHO| AA2 OIH|, O =75, OfEA 2R 2F 27t A2 X8 B4 (2 Self-supervision £: =7 R84S 2 Ao TEW (LY ZHA)02 TESHE KL S A,
Toolformer?t & 7tX| SA| of 2.
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03 - WHY NOW — §1 INTRODUCTION

o X|2217} — Toolformer?} =%}l Of & 37} X| Desiderata

=2 dg

= i

"Therefore, we propose Toolformer, a model that learns to use tools in a novel way, which fulfills the following desiderata:"

@ Self-supervised @ H2’d(Generality) 2 &

""The use of tools should be learned in a self-supervised way without ""The LM should not lose any of its generality and should be able to ""Our approach is agnostic of the dataset being used, we can apply it

requiring large amounts of human annotations."" decide for itself when and how to use which tool."" to the exact same dataset that was used to pretrain a model.""

Olf: EF EfAT 0 B&E
T AR o2 ksl of 217y . Trade-off g

Why Now(1): In-context learning(Brown et al., 2020) A= — T 3 7| Why Now(2): The= Lmb2tO[Ef A7 U SHA Q1A : Why Now(3): AFESHS 0| E{(CCNet)0ll API =
OlA| 2 CH 2 CIO|E{M X5 A 715, Self-supervised bootstrapping ll B 78l A& @& 242t O 2. =7 ZE0| s B OEE IRIEY , perplexity SX| 7Hs. 0] H+A|o| L
Al =ay. : s A g4
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Sample API Calls — Execute API Calls — Filter API Calls — Finetune LM on C*



04 - TO-BE — §2 APPROACH, FIGURE 1-2

APl ol ghAL 4 3EHA| mio| =2l — HIA E Otoj| APl 2= 4

3y MH (§2)

"Our aim is to equip a language model M with the ability to use different tools by means of API calls. We
require that inputs and outputs for each API can be represented as text sequences. This allows seamle ss
insertion of APl calls into any given text."

e(c) = 1[ac(ic)] ~ 21 Q= BE
e(c,r) = [ ac(ic) -] . 4 Zx3 o=
MH EE: '[' '] 'o' B <API> </API> - LA A2 (O3] BHZE Q1)

AH| & oAl (Figure 1 7|8F — 47}X| =)

...trademark of [QA("Who is the publisher?") - Massachusetts Medical Society] the
MMS .

...400 (or [Calculator (400/1400) — 0.29] 29%) passed.

Spanish word for [MT("tortuga") - turtle] turtle.

[WikiSearch ("Brown Act") — The Ralph M. Brown Act is an act of the California State

Legislature...]

M A 2%8: S OoIE{ 4 ALE
"gpart from inserted AP calls the augmented dataset C* contains the exact same texts as C" — IZ}2IF5 M
onC*=CE WoFEH &2 ZHX0 =5 — IM 55 25 2

3CHA mol=2eQ (FIGURE 2)

@ sample AP Calls

In-context learning 22 Zt 2{X| i0|A API 2& S M.

[tot

IS p_i= p_M(<API>| P(x), x_{1:i-1})

s O|MQI QX| I={i| p_i>T s} MEH

S
2| k7 & ci...om HEE

ox

Q Execute API Calls

RE FHE A HASHH ST r_i bl
HALZ]: Python 23 B E

2?|71: BM25 retriever (KILT dump)

Ol NLLB 600M I}2t0|Ef

SR AIAE U

—

Filter API Calls

[&: Li-LY>1 f
A

27b1_fOlYQl == AfEY)

— &2 Cof &% - Cc*

— GPT-J (6.7B) BX LM 2E 2 I}l 54
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04 - METHODOLOGY DETAIL — §2 APPROACH

HEE 7|& 4 2t o| d — X API 250| f8°2t7
STEP 1: Sampling — $IX| XU F & 4
Zt X ie{1,...n}ollM API A|ZF EE &HE:p
P(x)= =78 in-context prompt. & AZt 1_s O] &9l ¢|X

2| I
ZE2IK|ie I0|A m7)| API &= SH ¢ ..cm ME2 S Aol

STEP 2: Filtering — 75 WXl HEZ O] &4 Hlw

L i(z) = =Y[J=1 to n] w_{j-1i}

tEX: w_t = max(0, 1-0.2-t) / yw_s - API HF EZ0 T (t=5 0|2 0)

Xjed =H: v -t 21 £ (ZI2% 1 £ =1.0)

"adding the API call and its result reduces the loss by at least 1_f, compared to not doing any API call or obtaining no result
fromt."

STEP 3: Model Finetuning M| &}0|x z}2}0|E]

HiX] 37]:128 / &&E:1x105 / HY: H 10% 77t 4 Y
=5 ot HE Q0] ZEE (standard language modeling objective)
H| O] A 2 E: GPT-J (Wang & Komatsuzaki, 2021) — 6.7B L}2t0| E

C* g x* =x_{1i-1}, e(c_i,r_i), x_{i:n} (C& APIZZ BH=E N8 - ®™A| Ccoj s 2& — C*)

Inference: Top-k C| AT E 2| (k=10)
"We let the model start an API call not just when <API> is the most likely token,

but whenever it is one of the k most likely tokens."

k=0(greedy): API & 0%

k=1: APl & 40.3% (T-REx 7| &)
k=3: API = 82.8%

k=10: APl Z= 98.1%

[H

B SR YHY 2O 12| API2E HT

7HEX| w_t A ol =

"to make sure that API calls happen close to where the information provided by
the APl is actually helpful"

APIEIZ Ctg E2 0|50 7ty 2 78X - API 2117} 24 788t 2| X[0f A2
Ol&f: kS Xl o (H OJ2f 050 = B 8l 3).

cr e Y £

"finetuning M on C* exposes it to the same content as finetuning on C"

— AP| 820 323 288+ §/4]- 2202 48 - LMO] HEH O 20 £ 4f
g8 12 42

9/22



05 - TOOLS — §3 TOOLS,

571X| 2|8 APl —

s MHE IIE (§3)

TABLE 1,

APPENDIX A

A MY = + 7 MF + X E

"The only constraints we impose on these tools is that (i) both their inputs and outputs can be represented as text sequences, and (ii) we can obtain a few demonstrations of their intended use."

Tool 1 - QA
Question Answering

T4 Atlas (Izacard et al., 2022) —

retrieval-augmented LM finetuned on

NQ (Kwiatkowski et al.)

Y2 xieof W 2Rt

=2 A2 Al g (factoid

answer)

Bt Al: LAMAOI|A WikiSearch AFEH

(Wikipedia 7| Ej23 — 257 YX)
X{E4E: LAMA 98.1% / =&} H|ZHd 3}

QA ("Where was Columbus found?")

— New Haven, CT

Tool 2 - Calculator

Calculator

T3 Python AT ZIE (AFE] HAF +-x=+
gt X&)

=8 2d 24| 228 21t

S| AEl =X} 37| O|AF =&k EIA EQf
MEEAPI dd A=

OlfF: Q% ALY =& A A

oz 5g3l

MEYE: St MR oA 97.9%

Calculator (27 + 4 * 2) - 35

Tool 3 - WikiSearch
Wikipedia Search

To1: BM25 retriever (Robertson, 1995;

Baeza-Yates, 1999)
QIHl A KILT Wikipedia dump (Petroni
etal., 2021)

r9_
=
Mmoo
nx J

jtHE HE: WebQS/NQU|A| 99.3%

WikiSearch ("Fishing Reel Types")
— Spin fishing > ...

Tool 4 - MT
Machine Translation

T4: NLLB 600M Lt2+0|Ef (Costa-

jussa et al., 2022)
X|&l: 2007 2101 (MA@ =gt

AA O10]: fast-Text classifier Ats Z

N
ERZl ¢10: g S0 2 1

KHESE: MLQA 210 H 63.8%~94.9%

(Hindi 02| 7.3%)

MT ("sGreté nucléaire") - nuclear

safety

Tool 5 -
Calendar

Calendar

Tol: 84 8l0] 2E — A[LE XY
=K
SO0|H: 571K & &+
Calendar() HEH

oIzt 'provides temporal context for

=13
<t

==l

ﬁrII

I |'7'|||CHA|:|—

predictions that require some
awareness of time'

X{EH Z: DATESET 54.8% /
TEMPLAMA £t 0.2% (Ak& T+8)

Calendar () — Today is Monday,
January 30, 2023

10 /22



06 - RESEARCH DESIGN & DATA COLLECTION — §4.1, TABLE 2, APPENDIX A

A 24 - HloE] =% H 2P - Ho|E A A2 SH

o1 M o F Table2 —1_f# |O|E| 7 2
Le|E 7o + JZF AH T (Algorithm Design + Empirical Evaluation). 917t 20|= 10| 2 & XtA| L= (loss)2 2 &t H| O HHE LA ZE 1 f 240 et £[F St50 A8 E = API 2F oAl =
B AFs MASH= X7t 4= 3ts 20| S S M-8t D, 7| H|o| A2l CH| M2X M5 H|o
| XH5 443t X7} A 12| 52 HA-PH D, 7|E Hlo|A 240l Cib| BTN M5 @ 43 n 05 L0 =20
Question 51,987 18,526 5,135
7|2 HIAE ITHA  CCNet (Wenzek et al., 2020) A=Al Answering
"Throughout all of our experiments, we use a subset of CCNet as our language modeling dataset C." Wikipedia 207.241 60.974 13.944
Search
CCNet: Common CrawlS 910 ZHX| U E2 ZEHISHHE ¥ IHA,
N B L B Calculator 3,680 994 138
7 ETHE APISE0| R8% JH540| £2 HAEE MYstE B2 TE F71 X g
- Calculator: At 371 O| & gt EIAE QL2
CLID{X| £7: £79 Appendix A 7|= X8 Calendar 61,811 20,587 3,007
LEY AAZ rs, 7 BT NY MY L 28 S 0Al Y= S8
Machine 3,156 1,034 229
Translation

In-context Learning Prompt 27| (Figure 3 7|4
ZF APIE 2 249| 0| A|7F ZEHEl prompt P(x) 2Hd. QA &= prompt 0| A|(Figure 3):

r__'_

Z=: Calculator 99471 — 1002+ &AM XME2| - =8 7| 8 =0T
(§7 ME HlZ2do| ti& A)

"Your task is to add calls to a Question Answering API to a piece of text. The questions should help you get information required to

ol

WikiSearch 60,9747 7% BS — ¥l HIAE E4 4
A =HOI-HY A HE HIE BM257t CHESH 2| 0| A

Ol 8= /& Z1 et - ME & =3,

complete the text. You can call the API by writing TQA(question)]".

Input: "Joe Biden was born in Scranton, Pennsylvania."

Output: "Joe Biden was bornin [QA("Where was Joe Biden born?")] Scranton, [QA("In which state is Scranton?")] Pennsylvania."

e

O| promptZ GPT-J7} CH# 2 CCNet IAE O API ZEE AtE Q) — A, ZEE.

111722



07 - ANALYSIS
kiHFHl
oHd

H
L

Yo wy 38 4

METHOD

& METRICS — §4.

2-4.3

— DN S K|E - B} 2A MY S8

"we consider a prompted zero-shot setup — i.e., models are instructed to solve each task in natural language, but we do not provide any in-context examples. This is in contrast to prior work on tool use where

models are provided with dataset-specific examples."

XNIE® LAMA
SQuAD / Google-RE / T-REx

el OEAZ LMEL 2 EA & LAMAS
left-to-right LM E7}+0j| X&.
H©ot71=HEO| o5 &9l 550 oF
Of =g (RN UKX| O} 2ty

O|f: Crefet ESLIO|K|O|d AMe|, EF
Ol L__I_|-O.IDI_|- 9_;]_6|_X| OJ['QQ 7|:'|'O|-
Toolformer Z=2|: LAMAZ} Wikipedia 7|
g4t WikiSearch APl AZH (B3 |
2| A])

NE@ 43 oo 5 A

ASDiv/ SVAMP /| MAWPS

ASDiv (Miao et al., 2020): CtFst 45t
Elxl-xﬂ

SVAMP (Patel et al., 2021): X B
0| 2ot =5t Bt

MAWPS (Koncel-Kedziorski et al.,
2016): At~ 22K

Gt 71= 0= HAENM R Bl S

o

SEE

0f2]: '5+3=8' HEf = 0| X £}

=
gE

NE® QA
WebQS / NQ/ TriviaQA / MLQA

WebQS (Berant et al., 2013): Freebase
718 @ EE

NQ (Kwiatkowski et al., 2019): Natural
Questions

TriviaQA (Joshi et al., 2017): &% X[
QA

MLQA (Lewis et al., 2019): 21| QI 5-
ol-Hi|-Z-OFE Of

HIt J|F: 0= A 20EH0] LY ™E 2
gl (MLQA: 10EH0q)

NQ B7t Al QA =+ H|Zd
SEE 7 - 384)

3t (NQZ

NeE® M2t =2

TEMPLAMA /| DATESET

TEMPLAMA (Dhingra etal.
HOf| 2t B5h= A =2

, 2022): Al

(‘Cristiano Ronaldo plays for ")
DATESET: XA} 2T . Wikidata 7|
gt §IZ 5l 2010~2020'F AR +ER A

(‘V\Ihat day of the week was it 30 days

ago?')

"It 7|F: LAMARt S (49| 5EHo]
oS

Nz A0 n 2
Perplexity — WikiText &

led od L P-X
WWwINGL

LRIV S

oy 0%
oA

(Desideratum D3
WikiText (Merity et al., 2017): & LM
silx|oF3

CCNet A E.Al: 10,0007 EA] 2EH (
Sh5 O|ARE)

F0|: API 243t A| perplexity Al4t0]|
marginalization 28 — 27}

— Toolformer (disabled)Zt Bt (API
EZ =2E-0)

12 /22



07 EXPERIMENTAL CONDITIONS & BASELINES

Al =2 SX - 471 L5 + 27} 2|5 H|o|Az}Ol

£x B

0

=R O]
2 of7|HA.97| O

25 GPT-J(6.7B) 7[Ht . ot =7 ol WY EC| 2t A2| 5. OF7| 8- Ii2t0|H
Afoj7t gle B2 g Ko = 5 W4 2| X0]

SH o

Zero-shot 7} 24

"We choose the more challenging zero-shot setup as we are interested in seeing whether
Toolformer works in precisely those cases where a user does not specify in advance which tools
should be used."

SHG

EfA Y API =5 Xjct

LAMA — WikiSearch X}t (Wikipedia 7|%t)

NQ E7} > QA =T AEH(NQ s BT - 23 73)

= 'this would make solving the tasks trivial, especially given that the underlying QA system
was finetuned on NQ.'

A H @ HH o= — Toolformer vs Toolformer(disabled): =2 C*2 53} s
==
T =

J— =T HOHZ of5ots A AH|7F W& X[ &y, 2 2ik: &

§4.1

— 24 o=

HojA2tQl RE — HA ol
GPT-J 6.7B LH&
oIoIRY M gl = 7|12 2. 2E ds ol stoti.
GPT-J + CC 6.7B L&
API 20| CCNet2 27t =7} IOl F . H|O|E 2 Bi3l(distribution shift) 21+TH A2, C*2F C2| X}0]
E Kt 7109,

Toolformer (disabled) 6.7B
C'Z SR F2 Al <AP> EZ 28 ZH 20 28, =7 A A8 21
WXt 2 0HE =22

Het

o 2= H|Wol 7|E.

(=2}

Toolformer .7B
Mot B k=10 Top-k CIZ L2 Z API = o 24

OPT 66B LIRS
Toolformer 2Lt 10x 2 2|5 H|O| A2}l (Zhang et al., 2022). L2t0|E HIZ X0 7t =7 A &

= XE A ET ALG Ol Thet

F disabled = GPT-J — 7 AF2 XIX|7} 9191, 0HoF

=APl 2

tvs =7 HIO|HZ Sh&5t= X4

Ct S22 4

disabled > GPT-

13 /22



08 - RESULTS

LAMA ApA!

33.8

LAMA SQuAD
(Toolformer)

vs GPT-3 26.8

1+7.0p

Table 3: LAMA Z 1}

Model

GPT-J
GPT-J+CC
TF(disabled)
Toolformer
OPT (66B)
OPT (66B)

GPT-3 (175B)
GPT-3 (175B)

— §4.
N
A3 2 —

SQuAD

17.8

19.2

221

33.8

21.6

21.6

26.8
26.8

2.

1

LAMA, TABLE 3

G-RE

49

5.6

6.3

11.5

29

29

70
7.0

sg 1E ¢ + GPT-3(175B) 7}

11.5 93.5 98.1%

LAMA Google-RE LAMA T-REx QA =7 X{EH &
(Toolformer) (Toolformer) (k=10)

vs GPT-37.0 vs GPT-339.8 Aol &t

144.5p 1413.7p QA =T ALE

S| M: disabled > GPT-J+CC

T-REx . .
disabled”t GPT-J+CCELI 2% =& — Tt CCNet Lt 27 'J 0| OtL|2t API @& 0| Ef XA 7} X| A LYZR=LOf 7|0, =7 ALE
31.9 HOIH & E= ATte 2 & AR X|Al STt
33.2
34.9 i M: OPT(66B)7I GPT-JELI &2 0| &
OPT 21.6 < GPT-J 178 2Ct= =Xt Toolformer 33 .82t EM W3 mt2t0| B M2 (10x)0] =7 At 2IHE =8 X| ZoHCt
53.5 = Y5t TH. st& 0| E -0t 7| El A-mt ol 7 J HtAl 0| S5t FE,
30.1
30.1 LAMA E7| M| 5: OpAaZ . Md o et
39.8 OfA3 E20| OFX| 2 QX[ 7} OHLl OfJA| H|Q|. 2HF UX| CHAI 'AFQ| 5THOY L 38t 7|& AR (EJLIO|KIO|M KZ|). =2 W Lt HES
39.8 2 3™ |,

14 /22



08 - RESULTS — §4.2.2-4.2.3, TABLES 4-5

28t X2 4+ QA A1} — AL |2 GPT-3 2] ¢/ Moz E2 otk put GPT-3 0|2

23} 6| O|E{ Al (Table 4)

40.4% 29.4% 44.0%

ASDiv SVAMP MAWPS
vs GPT-3 14.0% vs GPT-3 10.0% vs GPT-3 19.8%
Model ASDiv SVAMP MAWPS
GPT-J 75 52 9.9
GPT-J+CC 9.6 50 9.3
TF(disabled) 14.8 6.3 15.0
Toolformer 40.4 29.4 44.0
OPT (66B) 6.0 4.9 79
GPT-3 (175B) 14.0 10.0 19.8

XA Wxhet + =7 & 20 22
disabled 14.8 vs GPT-J 7.5 = +7.3p (Li XM=t =1})
Toolformer 40 .4 vs disabled 14.8 = +25.6p (=7 A& &1)

'the model is finetuned on many examples of API calls and their results, improving its own
mathematical capabilities. =7 GOl E& 2 At 7t =3 58 4.

QA Ci|O|E{All (Table 5)

26.3 17.7 48.8

WebQS NQ TriviaQA

vs GPT-329.0 vs GPT-322.6 vs GPT-365.9
Model WebQ$S NQ TriviaQA
GPT-J 18.5 12.8 43.9
GPT-J+CC 18.4 12.2 45.6
TF(disabled) 18.9 12.6 46.7
Toolformer 26.3 17.7 48.8
OPT (66B) 18.6 11.4 457
GPT-3 (175B) 29.0 22.6 65.9

ol #M — wikiSearch 99.3% &8 & X| Tt

BM25 SHA|: # 2|t HX| Q= Zqt ghat CH=
CHat e & 2ot Motz A2 27t 2t B =27t
GPT-3: WLHBF LHXH K| Al — AM §10|E =2 &S (TriviaQA 65.9)

'adding this functionality is an exciting direction for future work.'

15/22



08 - RESULTS — §4.2.4-4.3, TABLES 6-38

Cl=0{ QA + A|ZHEE + o] BRI MT 21}-Calendar 4El-Perplexity =

MLQA — C}=10{ QA (Table 6) A2 F=E (Table 7) 0] 2 Perplexity (Table 8)
Model Es De Hi Vi Zh Ar Model TEMPLAMA DATESET Model WikiText CCNet
GPT-J 152 165 13 82 182 82 GPT-J 13.7 39 GPT-J 99 10.6
GPT- 157 149 05 83 137 46 GPT-J+CC 12.9 2.9 GPT-J+CC 10.3 10.5
J+CC
TF (disabled) 12.7 59 TF (disabled) 10.3 10.5

Toolform 206 135 14 106 16.8 3.7 §4.3
er .
Dy 16.3 27.3 "Adding API calls comes without a cost in terms of perplexity for
opT66B 03 01 11 02 07 041 language madeling without any API calls.”

Calendar ME{X Al — X8 1HH

GPT3 34 11 01 17 177 0. TEMPLAMA: Calendar X4 0.2% Desideratum D3 HZ
1798 O|F: named entity 7|8t AHH =2 — R 2 CF QA-WikiSearch GPT-J+CC2} TF(disabled)?} &€ perplexity
Jb O 98 DHO| AAZ IOt O|R:C*ECe SY HAE + API SEDH X7}
— LM &4 AL Al 22 HAE 0|5 58 |A
MT =71 210] 2 63.8~94.9% XHEH (Hi 02| 7.3%) DATESET: Calendar X§ & 54.8%
I HIHCCNet)Z2 LE {0 GPT-J EA| =R A A 25 — 'considerable improvement can be fully WikiText 2% A4(9.9-10.3):

o
OPT-GPT-3: 30| & X|A| FIj 2 =9| M= accredited to the calendar tool.' CCNet(HE MEAMNI} WikiText =% X}O| I F

(=7 IjZ0| Ofd — GPT-J+CCE =2 )
GPT-3 DATESET 0.8% — X & &7} Qlol 228 ez =
" Desideratum D3 & : Trade-off §10| =7 &&!
MLQA ZE: MT =7 AE0| 2E AHOj0l| M 2t g

< S| M= (GPT-J7} EuroParl & O B2 Ct=0{ H|O|H
&%). Calendar 22: 5% 'A|Zh 2 EfA3QIH =

I
Lol

.

k4t but CCNet 2% H3tE YR A0 M 2 GPT-J M. OPT-GPT-3= EO| X|A| AT E =
| TEMPLAMA(AHY =2)2 DATESET(ZR A4S AAE A L X258 £ ME 53

o
M
(@]
fot

J
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08 - RESULTS — §4.4 SCALING LAWS, FIGURE 4

Scaling Laws — £ -8 532 Y| F&5IL? X|& 2R 2 XA

50 -
45 A
40 -
35 A
30 A
25 A
20 A
15 1
10 A

124M 355M 775M 1.6B 6.7B (GPT-J)

=@= Toolformer Toolformer (disabled)

HEX AALH
XA ~775M It2t0| B O| A0 M2 Toolformer 2HH 20| 20tH A R EH| =
AH =

|
context learing 20| £&5lH X7| API =

§4.4 SCALING LAWS ¥ &

"Figure 4 shows that the ability to leverage the provided tools only emerges at around
775M parameters: smaller models achieve similar performance both with and without
tools. An exception to this is the Wikipedia search engine used mostly for QA

benchmarks; we hypothesize that this is because the APl is comparably easy to use."

A8 A GPT-2 Family + GPT-J

Mg D& 124M/355M/ 775M/ 1.6B/ 6.7B (57tX| &)
AL =7t ©A 570 & 370 — QA, Al4t7|, Wikipedia 444
S AH MY (§4.1) H8 — zero-shot 7t

SHA 2 775M nf2tolE| UAH

124M~355M: =7 S 2 M5 7o 5 ., 2838 AP| 2| A Aloj
775M O|&f: Z4%t 581 — In-context leaming 452 2 =71 ALE 7ts
WikiSearch 04|2|: 2™ ZEO| M X 21t (APl is comparably easy to use')

2 REANME =7 HXL {FX|
"there remains a large gap between predictions with and without API calls even for our
biggest model.” — A7 2+ =7 AFES LA 2HAZF OFE 2 2F Z2HA.
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08 TABLES 9-10

SEL

ANALYSIS —

X2k

| R |

§ 5 ANALYSIS,

=4 +HIO|E| FE 43 —

Cl2T HE: kit'E 5 (Table 9 — T-REx 7| E)

Al=TH| / AC=AP| S =3t 0| A| / NC== = OF 5t O A| / %=AP| S & H| &

k All AC NC API%
0 34.9 - 34.9 0.0%
1 47.8 53.0 44 .3 40.3%
3 52.9 58.0 29.0 82.8%
10 53.5 54.0 22.5 98.1%
K=12 X7 2d 3 (§5)

"For k=1, the model is calibrated to some extent: It decides to call APIs for examples that it
would perform particularly badly on without making API calls. This can be seen from the fact
that performance where it decides not to make an APl call (44.3) is higher than average

performance if no APl calls are made at all (34.9)."

kZt0f| IHE Trade-off

k7t A= E:

— API 2 H|& 57t (0%—98.1%)

— Al 45 & (34.9-53.5)

— NC ‘85 o2} (34.9522.5): & LOL= API HX| A=

— 'this calibration is lost for higher values of k'

k=10 1% O|R: All 85 Z|CH=t + REO| 7ts50t ot =7 & H R

0.92

HEE 7|=2] &

xE ol

— L =LY E = 7| (Table 10 23)
AX 8. 2HE 7|E(_f=1.0)° EtZ¥2 EH 4

ol

WikiSearch ("War memorial Flodden") — Battle of Flodden > The stained-glass

Flodden Window was constructed by Sir Richard Assheton...

— Bl A e B A

=

OA ("Approximate length of the Nile?") - 6,853 km

98 — 4K A He g

WikiSearch ("Fast train success") — Fast Train > peaked at #23 on Canadian

CHUM chart...

eS| B 20 22

=

dlo

o §E — L O|= (1_f=1.0 O 2t A Xl X <)

Ao

Calculator (85 / 23) — 3.70 (=%: 85 patients 23% - LF/0| OtY)

QA ("Who was last time I was with?") — The Last Time

'some amount of noise in the API calls that are not filtered can be useful as it forces the model to not always blindly follav the

results.'— §5

18 /22



§7 LIMITATIONS - §8 CONCLUSION
- .

o|-7:|| . d=

— = L

"While our approach enables LMs to learn how to use a variety of tools in a self-supervised way, there are some clear limitations to what can be

achieved with our method in its current form." — §7



09 - LIMITATIONS — §7

47kx] FEH 87

L1 - =7 d E7t

No Tool Chaining

"One such limitation is the inability of Toolformer

fo use tools in a chain (i.e., using the output of one

tool as an input for another tool). This is due to the

fact that API calls for each tool are generated
independently; as a consequence, there are no
examples of chained tool use in the finetuning
dataset."”

U
CHA =2 =7t 28 QA S (TEMPLAMA
=

L zaR
ReAct (Yao et al.), Chain-of-Thought + Tool Z%}
T2 2

LIMITATIONS

(22 =

re
Ofo

L2 - HE¥ZEHEH A8

Non-interactive Tool Use

"Qur current approach also does not allow the LM
fo use a tool in an interactive way — especially for
tools such as search engines, that could
potentially return hundreds of different results,
enabling a LM to browse through these results or

to refine its search query."

- g
BM25 Z1f £XTts = 2| =7t — QAOIAM
GPT-3 €Al =2 J¢l.

=2
—-F5d7

WebGPT (Nakano et al.), QIE{ZHE| 2 Z4AH of0] ™
EdLE 4N

L3 - olad o] ZF M

Input Sensitivity

"Beyond this, we found models trained with
Toolformer to often be sensitive to the exact
wording of their input when deciding whether or
not to call an API; this is perhaps unsurprising
given that LMs are known to be very sensitive to

the prompt they are provided with."

-k
SU MM CE BTS2 EE A APIZE O£
St LaEbd 2y

=2
—-F5d7

Calibration &7, Prompt Robustness 7|41 25k

L4 - ME HaE+HE 7T

Sample Inefficiency & Cost

LBEIIa I‘?’?ve?;;oey I%gPSO very sample-inefficient; for
example, processing more than a million
documents results in only a few thousand
examples of useful calls to the calculator API.
Toolformer currently does not take into account
the tool-dependent, computational cost incurred

from making an APl call.”

H A7) 99471, B2l 1,03470 =4 IO|H. XN
2| H| - BCH. API H| 2 FA].

=2
—-F5d97

Bootstrapping 2= X& (§7 X[2t), Cost-aware RL
7|8t oJALAH

20/22



09 - CONCLUSION — §38

Ha Dol =ai 71

B — T A= O O il

§8 CONCLUSION ¥ 2

CONCLUSION

, OIC| 2 0]o{ =7t

"We have introduced Toolformer, a language model that learns in a self-supervised way how to use different tools such as search engines, calculators, and translation systems via simple API calls. This is

done by finetuning on a large number of sampled API calls that are filtered based on whether they reduce perplexity on future tokens. Toolformer considerably improves zero-shot performance of a 6.7B

parameter GPT-J model, enabling it to even outperform a much larger GPT-3 model on a range of different downstream tasks."

oj=icty] Het S8

QUZH =AM Qo] Xp7t ZERo 2 = AL Bt
57tX| LLM WX SHAHE Q& =2 Het
37}X| Desiderata 25 ==

Perplexity Trade-off 215 (D3 Z&3).

+35HASDiv): GPT-3 14.0 — TF 40.4
AH(T-REx): GPT-339.8 — TF 53.5
AIZHDATESET): GPT-30.8 — TF 27.3

- Perplexity: & (CCNet 10.5—10.5)

= /ts 39. 6.7B7} 175BS O|ZICt — =+t AFEO| Hi2t0[ B AAH YLD 5

cEE T2

- OPT(66B) CHiH| =St0ilM 6.7x O &
- GPT-3(175B) CHH| T-REx +13.7p
HAZ| 97.9% / WikiSearch 99.3%

XeH =7 MEH (Calendar A+ TE)

M HAo| Chegh: APIZE HAE MY
Ool& d. 5= Ot7|El A G10| HF LM objective
Axl ROF

Function Calling (OpenAl API)
ReAct (Yao et al., 2023)

Gorilla (Patil et al., 2023)
ToolLLM (Qin et al., 2023)
LangChain / Llamalndex Tool Use
OpenAl Plugins / GPT-4 Tools

X Al O[O E HEfA 2f oy =l A

R
o
12

A
T

- =2 THA|: Tod Chaining
- Interactive Query M=
- Cost-aware 2JAHZS

(B X2 2YojA ol X8

21/22



ReAct

SYNERGIZING REASONING AND ACTING IN
LANGUAGE MODELS

Shunyu Yao, Jeffrey Zhao, Dian Yu, Nan Du, Izhak Shafran, Karthik Narasimhan, Yuan Cao



Background

Human Intelligence®| key feature

. Task-oriented action + verbal reasoning

e.g. cooking




7|1E& A+l ot A

Col(Chain-Of-Thought)

. reasoning only

D2 LR XA 0B o F St 2

8t S}

— fact hallucination 24 7t M

Action-Only Plan



REACT: REasoning + ACTing

: LLMO| verbal reasoning trace®@} action® 25 generateotH S prompt
: FO0| &l taskE s &5t7| 2[5 agent?t environment@t interactot= &2 713

- time step tO|A agent= observation o, € 0 receivedlll, action a, € AS

SH S}
O a
- O| agentl| context= ¢; = (04,04, ..., 0¢—1,Ar_1,0¢)

Key ldea

Action space= A = A ULE augment
L= language space




@)
Thought: environ ment0| &

REACT: REasoning + ACTing ARER T2

Action: 2|5 APl 2 =N 2t Z3 1 43 XE5= S
Observation: action2| Z1tZ environment”f
- Language space == feedback

: language space ¢t2| action d; € L (thought/reasoning trace)= external
environment®| E&5 O[X|X| RO, 2t observation feedbackO| Bl=
M @ = RE HEE SHE &

. Ol language space”t unlimitedd}tCH= 2 Xl

— language model 1178, few-shot in-context exampleZ prompt

: prompt G| Al




REACT: REasoning + ACTing

O] &3t task
. thought@} action= HZ O generate

— task solving trajectory0fl & 2{ thought-action-observation stepO| Z gt &

2. Decision makingO| &89} task
O] 8% ML= B2 2 actingO| LA L0 US
— thought= sparsedt?| trajectorydiiA S%

— language modelO| &O}A] thought2| asynchronous®t occurrence=
7=|I'| |.7-” (o1



Benchmark

Knowledge-Intensive

: HotpotQA, FEVER . ALFWorld, WebShop
: 7| T C|OF APIE S5 multi-hop te S W EHA =4 S AN E

29 sE H A2 43 &d= UH A0l HA3



Knowledge-Intensive Reasoning Task

(1d) ReAct (Reason + Act)

Thought 1: I need to search Apple Remote and find the

program it was originally designed to interact with.

Act 1: Search[Apple Remote]

Obs 1: The Apple Remote is a remote control introduced in

October 2005 by Apple .. originally designed to control the
program ..

Thought 2: Apple Remote was originally designed to control
the Front Row media center program. I need to search -
- next and find what other device can control it.

Act 2: Search[Front Row]

Obs 2: Could not find [Front Row]. Similar: ['Front Row

Seat to Earth', 'Front Row Motorsports',' _

(software) ', .|

Thought 3: Front Row is not found. I need to search -

Act 3: Search] ]
Obs 3: Front Row is a discontinued media center software ..

Thought 4:
So the answer is

keyboard function keys.

Act 4: Finish [N | v

: ReAct= %7|T[C|OF APIR}

interactSt reasoning= supportdt=

information= retrieve™

: 27| I C|OF API

1. search[entity] : entityd| CHSSt=
pageOf|A| 5 sentence retrieve

2. lookuplstring] : ctrl + F

3. finish[answer]
— KN AFEFO| 2[7| | C| O}

interactol= YA S HA}



Knowledge-Intensive Reasoning Task: Result

1. ReAct > Act
2. ReAct vs CoT

Hallucination

Type Definition

True positive Correct reasoning trace and facts
False positive Hallucinated reasoning trace or facts 6% 14%

Success

Reasoning error Wrong reasoning trace (including failing to recover from repetitive steps) 6%
Search result error  Search return empty or does not contain useful information
Hallucination Hallucinated reasoning trace or facts
Label ambiguity Right prediction but did not match the label precisely 29% 28%

Failure




Knowledge-Intensive Reasoning Task: Result

Internal and External KnowledgeE combine

1 ReAct > Act — CoT7} hallucination0l| F<5iCHs B2
Wi ™, reasoning structureE formulateSt=
2. ReAct vs CoT Ool= 4§ g2otr| M=

Prompt Method*

HotpotQA | Fever
(EM) (Acc)

56.3
60.4

Act 25.7 58.9
ReAct 274 60.9

CoT—-SC — ReAct 34.2 64.6
ReAct— CoT-SC REN 62.0

Supervised SoTA? 67.5 | 89.5

CoT (Wei et al., 2022) 294
CoT—SC (Wang et al., 2022a) 334

Standard 28.7 57.1




Knowledge-Intensive Reasoning Task: Result

1. ReAct > Act
2. ReAct vs CoT

learning = prompt learning = finetune

Method
B Standard
mm CoT

I Act
BN ReAct

8b




Decision Making Task

1. ReAct > Act

Method | Score SR

Act 62.3 30.1
ReAct | 66.6 40.0

Method | Pick Clean Heat Cool Look Pick2 | All
Act (pestof6) ‘ 88 42 74 67 72 41 45

ReAct q@vg)
ReAct estof6)

65 39 83 76 55 24 57
92 58 96 86 78 41 71

ReAct—IM @y 55 59 60 55 23 24 48
ReAct—TIM estof6) 62 68 87 57 39 33 53

m

IL+RL | 624  28.7

IL | 599 29.1

BUTLER est of 8) 46 39 74 100 2 24 37

Human

Expert 82.1 59.6

ALFWorld




Advantage

1. Interpretability: 22| AtD IPHS A0 2 =0 7hs510 of 18 ds52
A=K TIEHSH7| &0
2. Trustworthiness: 2|F X[Al0f 7|Et5t =29 =2 hallucination A 7=
o
=

Al
3. Controllability: 217t0| &7t =& 1M

A Ol ©
T AA DO



Conclusion & Novelty

- ReAct= LLMO| Eh&=3t text generatorE '© 0] external environment2}
& N2 interactol| XS &t "XSE agent"Z2 H=or=H =44

paradigm= MA[RMCr= OO 29| F 78



ofo HiM High

1. Fine-tuning
2. RL integration
3. Multi-modal
4. ..
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