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PAPER 1

Lost in the Middle

Lost in the Middle:
How Language Models Use
Long Contexts (Liu et al., 2023)
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Lost in the Middle | 2. Multi-Document QA

e ML #{X|7t HHH ES Lk HH =712

~ Input Context
Write a high-quality answer for the given question using only the provided search
regults (some of which might be irrelevant).

Document (1] (Title: Asian Americans in science and technology) Prize in physics for
discovery of the subatomic particle J/¢. Subrahmanyan Chandrasekhar shared...
Document (2] (Title: List of Nobel laureates in Physics) The first Nobel Prize in
Physice was awarded in 1901 to Wilhelm Conrad Rontgen, of Germany, who received...
Document (3] (Title: Scientist) and pursued through a unique method, was essentially
in place. Rambén y Cajal won the Nobel Prize in 1906 for his remarkable...

Queztion: who got the first nobel prize in physics
Answer:

- Desired Answer.
Wilhelm Conrad R&ntgen

10 Total Retrieved Documents (~2K tokens) 20 Total Retrieved Documents (~4K tokens) 30 Total Retrieved Documents (~6K tokens)
75 75 75
b
70 70 70 =f
\
> > >
2 65 @ 65 @ 65 ‘\‘
= - - \ .
= —_—-- 3 3 V4
S 60 S 60 Se0 o %
= s - = h .\;3‘t;T—O-”"-—_—.__-T”‘//.
55 55 55
>~ -9 )‘—_“—'—:.’4‘4
50 50 50 e T
1st S5th 10th 1st 5th 10th 15th 20th 1st  5th 10th  15th 20th 25th  30th
Position of Document with the Answer Position of Document with the Answer Position of Document with the Answer

-#- claude-1.3 = claude-1.3-100k =#— gpt-3.5-turbo-0613 =&~ gpt-3.5-turbo-16k-0613 =#- mpt-30b-instruct  =#= longchat-13b-16k

2 71 context QYME LLMS HEE FE8H ZL8}X| =8iC},

NE 3z

HEHEM 17 + distractor A k-1701E &

HH X

2 contextO|

HE EME 1st / middle / last 2IX|Z O|SAIZ|H &5

=4
Model Closed-Book  Oracle
LongChat-13B (16K) 35.0% 834%
MPT-30B-Instruct 31.5% 81.9%
GPT-3.5-Turbo 56.1% 88.3%
GPT-3.5-Turbo (16K) 56.0%  88.6%
Claude-1.3 483% T76.1%
Claude-1.3 (100K) 48.2%  76.4%




Lost in the Middle | 3. Key-Value Retrieval
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- Input Context

"aS4eZeed-e625~
"9£f4a92b9-5£69~
"52a9c80c~dabl-4

"fdeblcS3-afla~-4

bf70~-4a4901bc2ac3": "b2fie
3

Key: "9f4a92b9-5£69-4725-bale~-403£f08dea695"

Corresponding value:

Extract the value corresponding to the specified key in the JSON object below.

- Desired Output

703a7ceS~f17f~4e6d~bB%5~5836babecTlc
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Lost in the Middle | 4. Why?
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1. Model Architecture
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10 Total Retrieved Documents (~2K tokens)

20 Total Retrieved Documents (~4K tokens)
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2. Query-Aware Contextualization
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Lost in the Middle | 5. Open-Domain QA Case Study

Is More Context Always Better?
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Lost in the Middle | 6. Implications
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PAPER 2

Streaming LLM

Efficient Streaming Language Models
with Attention Sinks (Xiao et al., 2024)
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Streaming LLM | 1. Introduction

Longer Sequence 2|2 241 X

Longer Sequence X{2|2| 24

«  LLM2 Ot A|AR 2M 29 3E 2td, ZoI8H S Chet
NLP 820 8.

Longer Sequence X{2|2| 2|2} sHA ==
LLM2 pretraining0i| 2-&%El attention window =7|0]| X[eHzICH
1. Attention window size =t}
2. Training 7HA

3. Inference Efficiency 7H
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"Can we deploy an LLM for
infinite-length inputs without
sacrificing efficiency and performance?"
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Streaming LLM | 2. Related Work

LLM2| Long Text Utilization2 2|t 71 ttsk

1 Length Extrapolation 3
B9l 2H A S HAER ASE LIME =2 A H 2 AMEL0ME SHOP o= AT g2 =) Pretraining CHH| input context 34| £7t6tH M5 X5t
ROPE ALiBi - no existing LLMs to fit for streaming applications

2 Context Window Extension g

_ . DE 7|80[ context windowS X|gH& © 20t ShEf
Ho| LLMe| HEIAE =2 XINE 53 = XNe2[ot= g7 de

Tt forward passOilA O B2 EZ

FlashAttention Approximate attention methods

Improving LLMs’ Utilization of Long Text

Mol 71 IAE QR 22 o HHYAE | 82 & Tt 28

PEE LLM% ?ﬁl&!fi'-ﬁl-% E;L %fac—!

Long-context understanding &4 =/= Streaming deployment 2232}

|3

: > 7 AEB|Y 2/E2g A
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L X2 5200| gAEl 40| OfL|2} BB MAZR0| JHs3t BEX0I WS

- limitless inputs X2| €7}
StreamingLLMI} E2tN E3t 7Hs

oA

Length Extrapolationt Context Window ExtensionO|
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H22|2 A& X2|SHA Sh= inference optimization 7|&
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Streaming LLM | 3. StreamingLLM
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Streaming LLM | 3. StreamingLLM

Streaming LLM vs 7| &

(a) Dense Attention

m}t Token

<4—— Tcached tokens —»

O(T?)x PPL: 5641x '

Has poor efficiency and
performance on long text.

Dense Attention
DEO|M EE KV A
> A1

22| Quadratic 7,
2 AR AN M Kot

(b) Window Attention
[

T U O
T-L evicted L cached

tokens kR tokens

O(TL) v PPL: 5158x

Breaks when initial
tokens are evicted.

<«

Window Attention

X2 L E2 KVEE KX
> HZ2| 0F

TINEEHAHA ZE S
(PPL 5158t 25)

# 7|Z= Attention Methods= Long-context A{2| A| Z&/(PPL)Z} &

Attention Methods

(c) Sliding Window
w/ Re-computation

-

are truncated

<L re-computed_,
tokens

O(TL*x PPL: 5.43v

Has to re-compute cache
for each incoming token.

Sliding Window w/ Re-computation
7} £2 44 Alntch 2|2 Lol £20f
CHet KV ZHAlL > E& /X

A H|2 Quadratic &7}

> e =8

S(AM 2 0|2E))S 25 BIESHK| 2

(d) StreamingLLLM (ours)
[

r
Attention Sink

&

e evicted L cached o
tokens tokens

O(TL)v PPL:540v

Can perform efficient and stable
language modeling on long texts.

Streaming LLM

Attention sink(ZX7| EZ) KV
+ E|2 JER KV /X

22.2x £ g4 (Sliding Window
w/ Recomputation CHHI)
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Streaming LLM | 3. StreamingLLM

7|& Attention Methods &Il £A1

Dense Attention - Window Attention .
w/ Re-computation
|} Llama-2-7B ' Pythia-12B . Falcon-7B ‘
12y ¢ g 718 4 g6 1o 8
D b = o
- ;&prw 6 | 6 ¥ i3 10 9
5 8 H =5} = [SH & O
gl g S4 & &4 § 19 8 8
g E g3 g/ g g 3
: 2 e 2 S 4
2 S W e e e 1 EE | in‘: 2 ‘
Ofk " 's¢ 10K 15K 20k %0k 5K 10K 15K 20k Qok sk 10K 15K 20k 9ok’
———) |nput Length Input Length Input Length
Dense Attention Window Attention Sliding Window w/ Re-computation
DE O™ EZ KV A A2 LK EE KVIE 2K Zt EZ M A[OHCH 22 L7 220
-> X1 ZF -> o222 13- CHSE KV JAIM > EF |X
o . LHo 1 L4 O
pre-training length 22™ cache size o™ PPLS OFEMO|X|Bt 2RHE 7t 2
d4s 1 (=x7| E2 HAHEH) 45 S2
o Window Attention2 %7| EZ20| EvictE|= 27t PPLO| 23|3tCt > x£7| E29| KV7F LLM §F8A 9| Anchord 4= {/CH

_____ Sliding Window

——— StreamingLLM

MPT-7B

5K 10K 15K 20K
Input Length

Streaming LLM

Attention sink(ZX7| EZ) KV
+ E|2 JER KV /X

sliding window with

recomputation baselinez}
el s¢
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Streaming LLM | 3. StreamingLLM

Attention Sink: Initial Tokens H|7{ A| LLM £12] 0|

Layer 0 Head 0 Layer 1 Head 0
0] ol
2 24,
ki a
22
§ 6
8 20 4
10, 10
1.8
12 12
1 16 14
o 2 4 6 8 10 12 1 0 2 4 6 8 10 12 14

[Fig2. Visualization of the average attention logits in Llama-2-7B]

Layer 2 Head 0

Attention Sink 29|
O|0|2XN ZQEQ B X7| E
St Attention ScoreE S+ 6}5 At

> X7| E20| CtE EZS2| 'EE K¢ Attention 22|7|&(dump)’
AehS ofAl .

20| 2} layer headOf| A

I'.?.'_' o

n 2}l Attention Sink7} 2AE? ﬂ off £7| E30|| sink Z77}? ﬂ %x7| E3o| CI2 gAT} Il opn?

Softmax= 2E E20] Cist Attention Score 0| *x7| E22 Autoregressive EA4 0| RE & X7| 47 EES EHE("\n") 22 LA

HEEA| 10] £[0{0F Bt

A 2|7t o|™ EZnt 2%t o|0|X ojAo| S L,
DEIe SLQSH Attention ZHS HEITH0]| HIEA|
stebsfiof 3t

ev
SoftMax(z); = ——————, 21> z;,j€2,...,N
( )z 6x1+2;\,=23zj J

=S A 7tse. ol T 7tAd HE2o| 7+ &

o i

Al Sink &2 W= ShEE A

AHEE A B2 430 23E A% E20] 8
02| X£7| EZ 2 SinkZ AR &5 E zd

PPLO| SS3t7 5 E

- QIO|E2H L{E0| ol ZohA 2|X|7} Sink H&e|
HXIol 7
=22 A

Llama-2-13B PPL (})
0 + 1024 (Window) 5158.07
4+ 1020 5.40
4"\n"+1020 5.60

[Table 1. Effects of initial tokens]
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Streaming LLM | 3. StreamingLLM

Streaming LLM: Rolling KV Cache with Attention Sinks

I Streaming LLM2| KV Cache = @ Attention Sink @ (X7]| 47 E2) + @ Rolling KV Cache (£|22 N7 E&) > Fine-tuning 228

Al
M| ZIQIE
Cache Config 0+2048 142047 2+2044| 4+2044 |;+2040

el | 12 | 3 | 4 | 5 ﬁ Falcon-7B 1790 1212 1212 12.12 [12.12

A MPT7B 46029 1499 15.00] 14.99 J14.98
Geerins [T T 15| (4] 5 =éi| Pyhia-12B  21.62 1195 12.09f 1209 §1202
e Cache Config 0+4096 1+4095 2+4094 4+4092 B+4088
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Attention Sinks  Evicted Tokens Rolling KV Cache |

Finetuning EE8&

Generating
Token 9 0 1 2

StreamingLLM2| C|X}QI2 HEX

: - S i i AH i i ity 2O s
Figure 4: The KV cache of StreamingLLM.  [Table 2. Effects of the number of initial tokens] A2t model finetuning 2{0|&= window attention| perplexity =&l 7ts

Positional Embedding $:0{ 4|
® Attention Sink ¥ (£7] 471 E32) g+HS
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Streaming LLM | 3. StreamingLLM

Pre-Training LLMs with a Attention Sink

I sHAl mjot: D E sk ME QHoll M2 Learnable Sink Token £715l| Pretraining StA} > T 1702 OFY A Streaming 24, 2HENLP M5 &4 gl
7= By 2 H SoftMax (¢); = — % £
1+ ijl evi
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=x =l = 2] i =1 X=Xe} i ink BHIE ale o5 QX BEX| ek == = = = g =
x7| E2 0] 7HE KIHAZA| Sink 2 223t Attention Sink Z=XIE Y2 <}, RITSHK] @43. 17H2| Sink TokenTHO R oFE3} 2hAd,
Cache 0+1024 PPL 27.87 Cache 0+1024 PPL 29214 Cache 0+1024 PPL 1235
Cache 1+1023 PPL 18.49 Cache 2+1022 PPL 18.27 Cache 1+1023 PPL 18.01
Cache 4+1020 PPL 18.05 Cache 4+1020 PPL 18.01 Cache 4+1020 PPL 18.02
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Streaming LLM | 4. Experiments
StreamingLLM &g Z1}

LANGUAGE MODELING ON LONG TEXTS
ACROSS LLM FAMILIES AND SCALES

A=A

« WILGIO|E{AMl: PG19 HIAEA (100H HZ, ~AM ER)

« 7|A] 37]: Llama-2 > 2048, Falcon/Pythia/MPT > 1024
o H|11 L& Dense Attention, Window Attention

Llama-2 (StreamingLLM) Pythia (StreamingLLM) Falcon (StreamingLLM) MPT (StreamingLLM)
|
215 ” & &
§ .5 §1s £
g — Uama-2-78 & — Pythia-2.88 8 g
Uama-2-138 Pythia-6.98 — Falcon-78 — MpT78
—— Llama-2-708 — Pythia-128 Falcon-408 MPT-308
05 om ™ 2M 3M am %Som ™ 2M £ am OSom ™ M am %Som ™ £ am

2M 2M
Input Length Input Length Input Length Input Length

[Fig5. Language modeling perplexity of StreamingLLM with 4M+ tokens]

RESULTS OF PRE-TRAINING
WITH A SINK TOKEN

SEE LR

- Dense / Window Attention2 & Z0| X1} Al perplexity &5
- StreamingLLM2 4M EZ 0|&2| XX Z0|| M perplexity?| QFEMO 2 |X|
- CHFSH A2 Sl O |EIXN 2| LLM Z220|A atEl M s =kl

(Llama-2-[7,13,70]B, Falcon-[7,40]B, Pythia-[2.8,6.9,12]B, MPT-[7,30]B 5 )

2.8
—— Vanilla

» —— + Sink Token

82.7
-

j=)]

o
£

© 2.6
=

2579 20 40 60 80 100 120 140

k Steps

. .. -Trained Lh ink Tok

[Fig6. Pre-training loss curves of models] . o PreTmiedwith ShikTolen . .
[Fig7. Visualization of average attention logits]
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StreamingLLM &g Z1}

STREAMING QUESTION ANSWERING
WITH INSTRUCTION-TUNED MODELS

NES

« OJO|E{Al: ARC-[Easy, Challenge] AE2|Y H&A
o B8 | ]ama-2-[7,13,70]B-Chat, 7HA| 37| 1024
o 327} StreamEval (10&0tCH #2(, 120K EZ)

Model Llama-2-7B-Chat Llama-2-13B-Chat Llama-2-70B-Chat
Dataset Arc-E Arc-C Arc-E Arc-C Arc-E Arc-C
One-shot 7125 5316 78.16  63.31 91.29 7850
Dense OOM

Window 3.58 1.39 0.25 0.34 0.12 0.32

StreamingLLM 71.34  55.03  80.89  65.61  91.37  80.20

[Table5. Accuracy (in %) on the ARC-[Easy, Challenge] datasets]
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[Fig9. Performance on the StreamEval benchmark]

ABLATION STUDIES
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EFFICIENCY RESULTS

NS
« H| 1 CH4t: Sliding Window w/ Re-computation
« £ X|®: E2% Decoding Latency & H22| Ar22F
« 24: NVIDIA A6000 GPU / Llama-2-7B & 13B

- Dense Attention: Pre-trained Window X1} A| 23]
« Window Attention: Cache Size £3} A| stz Zat

 StreamingLLM
- one-shot 7|&M1t 550t Fotr |X|
- StreamEvaloilA] 120K EZ7HX| X Hete RX|

Cache 4+252 4+508 4+1020 4+2044

Falcon-7B  13.61 12.84 12.34 12.84
MPT-7B 14.12 1425 1433 14.99
Pythia-12B  13.17 12.52 12.08 12.09

Cache 4+508 4+1020 4+2044 4+4092
Llama-2-7B 9.73 932 9.08 9.59

[Table6. Effects of cache size on StreamingLLM’s performance]
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[Figure10. Decoding latency and memory usage]
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Streaming LLM &
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CONCLUSION

Long-context LLM & ¢t uksk

Lost in the Middle 3& #el StreamingLLM

— - — B~ . -t
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