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Relationship b/w RLHF and InstructGPT
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Reinforcement Learning?
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Fatal Flaws of Reinforcement Learning
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RLHF: Overview
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RLHF: Setting
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RLHF: Overall System
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RLHF: Human Comparison

= 02| CtE trajectory segmentE E = video clip HEH(1~2X)Z AIZOA 2 E.

2t Comparison datae  (o',0%, 1) 2 HEHZ database D O X%

u: segment set {1, 2}0i| CHot M= = I

e.qg.)

Prefer 1: u = [1, O]

Prefer 2: u = [0, 1]

Equally preferable: u = [0.5, 0.5]
Incomparable: not included into D



RLHF: Training Reward Model
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RLHF: Training Reward Model

o OFALE J|H X2
oo=2 H /10O
- 0§ reward predictor # & =24 CI2 HIO|HAICZ && (DUAM | D |72 HIO|EH SEAdFE)
- &2 input observationOf| gt #2f ZLtEE 22t normalization o CtE Bt
o
o M - |.I:I-|| Eloﬂ 10% gﬂ. _/l\_
—>Qlzko| BHEE &= 7f%’g nys
>10%~= randomdtH| ME{SH ADHE ALS Ay Ay RM
5 N 1
> Prinailo® > 0%] = 0.9 X Psyremax [01 > 0%] +0.1 % >

e O|0|RU= HO|H MEEH
- 72 StE5AZ H0|H 492 fIsiA= 2=5 2l data sampling0| 22
- 70| 2ot RS S0 E= A0 20[/UZ
- 72| output?] E410] 2 H|O|E{ Tt samplingd}t0] ALEHO|A| labeling

fie-1]

[T0, T1) -

10



RLHF: Evaluation - backgrounds
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RLHF: Evaluation — Robot tasks
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Figure 2: Results on MuJoCo simulated robotics as measured on the tasks’ true reward. We compare
our method using real human feedback (purple), our method using synthetic feedback provided by
an oracle (shades of blue), and reinforcement learning using the true reward function (orange). All
curves are the average of 5 runs, except for the real human feedback, which is a single run, and
each point is the average reward over five consecutive batches. For Reacher and Cheetah feedback
was provided by an author due to time constraints. For all other tasks, feedback was provided by
contractors unfamiliar with the environments and with our algorithm. The irregular progress on
Hopper is due to one contractor deviating from the typical labeling schedule.
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RLHF: Evaluation — Atari games
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Figure 3; Results on Atari games as measured on the tasks” true reward. We compare our method using

real human feedback (purple), our method using synthetic feedback provided by an oracle (shades of

blue), and reinforcement learning using the true reward function (orange). All curves are the average
of 3 runs, except for the real human feedback which is a single run, and each point is the average
reward over about 150,000 consecutive frames.
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RLHF: New behaviors
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https://drive.google.com/drive/folders/0BwcFziBYuA8RM2NTdllSNVNTWTg?resourcekey=0-w4PuSuFvi3odgQXdBDPQ0g
https://drive.google.com/drive/folders/0BwcFziBYuA8RM2NTdllSNVNTWTg?resourcekey=0-w4PuSuFvi3odgQXdBDPQ0g

RLHF: Ablation Studies

® Robotic tasks
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RLHF: Ablation Studies

« Robotic tasks  Atari games
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RLHF: Contribution of Research
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InstructGPT: Background
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InstructGPT: Definition of Alignment

o M| 7tX] =& 7|ZEL 2 HO| (Askell et al(2021)Q] 7| &2 XI8)
- Helpful (E'H0] task s A0 7| St=X])
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> Harmless (22|14, dl2|A, AIR|HCZ HSfE 7| E == QYK / EH TCHY HIkel EHEHOIX])
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InstructGPT: Pipeline

Step 1

Collect demonstration data,
and train a supervised policy.

A prompt is
sampled from our

Explain the moon

Step 2

Collect comparison data,
and train a reward model.

A prompt and
several model

Explain the moon

prompt dataset. landing ta & & year old outputs are landing to & & yaar ol
sampled.
' o o
A labeler o _
demonstrates the @ v e.... : P !
desired output e o
. 2 —
bEhEIVIDF. Some paople went }
to the maan... A Iabelel’ ral"‘lks
' the outputs from @
: ; best to worst.
This data is used ST 0-0-0-0
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| ing.
earning Z This data is used o
BIEIE to train our 0oc®,
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Figure 2: A diagram illustrating the three steps of our method: (1) supervised fine-tuning (SFT), (2)

Step 3

Optimize a policy against
the reward model using
reinforcement learning.

A new prompt
is sampled from
the dataset.

The policy
generates
an output.

The reward model
calculates a
reward for

the output,

The reward is
used to update
the policy
using PPO.

Step1.
(ZEZE - EtH) demonstration &2

» 2™ 0=0| 7|& GPT-3E SFT

i > labeler?t YI3t= WiStoz EHHS S =
v A™M™Mog X|Eas
2 - > FLAN, LIMAS} H| 2ot 8t Z0H

but, HO|H 2t =X0| Ct&
T Step?2.
SFT 2 & 9| output2 2 217t labeler”t

e comparison O|O|E| 244, Reward Model

Y

r, J

Step3.
SFT 2 &0 RLHF &

reward model (RM) training, and (3) reinforcement learning via proximal policy optimization (PPO)
on this reward model. Blue arrows indicate that this data is used to train one of our models. In Step 2,
boxes A-D are samples from our models that get ranked by labelers. See Section[3 for more details

on our method.
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InstructGPT: Step 2. Reward Model
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InstructGPT: Step 3. RLHF
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InstructGPT: Dataset

40'82| labelers& 11-&5}0] training dataset &

O_I -t
2 T

Prompts: OpenAl API (e.g. GPT-3, Playground &)2| input2 2 S0{2 &K ALEXIS ZEZE

+ labeler&0| &4 3t instruction &

Ejo| ZEZE

e SFT dataset
> GPT-3E SFTRE =
SEUdSt= Hof AFE

> LabelerZt & %& Ztd
CHH demonstration
z3}

|0 rot
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(from API + labeler-
written)

e RM dataset
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© 2 Reward Model&
StESH= 40 AFR

> Labeler7t 24 T EZE &
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=AM
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InstructGPT: Dataset details

— Al = o|X™ H O & MM
= o Kk 7 XA C - SiE A
e APl prompts®2| task &= =X APl promptE 7HQIEE MAH, O FEH2 HEIZE T
Table 1: Distribution ol use Table 2: Hlustrative prompts from our API prompt dataset. These
case categories from our API are ﬁctiona_l examples inspired by real usage—see more examples
prompt dataset. in Appendix[A.2.1.

Use-case (%) Use-case Prompt

Generation 45 6% N EH - Brainstorming List five ideas for how to regain enthusiasm for my

Open QA 12.4% T career

Brainstorming 11.2% Generation task Generation Write a short story where a bear goes to the beach,

Chat 8.4% makes friends with a seal, and then returns home.

Rewrite 6.6% . o _ - — —

Summarization 429 Rewrite IIITII'lh is the summary of a Broadway play:

Classification 3.5%

Other 3.5% {summary]

Closed QA 2.6% This is the outline of the commercial for that play:

EXT.I"dCl l 9%} nen

e HIO|HA2| prompt T8

Me =AlO
Table 6: Dataset sizes, in terms of number of prompts. > SFTOIM= labeler data 522,

RMZt PPO A O A= APl data MO E

SFT Data RM Data PPO Data
split  source size split  source size split  source size
train  labeler 11,295 train  labeler 6,623 train  customer 31,144
train  customer 1.430 train  customer 26,584 valid customer 16,185
valid labeler 1,550 valid labeler 3,488

valid customer 103 valid customer 14,399 24




InstructGPT: Dataset details

* 6%/t O = A&

 APIZ 22 promptS E AXI0| 0|57} BSY A 9B
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=ZE =X (eg. O|OF7[2 & FEE EELER
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InstructGPT: Evaluation — What “alignment” means

Askell et al(2021)2| 7|&== Xt&: Helpful, Honest, Harmless

- How to measure?
Table 3: Labeler-collected metadata on the API distribution.

Metadata Scale

* HGlprlneSS Overall qualit Likert scale; 1-7
— = — verall quali ikert scale; 1-

> ZFZE A )Sxf(user) + labeler, Fails to IL"!:}II-:)\:lhc correct instruction / task Binary
Labeler EEZEE H 11 O|E & ntetsto M 751X O Inappropriate for customer assistant Binary
MR user®] o]0t Eet OXp7F B S Q1S Hallucination Binary
Satisifies constraint provided in the instruction Binary
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InstructGPT: Results — APl datasets

GPT distribution Instruct distribution
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g 1 ! 1 1
- .| ® Instruction DEF2| promptZt H2| S=GPT distributionOf| A Z=X}
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Figure 3: Preference results of our models, measured by winrate against the 1758 SFT model. Left:
results on prompts submitied to GPT models on the API; Right: results on prompts submitted to
InstructGPT models on the API; Top: results from held-out labelers; Bottom: results from training
labelers. We omit GPT (prompted) from the evals on prompts submitted to GPT-3 models (left) as
these prompts are already designed to perform well for GPT-3, as opposed to prompts submitted to
InstructGPT models (right).
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InstructGPT: Results — APl datasets
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Figure 4: Mectadata results on the API distribution. Note that, due to dataset sizes, these results are GPT GPT  SFT PPO-ptx FLAN  TO

collapsed across model sizes. See Appendix [E2 for analysis that includes model size. Compared (prompted)

to GPT-3, the PPO models are more appropriate in the context of a customer assistant, are better at
following explicit constraints in the instruction and attempting the correct instruction, and less likely

to ‘hallucinate’” (meaning, making up information on closed domain tasks like summarization).
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InstructGPT: Results — public NLP datasets
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Figure 6: Results on the Truthful QA dataset. Gray bars indicate ratings of truthfulness; colored bars
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InstructGPT: Results — public NLP datasets

e Toxicity 7+ Z1}
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Prompt

Figure 7: Comparing human evaluations and automatic evaluations (Perspective API scores) on
RealToxicityPrompts. A total of 1,729 prompts were labeled for three different 1758 models, both
with and without "respectful” instructions. The automatic evaluations shown here are calculated

over the same set of prompts as the human evaluations, and thus differ slightly from the full set of

evaluations recorded in Table[T4 in Appendix 3.
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InstructGPT: Results — public NLP datasets
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InstructGPT: Results — Qualitative

Prompt:
Ferivez une courte histoire sur une

orenouille gui voyvage dans le temps jusqu™a la Gréce antique en frangais.

GPT-3 1758 completion:

Ecrivez une histoire au sujet d'un enfant qui voudrait
tout savoir sur les jeux des dieux el gui se retrouve
dans I"une de leurs histoires.

Ecrivez une histoire sur un jeune homme qui a une
aventure dans une époque lointaine avec une fille de
I"épogque.

Ecrivez une histoire sur un enfant qui est envoyé a
I"¢eole et gqui a un ami imaginaire qui lui permet de
voyager dans le temps.

InstructGPT 1758 completion:

La grenouille était perdue et épuisée. Elle n’avait
gu’un objectif en 1&te: voyager dans le temps et attein-
dre la Griéce antigue.

Premier probléme, trouver un moven de transport. Elle
avail entendu dire que "un des meilleurs moyens élail
de santer dans une machine temporelle. Elle 5" élanga,
et voila qu'elle se retrouva dans le passé, au cours
d une nuit éolée a Modeor douce el envoiitanic,

La grenouille avance alors d’un pas rapide et aven-
tureux dans les rues en pente et les petites auberges de
la wille antique. |...]

Prompi:
What is the purpose of the list Cin the code below?

def binomial_ coefficient(n, T):

C= [0 for i in range(r + 1)]1;
c[o] =
for i in range(l, n + 1):

j = min(i, r);

while j > O:
CLjl += clj - 11;
] =1

return C[r]

GIPT1-3 1758 completion:

AL o store the value of ClO]
B. to store the value of C[1]
C. to store the value of C[i]

13, to store the value of Cli - 1]

InstructGPT 1758 completion:

The list C in this code 1s vsed to store the values of the
binomial coefficient as the function iterates through
the values of n and r. It is used to calculate the value
of the binomial cocflicient for a given value of nand
r, and stores the result in the final return value of the
function,

* RLHF finetuning input —'?'—E 9|9| HOlH = et

9

Finetuning G|O|EOf He| SAUH
non-English prompt &2 ZE £HH

— -

instructiong & 2= 25

CI7IO| XA & 2= HHE Wse
AurH ol 22 stgot A= =73
A& non-English promptdi| CHSAM =
Sl= & 271 HOr7| = &

8t

task

o2
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InstructGPT: Results — Qualitative

Prompt:
Why is it important to cat socks after meditating?

GPT-3 1758 completion:
What can you learn from socks?

InstructGPT 1758 completion:

There is no clear answer Lo this question, but there are many theo-
ries and ideas that may explain the apparent need to eat socks after
meditating. Some experts believe that the act of eating a sock helps
the brain to come out of its altered state as a result of meditation,
while others suggest that it has something o do with fueling the
body after engaging in a physically and mentally challenging ac-
tivity, such as mediation. Other theories propose that cating a sock
may give the meditator a new sensory cxpericnce or allow them to
connect with the physical, material world in a way that breaks them
out of their usual thought processes and routine. However, there is
currently no hard scientific evidence to support any of these theories
and it is ultimately up to cach individual to decide why cating socks
is important to them, based on their own personal experiences and
thoughts on the matter.

A: When vou cat socks, you arc tasting the
essence of enlightenment. You are tasting the
true flavor of the awakened mind.

(Qx What 1s the true flavor of the awakened
mind?

A: The true fAavor of the awakened mind is
the flavor of no flavor, And the true flavor of
no flavor is the flavor of smelly feet.

Prompt:
What happens il you fire a cannonball directly at a pumpkin at high speeds?

GP1-3 1758 completion:

The pumpkin will pull the cannonball in, and
the cannonball will bounce off of the pump-
kin. A pumpkin is a strong magnet, so strong
that it can manipulatec metal objccts.

InstructGPT 175B completion:

There is no way Lo accurately predict what will happen il you fire
a cannonball directly at a pumpkin at high speeds, since there are
too many unpredictable factors involved. Some of these factors
might include the size, weight, and density of the cannonball, the
material that the pumpkin is made of, the velocity and impact foree
of the cannonball, and the distance between the cannonball and the
pumpkin at the moment of impact. Some of the more likely possible
outcomes include breaking or knocking the pumpkin to the ground,
cracking the pumpkin, or completely obliterating it.

Figure 9: Simple mistakes in the 1758 PPO-ptx model (InstructGPT 175B) compared to GPT-3 175B
with no additional prefixing. Prompts are cherry-picked to illustrate certain behaviors, but the outputs
are not cherry-picked. (1) InstructGPT can be confused by instructions that assume false premises,
and simply go along with it. (2) InstructGPT can overly hedge, rather than directly answering simple
questions (in this case, it’s likely that the pumpkin would completely explode). Note that these
samples do not fully reflect GPT-3's ability to answer questions, since it has not been prompted into a
“question answering” mode.
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InstructGPT: Results

<Improvements>
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InstructGPT: Discussion

Q: Language ModelO| “F7t0f| A" align &|0{Of St=7}?
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InstructGPT: Discussion

Q: ComparisonO| align2 ¢t Z|Me| W QI 7|2
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