Observation Predicted Map and Pose

ICLR 2020 - Paper Review

N E U RA L See video at: htt ://devedraoha lot.qgithub.io/projects/Neural-SLAM
[CGGGS ICLR-20]
SLAMsing Active Neural SLAM

By 0| =&




To a person, a room. To a robot, a photo.
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How Robots See

LIDAR measures distance. A camera has to guess it.
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Navigation Tasks

Point Goal Image Goal Object Goal Language Goal

S Chair Go to the blue chair
O TV Go to the largest TV
Sofa Go to the white sofa

(x, y) coordinate

-> Navigation task converges to exploration

19 Chaplot, Thesis Defense 2021



Today

Exploration

Then: swap one module —
PointGoal

Chaplot, Thesis Defense 2021



Task

Explore an unseen house in 1,000 steps

>< RGB camera only

Chaplot et al., ICLR 2020
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Why Modular?




Classical Pipeline

Classical navigation: proven, but LiDAR-bound and myopic
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Localization
Odometry + LIDAR scan matching

Mapping

Laser hits — occupancy grid

Goal selection

Nearest frontier

Path planning
A* - FMM

Path following

Turn if heading error > 15°

X Geometry needs LIiDAR / depth

X Nearest frontier — corners first, big picture never

Mapping

Localization

Path Planning

Burgard et al. “The Interactive Museum Tour-Guide Robot”. AAAI-98.




Classical vs End-to-end

Why modular: keep the map, learn the policy

& N ( Modular Learning
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Key Idea

Keep the classical skeleton, swap in learned modules
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Active Neural SLAM - Overview

Four modules talk through a map and a pose
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One Cycle, Module by-Mb




Neural SLAM

Two photos + odometry — map + corrected pose
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What is SLAM?

Map and pose need each other
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The Map @ - What is stored

LIDAR map: 1

Foli= 180k ACHH?
817t = bl 297

channel. Camera map: 2 channels.

L OFE| oF 2 Xe? - F&8 271

LiDAR: & & 0| X[Lt2H 2¢

. T
=9l Rolet & Jojl ' R/ /RS0 EED
JhOl2h: "BLI'E =S0H0F 511, XIS S 2HE max2 40| 20 Zois & &




The Map @ - Fixed size

The map never grows: fixed size, start at the center

K== HAXX| gt=Ct - 37|= Dj2| 17

=57| - L 4 240x240 OJL| - TH| S 240%x240%

AE = K| HEQ (Mf2, M[2), SE2 Xt27| (crop) - 12m - 2t 5 cm 22 max-pool =2 - 8t 28l - H7} 44|

Oft

x|= =2t 64x84 (3.2|m)

' |
A

A K= M x M- HSEE IH &3 A=
84 4807 = 24 m - "7t 9607t = 48 m (ZH 5 cm)

N&e 3Jl= M0l el (25 24m - E Dt 48m) — Global

o
09!
0z
N
1N
()
) 4
N
=
Q
all
0
2
M
O

HE & - ==Xl|: Chaplot et al., ICLR 2020, Appendix E



Neural SLAM - One Step

Draw — Aligh — Paste
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Neural SLAM - Training

The simulator knows the answer

Mapper
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Global Policy

Global policy only drops a pin: where next?
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Global Policy - Training

No label for the best goal — learn it from
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Planner (FMM)

Planner: no learning, just a distance field

FMM Hz2|%: SEOIM 220| HX|E H2|S 017|1, 22 Lf2|2tet af2rzict

(No Iearning)

Color = geodesic distance to
goal

Unknown = free - replan
every step

Best point within 25 cm —
Local




Local Policy

Local policy: dodge what the map missed
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Local Policy - Training

Imitation learning: the student drives, the teacher labels
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Training - All at once

One trajectory, three separate losses
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Ablation - Gibson Val, large houses

Remove one module
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Evaluation

Score = area known to be traversable

Coverage = X|L{Z 4 Uk 27| & B
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Main Results

Same data, same reward — ANS beats every baseline

Z200|5 - 22 24 - Z2 PPOE g5 end-to-end 47HE 25 HMLt
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Chaplot et al., ICLR 2020, Table 1



Coverage over Time

Small houses saturate early; in large ones the gap keeps growing
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Chaplot et al., ICLR 2020, Fig 3



Real Robot

Trained in simulation, deployed on a real robot

Living area

Camera
height + FOV
matched - No
fine-tuning

Blue dots =
Global goals

Bedroom

Official video

Chaplot et al., ICLR 2020, Fig 5


https://devendrachaplot.github.io/projects/Neural-SLAM
https://devendrachaplot.github.io/projects/Neural-SLAM

Toward Goal-driven N




Navigation Tasks

Point Goal Image Goal Object Goal Language Goal

Sl Chair Go to the blue chair
O TV Go to the largest TV
l Sofa Go to the white sofa

—

(x, y) coordinate

T ' - - P ' \

Neural SLAM Global policy Planner Local policy

kept goal = most new area kept kept

Chaplot, Thesis Defense 2021



Zero-shot Transfer

Harder goals: end-to-end collapses, ANS holds

Domain Goal
Generalization Generalization
Test Setting — Gibson Val MP3D Test Hard-GEDR Hard-Dist
Train Task Method Succ SPL Succ SPL Succ SPL Succ SPL
PointGoal Random 0.027 0.021 0.010 0.010 0.000 0.000 0.000 0.000
RL + Blind 0.625 0.421 0.136 0.087 0.052 0.020 0.008 0.006
RL + 3LConv + GRU 0.550 0.406 0.102 0.080 0.072 0.046 0.006 0.006
RL + Res18 + GRU 0.561 0.422 0.160 0.125 0.176 0.109 0.004 0.003
RL + Res18 + GRU + AuxDepth  0.640 0.461 0.189 0.143 0.277 0.197 0.013 0.011
RL + Res18 + GRU + ProjDepth  0.614 0.436 0.134 0.111 0.180 0.129 0.008 0.004
IL + Res18 + GRU 0.823 0.725 0.365 0.318 0.682 0.558 0.359 0.310
CMP 0.827 0.730 0.320 _0.270 0.670 _0.553 0.369 0318
ANS 0.951 0.848 0.593 0.496 0.824 0.710 0.662 0.534
Exploration ANS - Task Transfer 0.950 0.846 0.588 0.490 0.821 0.703 0.665 0.532

ANS - trained on PointGoal

beats every baseline - 0.951 Succ on Gibson

ANS - trained on Exploration

0.950 Succ - no retraining - almost the same
row

Hard-Dist
RL baselines £ 0.013 - ANS 0.662 / 0.665

Chaplot et al., ICLR 2020, Table 3



Sample Efficiency - Challenge

75% less data, 1st place in both challenge tracks

CVPR 2019 Habitat Challenge - team “Arnold”

RGB Leaderboard RGB-D Leaderboard
ANS - 1M frames

Rank Team SPL Rank Team SPL
0 [ ] 89 S u CC 1 Arnold 0.805 1 Arnold 0.948

1 Mid-level-Features  0.800 2 Pansy 0.927
Best RL baseline

3 CHROMA 0.712 3 titardrew 0.868
75000+ T |2l (75%)= MW & 0.678

4 ARF-RL 0.699 4 Hiccup 0.846
‘ANS achieves > 75x speedup as compared to the best RL baseline.” — Appendix A 5 MTank 0.260 T LIl

6 Policy-Police 0.260 10 hela-ppo-baseline  0.569

Chaplot et al., ICLR 2020, Fig 6



By Goal Difficulty

The harder the goal, the wider the gap

2RI} 0{2{242 X}0|7} HOJXIC} - PointGoal A2E
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Data: Chaplot et al., ICLR 2020, Table 3



Limitations




Limitations

Three limitations

Drift accumulates Fixed map size Sim ground truth

No loop closure Train 24 m - Eval 48 m Sim-to-real gap






Backup B1

Does ANS win only because of GT pose?

ANS TH|

Local — 15° &
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>
o
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J

0.983

0.980
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0.95 1.00

0.916

ANS w/o Pose Estimator

0.789

Best baseline

Chaplot et al., ICLR 2020



Backup B3

Why PPO?

Cheap, parallel data

Simulator - 72 houses at once

Short horizon

40 decisions / episode

Continuous output

Goal (x, y) on the map

Fair comparison

Same PPO - same reward as baselines



