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Ay st 2 2 E (Experimental Setup)
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Empirical Results and Basic Power Laws

1.Performance depends strongly on scale, weakly on model

shape
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Figure 6 Left: When we include embedding parameters, performance appears to depend strongly on the
number of layers in addition to the number of parameters. Right: When we exclude embedding parameters,
the performance of models with different depths converge to a single trend. Only models with fewer than 2

layers or with extreme depth-to-width ratios

deviate significantly from the trend.
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Figure 5 Performance depends very mildly on model shape when the total number of non-embedding
parameters NN is held fixed. The loss varies only a few percent over a wide range of shapes. Small differences
in parameter counts are compensated for by using the fit to L(V) as a baseline. Aspect ratio in particular can

vary by a factor of 40 while only slightly impacting performance; an (Njayer, dmodel) =

loss within 3% of the (48, 1600) model used in [RWCT19].
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Loss Increase

Empirical Results and Basic Power Laws

1.Performance depends strongly on scale, weakly on model shape
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Figure 5 Performance depends very mildly on model shape when the total number of non-embedding
parameters N is held fixed. The loss varies only a few percent over a wide range of shapes. Small differences
in parameter counts are compensated for by using the fit to L(V) as a baseline. Aspect ratio in particular can
vary by a factor of 40 while only slightly impacting performance; an (njayer; @model) = (6,4288) reaches a
loss within 3% of the (48, 1600) model used in [RWCT19].
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Empirical Results and Basic Power Laws

2.Smooth power laws

1. For models with a limited number of parameters, trained to convergence on sufficiently large
datasets:

L(N) = (N./N)*™: any ~0.076, N~ 8.8 x 10" (non-embedding parameters)  (1.1)
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Empirical Results and Basic Power Laws

Transformers asymptotically outperform LSTMs LSTM plateaus after <100 tokens
due to improved use of long contexts Transformer improves through the whole context
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Empirical Results and Basic Power Laws

5. Transfer improves with test performance
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Empirical Results and Basic Power Laws

2.Smooth power laws

(83
2. For large models trained with a limited dataset with early stopping: DC =
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Empirical Results and Basic Power Laws

3. When training with a limited amount of compute, a sufficiently large dataset, an optimally-sized

2.Smooth power laws

L(Cmin) = (C'énin/c’min)agin 7 a

Test Loss

ac
model, and a sufficiently small batch size (making optima use of compute): i (C) ~ Cc
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Charting the Infinite Data Limit and Overfitting

3.Universality of overfitting

Data Size Bottleneck
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Charting the Infinite Data Limit and Overfitting

3.Universality of overfitting

We have chosen the parameterization (1.5) (repeated here for convenience):

L(N,D) = [(%)% + %] @.1)

using three principles:
1. Changes in vocabulary size or tokenization are expected to rescale the loss by an overall factor. The
parameterization of L(/N, D) (and all models of the loss) must naturally allow for such a rescaling.

2. Fixing D and sending N — oo, the overall loss should approach L(D). Conversely, fixing N and
sending D — oo the loss must approach L(N).

3. L(N, D) should be analytic at D = o0, so that it has a series expansion in 1/D with integer powers.
Theoretical support for this principle is significantly weaker than for the first two.



Charting the Infinite Data Limit and Overfitting

3.Universality of overfitting

We have chosen the parameterization (1.5) (repeated here for convenience):
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Charting the Infinite Data Limit and Overfitting

3.Universality of overfitting

We have chosen the parameterization (1.5) (repeated here for convenience):

L(N,
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Charting the Infinite Data Limit and Overfitting

3.Universality of overfitting

We have chosen the parameterization (1.5) (repeated here for convenience):
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Charting the Infinite Data Limit and Overfitting

3.Universality of overfitting

We have chosen the parameterization (1.5) (repeated here for convenience):

L(N,D) = [(

N D

DN
— +_

Parameter

aN

ap

Ne

Value
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B4 x I

1.8 x 1013

Table 2 Fits to L(N, D)
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Charting the Infinite Data Limit and Overfitting

3.Universality of overfitting

Overfitting
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Charting the Infinite Data Limit and Overfitting

. , y: Overfitting
3.Universality of overfitting 0.5 7
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We estimate that the variation in the loss with different random seeds is roughly 0.02, which means that to
avoid overfitting when trainfing to within that threshold of convergence we require
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Scaling Laws with Model Size and Training Time

8.0ptimal batch size
M3 HTRE2 S8l B,,,, O ERES 23
An Empirical Model of Large-Batch Training
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OpenAl Johns Hopkins University, OpenAl OpenAl
sam@openai . com jaredk@jhu.edu

damodei@openai.com
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More specifically, it was demonstrated that for a wide variety of neural network tasks, the number of training
steps S and the number of data examples processed £ = BS satisfy the simple relation

S E
<Smin a 1) <Emin N 1> =k

(5.1)



Scaling Laws with Model Size and Training Time

8.0Optimal batch size

More specifically, it was demonstrated that for a wide variety of neural network tasks, the number of training
steps .S and the number of data examples processed £ = BS satisfy the simple relation

5 —1 £ 1] =1 el
Sy Emin_ B ()

min

when training to any fixed value of the loss L. Here Sy, is the minimum number of steps necessary to reach
L, while E\;, 1s the minimum number of data examples that must be processed.

S=stepT
E=BS = GO/E +

Smin: O™ loss& ME=0| A|ZHS Z[22 2HS TH(HYX] —o0) B RTH Z| 2 step
Emin:O1 loss& TIEE0| AIZHS Z|AR PHE M(HIX] — 1) 2R3t X[ step



Scaling Laws with Model Size and Training Time

S E
< Smin ) ( Emin > (5 )
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Figure 18 These figures demonstrate fits to Equation (5.1) for a large number of values of the loss L, and
for two different Transformer model sizes. These fits were used to measure Bt (L) for Fi gure
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Scaling Laws with Model Size and Training Time

More specifically, it was demonstrated that for a wide variety of neural network tasks, the number of training
steps S and the number of data examples processed £ = BS satisfy the simple relation

S E
(K - 1) <—Emm - 1) - oD

QU7 K| 27(B, )2 ‘A7t EET} GIO|E| 20| L3 FHS 0|2 AT0| HiX| AO|ZO|C} $3H O SH XS L7
Qo TS A4 TO[E) Y(Emin) @ F AlZH(Snin) 22 Lz B2 Fol ST
e

Batch Size Scan - 3M Params 10 Batch Size Scan - 85M Params 10
10!t N
iIZ £:2 B:§:2Em1n:Emin_B . élf: . sﬁ%lom o
S y ’ E S QS S crit gwn" o 3 £ o3
min min min min [ £t &
e 4 £ 100 4

102 103 10* 10° 100 102 10® 10  10°

AN ZOM (2Smin, 2Emin) S HOMM =8 I8 5 US - - o

Figure 18 These figures demonstrate fits to Equation (5.1) for a large number of values of the loss L, and
for two different Transformer model sizes. These fits were used to measure Beit (L) for Figurc



Scaling Laws with Model Size and Training Time
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Scaling Laws with Model Size and
Training Time

We will use Beit (L) to estimate the relation between the number of training steps S while training at batch
size B = 2!” tokens and the number of training steps while training at 3 >> B.,i;. This is simply

_ S

N 1+ B(trit (L)/B

for any given target value L for the loss. This also defines a critical value of the compute needed to train to L
with a model of size IV if we were to train at B < B (L). This is

_ 8
1 + B/B(‘rit(L)

St (S) (minimum steps, at B > Be,it) (5.4)

Ol () (minimum compute, at B < Be,it) (5.5)

where C' = 6 N BS estimates the (non-embedding) compute used at batch size B.
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Scaling Laws with Model Size and
Training Time

S
Sum(9) = I+ Bon(L)/B (minimum steps, at B >> Beit) (5.4)
Emin S E
Bcrit — S— = Emin = Bcrit . Smin el — ]‘ _ 1 — 1
min - S min E min
5 B-S
( - 1> ( — 1) == 1 s N T > S — 1 4 Bcrit
Smin Bcrit d Smin x = Smmi ol 2Kt g Al EH Smin B
S
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Scaling Laws with Model Size and
Training Time
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Scaling Laws with Model Size and
Training Time

4.Universality of training
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Table 3 Fits to L(V,5)

OFSEZHR| 2 stepdt TH2t0|Ef 4:0]| CHSHA = LossE EFHE 4= QL.
-> Training curve 0| 57ts
N Z4 g BEO| ZOotM 7= 2F

Smin 2 8: OFE B SHE58HA O} U 25



Scaling Laws with Model Size and
Training Time

4.Universality of training
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Scaling Laws with Model Size and
Training Time

4.Universality of training
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Scaling Laws with Model Size and
Training Time
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Optimal Allocation of the Compute Budget

C = 6NBS O|22 C7} 50| [ N,B,S ZZt OfC|0f] At X[ 42f5H= A T8

When training within a fixed compute budget C, but with no other constraints, Equation (1.6) leads to the

prediction that the optimal model size N, optimal batch size B, optimal number of steps S, and dataset size
D should grow as

min

min min
NoC% %8 B x (% 19%B  §x (% (98

D=B-S (1.7)
0.73 0.24 0.03
N ec O, B ox OLi, and S oc Chrl.

=2 =2
2 3J|(N): 2 2941 =0
Il 21 (B) : oF 3HH
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Optimal Allocation of the Compute Budget

~4.07— 10t

E \ ] Smaller models require

% 3.5 § more steps to train, while
Q g \_larger models require fewer
Q 3.0 %] "
% /] @ {

5 2.5 Models between 0.6x and 2.2x the a )

g' optimal size can be trained with a 2 1004

S 2.0 20% larger compute budget 0 ~
© ‘ 2

2 1.5 _ g

] \ > M

9] Yy = ie] Our framework does not <
i 1.0 capture early training dynamics

100 10! 100 10!
Deviation from Optimal Model (N/Negficient) Deviation from Optimal Model (N/Nefficient)

Figure 12 Left: Given a fixed compute budget, a particular model size is optimal, though somewhat larger
or smaller models can be trained with minimal additional compute. Right: Models larger than the compute-
efficient size require fewer steps to train, allowing for potentially faster training if sufficient additional paral-
lelism is possible. Note that this equation should not be trusted for very large models, as it is only valid in the
power-law region of the learning curve, after initial transient effects.
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Optimal Allocation of the Compute Budget

7.5
6.0 S L(Crmin)
e L((C)
4.5 E
2 \
Q \\
f, 3.0 } ey
7 =
()
[
15 —_—— - The intersection point is sensitive to
: ——— the precise power-law parameters
108 10%5 102 10! 104 107

Compute (PF-days), non-embedding

Figure 15 Far beyond the model sizes we study empirically, we find a contradiction between our equations
for L(Cin) and L(D) due to the slow growth of data needed for compute-efficient training. The intersection
marks the point before which we expect our predictions to break down. The location of this point is highly

sensitive to the precise exponents from our power-law fits.
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Emergents capabilities
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Definitions of Emergent abilities

An ability is emergent if it is not present in smaller models but is present in larger models.
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Few-Shot Prompted Tasks

Input

Review: This movie sucks.
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Few-Shot Prompted Tasks

(A) Mod. arithmetic
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Augmented Prompting Strategies
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Augmented Prompting Strategies

GSMS8K Accuracy (%)
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Language Modles are
Few-Shot Learners



GPTgt?

Generative Pre-trained Transformer

Transformer Decoder Only
OID0 &0l LIZEH B AF=Eot=
RS

Qutput
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—Add & Norm

Forward
| Add & Norm P_:
—{2dd.& Nom ) Multi-Head
Feed Attention

Forward 7 7 Nx
— ]
Add & Norm

Autoregressive (X[ 3|7 )
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Nx T
f—>| Add & Norm | Masked
Multi-Head Multi-Head
Attention Attention
t At
] J I\ —),
Positional @_@ P ositional
Encoding ; E: Encoding
Input Output
Embedding Embedding
Inputs Outputs
(shifted right)

Figure 1: The Transformer - model architecture.



JIE A0 2E 2| &4 : task-agnostic

pre-training i fine tuninig
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. 22 i Lt : Meta-Learning & In-Context Learning
meta learning

pre-training i incontext learning
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. 22 i Lt : Meta-Learning & In-Context Learning

meta learning

pre-training i incontext learning
(outer loop) (inner loop)
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In-Context Learning2| &= 284 1 GllAIDFZ JHLE?

O ™M

Zero-shot One-shot Few-shot
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2. A€ UP

GPT-2:1.5B

1004H

GPT-3:175B

Ciekst 2 30| Hlw (8JH)

125M (Small) £ 175B (GPT-3) MKl AH LS Hs B15t =X

Model Name Nparams Mlayers @model Mheads @head Batch Size Learning Rate
GPT-3 Small 125M 12 768 12 64 0.5M 6.0 x 1074
GPT-3 Medium 350M 24 1024 16 64 0.5M 3.0x 104
GPT-3 Large 760M 24 1536 16 96 0.5M 2.5x 1074
GPT-3 XL 1.3B 24 2048 24 128 M 2.0x 1074
GPT-3 2.7B 2.7B 32 2560 32 80 1M 1.6 x 10~4
GPT-3 6.7B 6.7B 32 4096 32 128 M 1.2 x 1074
GPT-3 13B 13.0B 40 5140 40 128 M 1.0 x 104
GPT-3 175B or “GPT-3” 175.0B 96 12288 96 128 3.2M 0.6 x 1074

Table 2.1: Sizes, architectures, and learning hyper-parameters (batch size in tokens and learning rate) of the models

which we trained. All models were trained for a total of 300 billion tokens.



Architecture & Method
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Key Differences

Scale is All You Need
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& & Z 1t summary

Zero-shot One-shot Few-shot
! ! —

175B Params

Natural Language

60 Prompt

—
2 2gu4+= 45 F1,

in-context 228 & &28HC}

13B Params
(175B params2| Z 1)

1.3B Params

Number of Examples in Context (K)



Accuracy (%)

Al
=

<)

-

Zero-shot

60

l

24

One-shot

l

Natural Language

Prompt

Z 1t : summary

Few-shot

Number of Examples in Context (K)

175B Params

13B Params

- 1.3B Params

Hds8 £Fol= SO JeCIYE
AUIOIEL} fine-tuning2 £ &
QLK 4=CH!

K SJtoll et &0t
Soiotle AN B0l B2:
SHUl 2= oA =8
D2E0| 0Lt & g&86t=It !



Scaling Laws for Neural Language Models

Jared Kaplan * Sam McCandlish*

Johns Hopkins University, OpenAT [
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ald 21 1: ¥S=2l language modeling &
PTB (Penn Tree Bank) LAMBADA

Ot Q& (QElL! O1A AICH) &2 S0 ZHA

XI27x|e] 2Xg B 1 HHE C}2 THoj S o3
. . EXAMPLE
Chad| "of 29 — OHS £Ho]"E W= 20| A dLTh
"Blde
EXAMPLE o, ety
"ZRY FAAFE EXRS0| URAR 2. CEER

PTB

35.8¢
20.5

(ppl)

Setting

SOTA (Zero-Shot)
GPT-3 Zero-Shot

raooin

28 BHAINAL

o GRE KES 2D AU (B) ... 247} 2 SCtn 2
shet 4 Qle MR [ ]

LAMBADA LAMBADA

Setting (acc) (ppD)
SOTA 68.0° 8.63%
GPT-3 Zero-Shot 76.2 3.00
GPT-3 One-Shot 725 3.35
GPT-3 Few-Shot 86.4 1.92

=
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HellaSwag

ZROITI A0l 7HE RIHIAR 2 ChS BRS M (4X/4CH
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EXAMPLE: HHH|F 12! &2t

&8 A1} 02l T2 Sl HAIS 51 F2S Air,

oS. o

A. =ESS MU o|H|FS 2Lt

B. ZHAYA 2AIX|E O S2Uct. (BE)

&S0l language modeling & 22l EHA T 0| A 2

StoryCloze

Flel =2 S 0|op7|9l 34 H

EXAMPLE: 7|2 1AL 0]0f7]

oS, T

&g T s B SR, AIHE O So{UCt. MY HO| AIHAIE LIFFLUCE

A. EZ = 0|82 &1 XIS xH23] E7| AL (BE)
B. EZ &= UX| M2 M|7|Sofl X3 FHAMLIZUCE

StoryCloze HellaSwag

Setting (acc) (acc)
SOTA 91.8¢ 85.6¢
GPT-3 Zero-Shot 83.2 78.9
GPT-3 One-Shot 84.7 78.1

GPT-3 Few-Shot 87.7 79.3
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AlE A 2: closed book

4 AIAE gl0] 22 I2t0IE 2Hol € XIASteE2 Q&A

Setting NaturalQS WebQS TriviaQA
RAG (Fine-tuned, Open-Domain) [LPP*20] 44.5 45.5 68.0
T5-11B+SSM (Fine-tuned, Closed-Book) [RRS20] 36.6 44.7 60.5
T5-11B (Fine-tuned, Closed-Book) 34.5 37.4 50.1
GPT-3 Zero-Shot 14.6 14.4 64.3
GPT-3 One-Shot § 25.3 68.0
GPT-3 Few-Shot 41.5 71.2

NQZI #l7]m|C|ote| i ML sH(fine-grained) XAl Q3517| W2



AlE A 2: closed book

4 AIAE 0] 2 Oi2t0IE 2ol € XIAISt2Z Q&A

Setting NaturalQS WebQS TriviaQA
RAG (Fine-tuned, Open-Domain) [LPP*20] 44.5 45.5 68.0
T5-11B+SSM (Fine-tuned, Closed-Book) [RRS20] 36.6 44.7 60.5
T5-11B (Fine-tuned, Closed-Book) 34.5 37.4 50.1
GPT-3 Zero-Shot 14.6 14.4 64.3
GPT-3 One-Shot ) 25.3 68.0

GPT-3 Few-Shot 299 41.5 71.2

Ed M| tHIEQ ClE|YS F=] QlEst= sH2 DMl =™ El 2 (oHelz'd)oll Blo etA|I7F AS



Setting En—Fr Fr—En En—De De—En En—Ro Ro—En
SOTA (Supervised)  45.6¢ 35.0° 41.2¢ 40.2¢ 38.5¢ 39.9¢
XLM [LC19] 33.4 333 26.4 34.3 333 31.8
MASS [STQ"19] 315 34.9 28.3 35.2 35.2 33.1
mBART [LGG20] - - 29.8 34.0 35.0 30.5
GPT-3 Zero-Shot 252 21,2 24.6 27.2 14.1 19.9
GPT-3 One-Shot 28.3 26.2 20.6 R

GPT-3 Few-Shot 32.6 29.7 21.0
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| A o L3 A
e X|&X st& (Supervised Learning) e H|X|T 85 (Unsupervised Learning)
English Sentences French Sentences
Hello, how are you? » Bonjour, comment ¢a va? =1 o> o A = ol .
The cat is on the mat. > Le chat est sur le tapis. ], JH BE:' Ql'g - AU (SO, ZFX0DE U}E 2e
| love coffee. - J'adore le café. % % I-| j' EL_' El.
Please tim you said. » Bonjour, is un pe-ponst.
| want really. » Le chat le tapis.
My own is daty. > Grantere le café. - s A E 6“—}2' °|0] S2t(Shared Latent
| sire a coffee. »| On cait est coffée. 2. -cl>_ % ol = JI© O [ A5t
Space)0il 0HE S0 22 20l= Hl=x<&t
My cats is anowugy. »| Bonjour, comment ¢a va? _CT;_ al-
| fn, how are you? »| Bonjour, comment ¢a va? ‘?‘l il 0" QEE EH——' E} .
The cat is on the mat. »| Le chat est sur le tapis.
| had atkan out. »| J'adore la tapis. jl-m E" 0| E-| (Pseudo-parcﬂlel)% A Iéi 6'-:)_
| love coffee. »| J'adore le café. 3. O| _|-| U‘I o j| = U}E F"A] zl |__| [:l-
(=]
B oA
b I Sy |

(Back-Translation)
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Cat

Page Tak

Xp 273 languages v
Read Change Changesource View history Tools v
From Simple English Wikipedia,the free encyclopedia

Cats, also called domestic cats (Felis catus), are small Cat (Felis catus)
carnivorous (meat eating) mammals, of the family

Felidae. 214 Cats have been domesticated (tamed) for
nearly 10,000 years.'*! Some of the most popular breeds of
this mammal include the Siamese, Japanese Boba
Abysinnian, Cornish Rex, American Shorthar, Ragdoll, Turkish X]
Angora, Russian Blue, Persian, Manx, Burmese, Sphyny, and

most notably, British Shorthair Tabby.

. Various types of domestic cat
OVerview | change | change source

Conservation status.
Domestic cats may be called "house cats" when kept as indoor

pets.[®] They are one of the most popular pets in the world.

Domesticated

Scientific classification s’
Humans keep them for hunting mice and rats, and as friends.

Kingdom: Animalia
There are also farm cats, which keep mice and rats away: and

Phylum: Chordata

s forun

feral cats, which are domestic cats that ive >

humans.7) In 2021, there were about 2: -‘_3._}30" _?_Iglu_}!ll.

480 million feral cats in the world. 11!

24 =B

There are about 92 breeds of cat."") Do

in shorthair, longhair, and hairless breed 471447} 92| BEo| ML
o B20{ 917|4fatel 0] 91710] Al M| thshME 714 THCIE BHS HTSHIA

H20] 21714 2H(2d0i: Korean Wikipedia, O ghe|H)=

0|2 2YE|E 9I7|41t0| Croloft 720 SiLtZA, 2002

1102 110l ARtE|QiC) E5t 20251 112 259 B S ¢
L7l EAFT], E8, 28 S HOXIZ 22l 2 o

E BAE Ta6IH & 348149877 2.EEl0] /o0, WA B

F712 Eae At 2M 4= 1587684711 25 AAFT, N

SICHE 2AE HQIet 2t 24 = 730,3247H0ICk. 91714 X

2t eloft oM 22wz 2712 sr=012 B 217] FoIM

=19 #2blojny, 7|3k koolct (2]
<2|

Ak o2

2I718t0] H{AHP| E0210] comOIEt AR
ko.wikipedia.comoll & 0|CI0f27 |7} ZiZoLt 312 &2 Eof
of 217t 9l0f 28 B 4 gl 0lF®el Ro|Rct ot

SZpuus Paketshop
FrauWindischer und
der Paketwahnsinn

150 Pakete auf 30 Quadratmetern:

Im Miinchner Westend betreibt
Chantal

SZpus Syrien
"Ichbin fastein Jahrin
Syrien, ich habe
nichts"

Von Berlin aus betrachtetist der

lesischen Lebensmitteln einen Paket-

shop. Ein Tagin ihrem Laden offen-
bart ein System am Limit. Dabei hat
die Black Week gerade erst
begonnen.

SZpus Niirnberger Lebkuchen

Fiir Elise nur das Beste

Mandeln, Niisse, wenig Zucker, kein
Mehl und viel Kuvertire: Die Niirm-
berger Elisen-L i

Kriegin - und der Druck
wird immer erbarmungsloser, dass
die Fliichtlinge endlich heimgehen.
Zeit, mal Leute zu treffen, die versu-
chen, inden Ruinen etwas
aufzubauen.

SZpus Klimawandel

Was bringen griine
Dicher?

Gerade in Stédten werden Anpassun-

Was ist

genanden immerwich-
holzgiltals Me‘“_e”nv IhF:ES F.a:hs tiger. In Zurich gibt es schon sei 1991
D

Lebkuchen?

chern. Wie es dort heute aussieht.
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X0 7l2M F=X| AS"

Hl_-lo—:!% -?—I-c.)l-_l- _E_;( cher;.lnd ?'th;lslrii:fasteinjahrin
YAto| ChR0{ 1 GPT-3= 092 A0{7H Fl41Ql MAES 9= AHO|M &of Afoje] = Z™

Von Berlin aus betrachtetist der
Kriegin Syrien vorbei - und der Druck
wird immer erbarmungsloser, dass
E () _I__ll. = A A ]I O I- '6' I_ 7—' l [ Laden offen- die Fliichtlinge endlich heimgehen.
rs) = Al . mit.Dabelhat — 7¢it, mal Leute zu treffen, die versu-

fleerst chen, in den Ruinen etwas

zwischen kongo-
teln einen Paket-

aufzubauen.

93%2 &1 A
= JIEt A==

Lebkuchen SZpws Klimawandel
‘dasBeste  Was bringen griine
nig Zucker, kein Décher?

ire: Die Nirn-

=~ o Gerade in Stadten werden Anpassun-
berger Elisen-L

genanden immer wich-

714 3t0] FAH9| E0210] .comOIE AIK 1 c:‘lg“‘B‘SME‘S‘Q”"‘““SFB‘“S tiger In Zarich gibt es schon sei 1991
jas st
i it =1 7k = H Da-
ko.wikipedia.comoi] T8 0|C(0{2{7|7} ZZiOLt 312 M2l ot Lebkucher?

o 2X7H 9l0f 28 28 45 gl ojz ol Folgict ) g0 chern. Wie es dort heute aussieht.



HIX|= HS

[

Setting En—Fr Fr—En En—De De—En En—Ro Ro—En
SOTA (Supervised)  45.6° 350° 41.2¢ 40.24 38.5¢ 39.9¢
XM [LC19] 334 333 26.4 34.3 333 31.8
MASS [STQ™19] 375 34.9 28.3 35.2 352 33.1
mBART [LGG20] - - 29.8 34.0 35.0 30.5
GPT-3 Zero-Shot 25.2 21.2 24.6 272 14.1 19.9
GPT-3 One-Shot 28.3 26.2 20.6 R
GPT-3 Few-Shot 32.6 29.7 21.0

7|Z29| SOTA(State-of-the-Art) H|X| =
5BLEU O|& =2 H+E 7|=E

12
I
&
H
n}



g 2 4:UHE A NIE

OSE CHYADF OfE SAS Setting Winograd Winogrande (XL)
_ Fine-tuned SOTA  90.1 84.6°

Jtel3leXl, AA-o10|0 DBt SF= GPT-3 Zero-Shot 88.3* 70.2

o GPT-3 One-Shot 89.7* 732

Bl xir) 7= 71207t L2 @oll itk 2Z(y)0l 1S GPT-3 Few-Shot  88.6* T

Winograd Dataset

2. 47| 'a'e 2o SOTA & AtE =0 28 Fot ds= 23
@ XL #H= 7|4
o Winogrande Dataset
QLI

Winograd®| 4 04 2 H0I& B &L
* HlW: SOTA (84.6%) & AL (94.0%) 01

Blo (&0l AM A= Z2UE E/JAsLICL



A

g Z 5 MAFE
PhysicalQA ARC OpenBookQA
Scls el 28  3-984d W& AIE 24X QES EHQ
4X| & Ch AoEHY
Setting PIQA ARC (Easy) ARC (Challenge) OpenBookQA
Fine-tuned SOTA 794  92.0[KKS'"20] 78.5[KKS*20] 87.2[KKS*20]
GPT-3 Zero-Shot 80.5* 68.8 514 57.6
GPT-3 One-Shot  80.5* 71.2 53.2 58.8
GPT-3 Few-Shot  82.8* 70.1 51.5 65.4

Easy 2t Challenge H0| &=
25 SOTAO OIXIX| =28

In-context learning &1t 2 &

L SOTARL 2 4ds.



g 216 J|HSHH

MuetXH o 2 SOTAN OIXIXl 2ol 882 2.
Setting CoQA DROP QuAC SQuADv2 RACE-h RACE-m
Fine-tuned SOTA 90.7 89.1° 744 93.0¢ 90.0° 93.1¢
GPT-3 Zero-Shot  81.5 23.6 41.5 59.5 45.5 58.4
GPT-3 One-Shot  84.0 34.3 433 65.4 459 57.4
GPT-3 Few-Shot  85.0 36.5 443 69.8 46.8 58.1

e CoQA: \t= A [Hat HIOIE Al

e« QUAC: 22X 3l= [t & &Y AEed DAl

e DROP: O|AHE =2 M= sE 2 O}

« RACE: &/1= HO|& COAIECHE 9 AlE
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g - Fine-tuned SOTA

46

Accuracy

>

gully

F& 2o Z(=cl 8, 2=, S8

ANLI Round3

)

1
(
El
ld
1

I
F.E'
%

Ol

rir
[0

z

__Fine-tuned RoBERTa-Large |
44  Fine-tuned BERT-Large

42

—e— Zero-Shot
—e— One-Shot
—e— Few-Shot (K=50)

40

38

0.1B 0.4B

0.8B 1.3B

2.6B

6.7B 13B

Parameters in LM (Billions)

175B

ANLI Dataset 2

Few-shot & & 0

O & o] 8 HIHRL

n

A

Ol 240l =&¢g

P

c
-



s 28 et

22| A (2D+): 48 + 76 =7

2Xe| Al (2D-):34 -53="

At &/ & (3D+, 3D-) Q: What is 48 plus 76? A: 124.
4%} 2| S Al el Al 4D+, 4D-) Q: What is 6 + (4 % 8)? A: 38.
5Xte| & &/ A (5D+, 5D-)

2Xte| =S4 (2Dx): 24 x 42 =72

Ael ==t (DC): 6+(478)="7

rot



s 28 et

Setting 2D+ 2D- 3D+ 3D- 4D+ 4D- 5D+ 5D- 2Dx 1DC
GPT-3 Zero-shot 76.9 58.0 342 483 40 0D 0.7 0.8 19.8 9.8
GPT-3 One-shot 99.6 864 655 787 140 140 35 38 274 143
GPT3 Few-shot 1000 98.9 804 942 255 268 93 99 292 213
Zero-shot — One-shot —» Few-shot2 2 Z =

P EBHAINA 4501 A=

=0td.

goo
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2Lk, &R A &HOILE?”

3Xr2| Sl 2| 2,0007H

= O X
= T
=010 St OB W E2X RS
M 2| I
"NUM1+NUM2 ="
"NUM1 plus NUM2"

ez

s ZA



A 28
“IILE, &R A AHO LE?”

FEolo o5

0.8%

ZEEE

2,0002H & & 17

3R] S A 2| 2,0007H

CIOIE] LH ZXH O

39|z

x
s ZA

0.1%

Wy olx|g

2,0002H & & 2d

[

-
=
=

=
=
=]
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A 28
“IILE, &R A AHO LE?”




&8 Z 1} 9: Word Scrambling / Manipulation

Task 49 Ol Al

Cycle (CL) B XIE rotationAl3H &l &0 2HSO| lyinevitab - inevitably
Al XME/E2 Helstn X §40I criroptuon = corruption
A2 XNS/E 22X Mot F40| opoepnnt - opponent
Insertion (RI) S AOI0ll eHE D15, S &g s.ulc/cle.s... » succession

Reverse (RW) SHE AHE)| (d3otkl 2&) stcejbo < objects



&8 Z 1} 9: Word Scrambling / Manipulation

Task 49 Ol Al

Cycle (CL) B XIE rotationAl3H &l &0 2HSO| lyinevitab - inevitably

Al XME/E2 Helstn X §40I criroptuon = corruption

A2 HEIE2 225 HAstD H4II opoepnnt - opponent

Insertion (RI) S AOI0ll eHE D15, S &g s.ulc/cle.s... » succession

Reverse (RW) SHE AHE)| (d3otkl 2&) stcejbo < objects
Setting CL Al A2 RI RW

GPT-3 Zero-shot 3.66 2.28 891 826 0.09 goo
GPT-3 One-shot 21.7 8.62 259 454 048
GPT-3 Few-shot 379 15.1 39.7 672 044 d




A& Z 1 9: Word Scrambling / Manipulation

Cycle (CL) evitably

N Ol eI9I=ol X X5 BJAIE SSCI0IEMN He
oS N orruption
sA= A

A2 _ pponent

| s SN2 U2 TETE 09 |
Insertion (RI) O:HM Ikl 7_11&% 2"35}& succession
Reverse (RW) in-context learning2 = 2= J| EIE cts

GPT-3 Zero-shot 3.66 2.28 891 826 0.09 goo
GPT-3 One-shot 21.7 8.62 259 454 048
GPT-3 Few-shot 379 15.1 39.7 672 044 d




AE ZIH10: FAIIA AL A

1. GIOIE =& 2. Al &4 3. 012 EHO}
AX| FA AO|EO|M HS 1t GPT-3 (175B 2 &) 0| A| ®| =1} AZHSOf|A| "0| 7| AFZF @1ZFO| 22
HEHZ S 7t ZLICt 0|Z10] AlK|A| HEM=E =10, LIHX| 22 7|AIE ZAQIX|, BHIO| 2 ZIQIX|"SHXE

FO{X= Lt 2l EYLICE O[O A ZHdStHA| BiLCt. SELCH
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AE ZIH10: FAIIA AL A

=
95% Confidence ¢t compared to “I don’t know”
Mean accuracy Interval (low, hi) control (p-value) assignments

Control 84%-91% - 2.7%

GPT-3 175B 52% 48%—5T7% 12.7 (3.2e-23) 10.6%
Aala I aE (P 0
b B B4
A, 7, ol MEf ZHO[A o]O] 2Ztg 701- 2]

—_ "1
HEHAS SAWSES HoiFE 22t 57 gﬁ
| oy \

U7 A 2E Aol Rstolh

2 n

/\/Wk’\/”




AB ZI1 M2 S0 Bt

GPT-30lIJl M & 2= Jtate] &0 (0ll: Gigamuru)2|
Hog 4 StHOI BT 2ES UEN AIZIE Y
2

Input: "A 'Gigamuru'
instrument."

is a type of Japanese musical

OQutput:

"I have a Gigamuru that my uncle gave me..."

SALJL O 290 - o 28t5;
ANH2 &

& (screeg = screeghed) K| =8

" Meta-learning"2| 2& & ZH



SR LR

- =c| &H (NLI/ANLD): 2& 22 =0/} &2 E ol =2l & Hluofl H<

- S & =2 (Multi-hop): tic] & HE HHMHOF E0l 2= SHMUAH ds X6t

- KIS TE (NQ): 9I3ITICIOLS] OFF RAR MES 2= A20l= o8



dolel e FR} 913

GPT-3= 2IE{ull 7|8t| 2 C|O]E{ 2

A SHE (Pre-training)

. #IX|0r3 B AE Mo 2FS0] et& HoIE o
0 SOUS 7580 3C

It's ok..
= A= S0l

Al 0ll A
Lt UK.

5 s Sy ~ = La=
——— 3 /\/ —
/-—7 | e / B \\
|- v ot i — 4 .



“Cl=5] SOTA(State-of-the-Art) 85 E43t= 712
H0{, o/z{ot HIAEM @ H FH|E XOILH D 245t = 2
XHH|ZF 02 S 828F A7 FH/LICL”

XM M

Mefot M5 WIS I8 WAE AT B
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30% /\ evalon only
QUAC clean data
u :
5 20% @ did better
=
C ~
ED
..% E:' 10%
Qo Symbol Insertion
ot 0% - = oy L e
S = ® % ®
g3 o 3
T © SQuADv2 Winograd PIQA °
5 3 -10% WMT16 en->de Anagrams 2 @
% é WMT16 de->en Anagrams 1
o
& 20% @®-DROP eval on all data
Reversed Words -@ (including dirty)
-30% J, did better
0% 25% 50% 75% 100%

Percentage of Data Clean in Dataset
OoIeE &8s Jtsd A

>
0l0
HT
rr
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Ml

My

v E1 ArRIEIN

Percent Change in Performance
(Arriiran

Cil ¢

2E 2H
4 AL GIOIE AL Al HIAEA Q92 ETE & UCH

deilLt GPT-3 &2 HU 220 A= Olcist 280l
il ds& XY 3= J2|EIZE SES

0IXIX= @t

ita
ty)
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=c|& MAH Ololl £=

A SHE 2K A X HIH
Sc| H0IL 12 A0l CHEH M F S
Oloi= Z20i1E.

I SF(Bias) = XAl
OIHYl CIOIE & &&
ZDX HSY DES

Mot 918,

OHI

ol0l 4¢€. 2l
£ 202

DEDE 0AG
CHO ALK ARABH E 8 BIBH0I S &50|
225 WS "IEIE AXILUOY"
ABEI} &S

MR {2

175B 2 € Stg R S0l 228 St st
e GtESI0 HIE. X5 Jls 4Ol
st o=,



et & &t

From Fine-tuning to Prompting

JIEN= EHA0IC 222 T2 2t MK

min

(Fine-tuning) ol OF & CH2H,

OlMl=E HO A0 2 ot XtHo] T/ZE
(Few-shot) 2t 2215101 2= EHME HZdt= AMU=Z
BOSUASLICH

"Pre-train Once, Prompt Anywhere"




