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What is Diffusion model?

Forward Diffusion Process

Reverse Denoising Process
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What is Diffusion model?

Forward Diffus
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What is Diffusion model?

Forward Diffus

Q(Xt | X[—l)
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What is Diffusion model?

Noise Pure Image
path

curved paths require many integration steps to simulate the process
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What is Rectified Flow?

consider generative models that define a mapping between samples x1 from a noise distribution
p1 to samples x0 from a data distribution p0O in terms of an ordinary differential equation (ODE)

dy; = ve (Y. t) dt
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What is Rectified Flow?

consider generative models that define a mapping between samples x1 from a noise distribution
p1 to samples x0 from a data distribution p0O in terms of an ordinary differential equation (ODE)

dy; = ve (Y. t) dt

23|7} BLE oA H 0l A=}
tAIR O 7HR{OF B & &

Efficient alternative : Directly regress 14

Forward Process 2t = a;xg + bye  where e ~ N(0, I)



What is Rectified Flow?
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What is Rectified Flow?

2t = a;xg + bre  where € ~ N(0, 1) a; :=1—tand b, :=1

l

Zf = (]_ — t\).fﬂ.[]. te

define the forward process as straight paths between the
data distribution and a standard normal distribution



What is Rectified Flow?

Mathematical Part of this

paper , Section 2 . Regress velocity - Regress Noise

z¢ can be written as solution to the ODE z; = u;(z|€)

Lryv =E; ) )|lve(z,t) — 'H-t(E)H%- (7) intractable

Lorm =By p, 2o pollve(z,t) —u(zle)|[3 . (8)



What is Rectified Flow?

a) by
EE’FJ“LI — Et,pt{zh—:},piﬁ}HT-"'(—}{*E:T) - fl_:? + _}"I'FH.& (1 1)

b
— Et,pt{ﬂej,piﬁ} ( r; ) ||FH(E f) - F||? (12)

. ¥ If?[-|r
where we defined €o == 174 (ve — a—iz)
+ O

ug(zele) = —Lzp — —Ae (10)



What is Rectified Flow?

a, by
Lorm = Eip,(z16) pie)|[Ve(2,t) — a—:"+ —}*; |13 (11)
by \I—
' 2
— Et.pf{zIE),mE] (_E}‘;> lea(z,t) — F||; (12)
where we defined eg ﬁii (ve — a—fz)
a; by Ve 10 X Lo|=ge 20| ofFct LO|= X}0|7} E£ =
’?f-t(zf|f) ﬂ—fft - E t€ (10) SAISEA M7



What is Rectified Flow?
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Goal of this paper

7| = 9| Rectified Flow EfHES

1. Timestep sampling
2. Text-to-Image Architecture

3. Scaling
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Timestep improvement

RF loss trains the velocity uniformly on all timesteps in [0,1]



Timestep improvement

RF loss trains the velocity uniformly on all timesteps in [0,1]

Hypothesis: S<F A|ZtCH(1)S| = O=0| &F EEHECH O O &L

1. Logit-Normal Sampling
2. Mode Sampling with Heavy Tails
3. CosMap



Tl mestep Im provement— Logit-Normal Sampling

1 1 (logit(t) — m)?
)
sv2m t(l —t) 2s

where logit(t) = log %

ﬂ-ln(t; ., S} —
(19)

Parameter = m and s



Tl mestep Im provement— Logit-Normal Sampling

1 1 (_ (logit(t) — m)? )!

T (tim, s) = where logit(t) = log %

23X
sv2m t(1 —t) P 252
(19)
Parameter = m and s
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Timestep Improvement- mode sampling with
Heavy Tails

Jmode(u;8) =1 —u—s- (0032(2“) —1 +u). (20) For —1 < 5 < %

Wmndﬂ(t; 5) — } % f]l:nldﬂ (t) }



Timestep Improvement- mode sampling with
Heavy Tails

s
fmode(u;8) =1 —u —s- (cosz(iu) —1+u). (20) For -1 < s < 2
T (t S —1 (t)l P t _
mode dt IIIDdE: arameter = S a0 = :,,,ozzzz;;:).sa)
35 P Mmoge(t; s =0.81)

B Mqe(t;s=1.29




Timestep Improvement- mode sampling with
Heavy Tails

s
fmode(u;8) =1 —u —s- (cosz(au) -1+ u) (20) For -1 < s < =5
T (t S _1 (t)l P t _
mode dt IIIDdE: arameter = S a0 = :,,,ode:::o—:).sa)
35 | == n::(t;s=0:81)
B Mqe(t;s=1.29
720 E M=
S(-) S eEs M=

Remark: fors = 0,
the probability density function is U(t)




Timestep iImprovement- cosmap

1
t = — 1 — ) 21 ~
f(u) tan(Zu) + 1 (21) u ~ U(u)
d 2
osMa t) = |— -1 t)| = . 22
TCosMap (*) dtf ( )' ™ — 27t + 2mt? (22)




Text-to-Image Architecture- owm

Diffusion process& Zf &A0|| CHsH &<

— Slow
— Requires large computing power
Original Encoder Latent Decoder| PeEEEE
Image (LO) Image
' Diffusion
Nosing Process Denoising
. . Process Process
Latent Diffusion Model (LDM) e
- (L)
Diffusion process& &3l 0|0|X|0f| CHsH T

— Autoencoder (VAE) Z! 2*3



Text-to-Image Architecture- mm-pit

Caption Text data InpUt tO the mOdeI

f\%—\ - Text data (Caption)

(cupGna Y cupuia Y TSXXL ) |mage data

I
77+ 77 tokens 7(atemf‘  BA - &8-8= O|0[X[7} LIEFLOF o= O|OjX[2] F&
- — Flattens image data - Timestep info (how much noise is in the image)
-g — into a sequence
- : AOtL} B2 denoising stepO| Z L $HX|

MLP ) ( Linear

- Image data (Image encoded by LDM method)

. L
- noise/t A= Y= O[O X|
MLP
o MM-DiT-Block 1 )
(Sinusoidal Encoding) T T
A MM_DiT -Block 2 ),
Timestep info P
{ MM-DiT-Block d ).

(a) Overview of all components.



Text-to-Image Architecture- mm-pit

Multi-Modal Diffusion Transformer (MM-DiT)

- 7|& B (Stable Diffusion 2.x)
: DenoisingOfl U-Net (CNN 2%&) ALE
- DiT (Diffusion Transformer)
: U-Net CHA! Transformer AHE
SEX| 2t image tokenE ARO[ 0Tt Self-Attentions AHE %t
text token—image token AtO|0f| Cross-Attention A&

4n

-> text tokenl} image token0 25 AttentionO| 2dL|= ZA0|
oftl, EX a}H OiC} text tokenO| ‘Et1 =

- BESE T2 O E (text token)2 ME2|SHX| 28t1, A7 E0 7=

O[O X| & Fe=totH d-doHx| X (E 5)

|

(b) One MM-DiT block



Text-to-Image Architecture- mm-pit

Multi-Modal Diffusion Transformer (MM-DiT)
- MM-DIT

: Joint Self-Attention= A& 3l image tokenlt text token=
StLt2| sequenceZ O|0{ &0 transformer0f =&

-> image tokend} text tokenO| StLt2| Self-Attention 1S
X X2 #FnE

: image token} text tokenO| ZtZt SYSIH| Attention TP 2 HHE
-> ZXEF T2 OE (text token)S & A/2/efd, FX7f £0/7}= 0f

DjX| 5 B YEY + oS

(b) One MM-DiT block



Text-to-Image Architecture-
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Text-to-Image Architecture- mm-pit
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rank averaged over

variant all Ssteps 50 steps

rf/lognorm(0.00, 1.00)  1.54  1.25 1.50

* *f° [ rffloenorm(1.00, 0.60)  2.08  3.50 2.00 |
mproving Rectified Flows — “meee o
rffmode(1.29) 275  3.25 3.00

rf/lognorm(0.50, 1.00)  2.83  1.50 2.50

eps/linear 2.88 4.25 275

.. - rffmode(1.75) 333 275 275

rf/cosmap 4.13 3.75 4.00

What IS lmproved. edm(0.00, 0.60) 5.63  13.25 3.25
rf 567 650 5.75

_ ini i v/linear 683 575 7.75
Training process for Rectified Flow models e 120 o8 3B 1B

. L. . vicos 917 12.25 8.75

- What is the most efficient and effective edm/cos .04 1425 1125
edm/rf 13.04  15.25 13.25

edm(-1.20, 1.20) 15.58  20.25 15.00

method for training (flow trajectory)?

What method is the best?

Table 1. Global ranking of variants. For this ranking, we apply
non-dominated sorting averaged over EMA and non-EMA weights,
two datasets and different sampling settings.

. . . ImageNet CC12M

- RF |OSS W|th Loglt-NOFma| Samp“ng variant CLIP FID CLIP FID

of 0247 4970 0217 9490

(rf/ |09n0rm(O-OO, 1.00)) edm(-1.20, 1.20) 0236 6312 0200 116.60

eps/lincar 0245 4842 0222  90.34

vicos 0.244 5074 0209 97.87

vilinear 0.246 5168 0217 100.76

*FID Score (=25 £3) rf/lognorm(0.50, 0.60)  0.236 8041 0233 12084

. JL oAOkLF 3 Al K 0| T1o rffmode(1.75) 0.253 4439 0218  94.06

: Igage ti | tLE A A 0l fj.\+ N . . o rf/lognorm(1.00,0.60)  0.254 11426 0.234  147.69

— HOfL} 24 of O[O X[} H|==oHXA|, YOtLt imagel| quality7t S2X| rfflognorm(-0.50, 1.00) 0.248  45.64 0219  89.70
*CLIP Score (E=2T= £38) [ tilognorm(0.00, 1.00) _ 0.250 _ 45.78 0.224 8901 |

>

2l K|S
- MM El image?t YOtLt promptE & B SH=X], & B S=

second best, and third best entries.

Table 2. Metrics for different variants. FID and CLIP scores of
| different variants with 25 sampling steps. We highlight the best,



Improving Autoencoders

What is improved?

- VAE improved using different number of latent channels

What method is the best?

- Increasing the number of latent channels to 16 channels

Metric 4chn 8chn | 16 chn
FID () 2.41 1.56 1.06
Perceptual Similarity (}) 085  0.68 | 0.45
SSIM (1) 0.75 0.79 0.86
PSNR (1) 25.12 2640 | 28.62

Table 3. Improved Autoencoders. Reconstruction performance
metrics for different channel configurations. The downsampling
factor for all models 1s f = &.



Improving the Text-to-Image Backbones

What is improved?

- Neural network that does the denoising

- Which is better: existing models vs. this paper’s model (MM-DiT)?

What method is the best?
- MM-DIT (novel model introduced by this paper)

0.88

‘validation loss (average over levels 1-7)

— CrossDIT

— DIT
¥ 0.871 —— MMDIT (2 sets)
o MMDIT (3 sets)
C .

UviIT
O
5 0.861
©
O
C 0.85
0.84

0 100k 200k 300k 400k
train step

500

FID score

150

100

50+

10.26

e |« CLIP Score

4=

el

CrossDiT
DiT

MMDIT (2 sets)
MMDIT (3 sets)

Q

N

NS
CLIP score

uviT

. === |«—— F|D Score

-
—————

—-—10.18

100k 200k 300k 400k 500k

train step



Improving Scaling for ngh Resolutions

What is improved?

- Added more noise for higher resolution

Images
: we need more noise to destroy high
resolution images because they have

more pixels.

What method is the best?

- Resolution-dependent timestep shift
with shift value = 3.0

Preference across shifted sampling

1050+

Elo Score
L
o
o
o

Figure 6. Timestep shifting at higher resolutions. 7op right: Hu-
man quality preference rating when applying the shifting based
on Equation (23). Bottom row: A 5122 model trained and sam-

pled with /m/n = 1.0 (top) and /m/n = 3.0 (bottom). See
Section 5.3.2.



Results: Comparison with Existing Models

Objects

- Color
Model Overall Single Two Counting Colors Position Attribution
minDALL-E 023 073 011 012 037 0.02 0.01
SDv1.5 043 097 038 035 076  0.04 0.06
PixArt-alpha 048 098 050 044 080 0.08 0.07
SDv2.1 050 098 051 044 085 0.07 0.17
DALL-E 2 052 094 066 049 077 0.10 0.19
SDXL 055 098 074 039 085 0.15 0.23
SDXL Turbo 055 100 072 049 080 0.10 0.18
IF-XL 061 097 074 0.66 081 0.13 0.35
DALL-E 3 0.67 096 087 047 0.83 043 045
Ours (depth=18), 5122 058 097 072 052 078 0.16 0.34
Ours (depth=24), 512* 062 098 074 0.63 067 034 0.36
Ours (depth=30), 5127 064 096 080 0.65 073 033 0.37
Ours (depth=38), 512° 0.68 098 084 0.66 074 040 0.43
Ours (depth=38), 512 w/DPO 071 098 0.89 073 083 0.34 0.47
Ours (depth=38), 1024° w/DPO 0.74 0.99 0.94 072 0.89 0.33 0.60

Table 5. GenEval comparisons. Our largest model (depth=38)
outperforms all current open models and DALLE-3 (Betker et al.,
2023) on GenEval (Ghosh et al.,

2023). We highlight the best,

second best, and third best entries. For DPO, see Appendix C.

EEl Visual Aesthetics Typography
B Prompt Following
100
— 80 1
3
o 60 1
s BB BBl
£ 401
=
20 -
0 d

o I e

%ok «o“’o L 6@\\\16 \%pw ale

50* \3\3 \)(\

s
cx@ o2 N g( 6309

Figure 7. Human Preference Evaluation against currrent
closed and open SOTA generative image models. Our 8B model
compares favorable against current state-of-the-art text-to-image
models when evaluated on the parti-prompts (Yu et al., 2022)
across the categories visual quality, prompt following and typogra-
phy generation.



Results: Sampling Efficiency

relative CLIP score decrease [%]

5/50 steps 10/50 steps  20/50 steps path length

depth=15 4.30 0.86 0.21 191.13
depth=30 3.59 0.70 0.24 187.96
depth=38 2.71 0.14 0.08 185.96

Table 6. Impact of model size on sampling efficiency. The table
shows the relative performance decrease relative to CLIP scores
evaluated using 50 sampling steps at a fixed seed. Larger models
can be sampled using fewer steps, which we attribute to increased
robustness and better fitting the straight-path objective of rectified
flow models, resulting in shorter path lengths. Path length is
calculated by summing up ||ve - dt|| over 50 steps.



Results: Impact of Model Size on Performance

' 0.30- - - . —  0.30—— w —
e depth=15 0.425 e depth=15 e depth=18 e depth=18

_0.42 \‘_ + depth=18 | ¢ depth=18 » depth=24 » depth=24

S \_\ dEptthD E depth=30 E g

5 depth=38 | & 0.405 depth=38 = \

T 0.40 'n s - '

© G ] 5 026 \\

> = 0.395 > aanadlite

0'38100k 200k 300k 400k 500k 10% 1042 0.24 20k 60k 100k 140k 1020 104!
Training Steps Training FLOPs Training Steps Training FLOPs

Image Video

Validation lossZ| Training Steps2t Model Size7t S7t& 5 44

*Training FLOPs: total number of operations / total computational cost of a model



Results: Use of Validation Loss

Validation Loss

o~ . = 0.30
0.42 g 0.42 0.42 NG r=-0.898 B
*s, r=-0.920 r =-0.982 e, - r=-0.908
e s . u . 0 " ey 0] ~
. . ", . L 3 (73]
0.41 g S 0.41 — S 0.41 LI 3 0.28
e e . N - e
e depth=15 . % ,. 5 e depth=15 * S e depth=15" ~& _, S *
.___\ = _ 0 . ] ) _ x“\ — e,
040/ . depth=18 5 040) o depth=18 £ 0401« depth=18 e s e depth=18 |
depth=21 = depth=21 = e depth=21 ¥ = 0.26) depth=24
_ > _ > _ = = .
depth=30 depth=30 depth=30 depth=30
depth=38 depth=38 depth=38
0.38— - — 0.3 - 0.38 - - , 0.24 : -
0.45 0.55 0.65 950 1000 1200 0.40 0.44 0.48 0.52 600 800 1000 1200
GenEval (overall) Human Preference [ELO] T2I-CompBench Average Score Human Preference [ELO]
Image Video

Validation loss= Model PerformanceS MO 2 LIEIYH 4= Ql=

=03 X EY



Demo: Stable Diffusion 3

Demo Stable Diffusion 3 Medium

Learn more about the Stable Diffusion 3 series. Try on Stability Al API, Stable Assistant, or on Discord

via Stable Artisan. Run locally with ComfyUl or diffusers

Run

Dinosaurin a dress singing operal

https://huggingface.co/spaces/stabilityai/stable-diffusion-3-medium



https://huggingface.co/spaces/stabilityai/stable-diffusion-3-medium
https://huggingface.co/spaces/stabilityai/stable-diffusion-3-medium
https://huggingface.co/spaces/stabilityai/stable-diffusion-3-medium
https://huggingface.co/spaces/stabilityai/stable-diffusion-3-medium
https://huggingface.co/spaces/stabilityai/stable-diffusion-3-medium
https://huggingface.co/spaces/stabilityai/stable-diffusion-3-medium
https://huggingface.co/spaces/stabilityai/stable-diffusion-3-medium

Demo: SUNO

Simple ~ Custom v45-all

SUNO

. urjeansr

+ Audio + Persona

v Lyrics

12 Create

+ Create

v Styles

+ ftrap 4+ punk <+ uplifting trance

> Advanced Options

models, and
Upgrade

B saeto. My Workspace

v

Workspaces

> My Works

Digital Dreams

Digital Dreams

Pixel Perfect Dream

Rectified Flow

Stable Flow

Stable Flow

Rectified Flow

Rectified Flow

https://suno.com/create



https://suno.com/create

Conclusion

This paper

1. Proposed a novel timestep sampling method
(RF loss Logit-Normal Sampling) for RF training

2. Proposed MM-DIiT architecture

3. Performed a scaling study with various variants to fine-tune the
model

4. Showed that validation loss reflects both model performance and

human preference evaluation
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