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Image Classification
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Transformer

|| O = Pr%:g;t‘\es
o) 22 THE SAI0 2.
B T AT

Mutti-Head

. Self AttentionS
MA™Ol 2 H 2
— 171 - L— =

Feed Attention
Forward Nx
Nx
(Add & Norm ]
Add & Norm Masked
Mutti-Head Multi-Head
Attention Attention
\
Positional Positional
Encoding Encoding
Input Output
Embedding Embedding
Inputs Outputs
(shifted right)

Figure 1: The Transformer - model architecture.



Vision Transformer

AN IMAGE IS WORTH 16X16 WORDS:
TRANSFORMERS FOR IMAGE RECOGNITION AT SCALE



Vision Transformer

Vision Transformer (ViT) Transformer Encoder

Transformer Encoder
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* Extra learnable
[class] embedding Linear Projection of Flattened Patches
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Vision Transformer



Self Supervision

RGB embedding filters
(first 28 principal components)

Position embedding similarity ViT-L/16
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Vision Transformer

Position embedding similarity
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Inspecting Vision Transformer

Patch Embedding
Position Embedding
Self-Attention A| Zf 3}

Input

Attention




Vision Transformer
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Vision Transformer

Zy = [xclass; X;I;E; X;Z)E: R XSE
Zlg = I\ISA(LN(Zg_l)) + Zp_1,
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Vision Transformer - setting

- Dataset
ImageNet (1.3M)
ImageNet-21k (14M)
JFT-300M (300M, Google Li 5 Cl| O] E{ Al
. CH2AEE H™O| & CIFAR, VTAB, Pets, Flowerst
- Model
Base, Large, Huge

Model Layers Hiddensize D MLPsize Heads Params
ViT-Base 12 768 3072 12 86M

ViT-Large 24 1024 4096 16 307T™M
ViT-Huge 32 1280 5120 16 632M

Table 1: Details of Vision Transformer model variants.



Vision Transformer - setting

Model Variants
ViT-B, ViT-L, ViT-H » BERT e 373

oA uHIIEUI Ofl) ViT-L/16 = Large E
HHII37|7r”0Pé'¢% LA Z



Vision Transformer - setting

- Training & Fine-tuning
Optimizer: Adam (AFE1SH5), SGD (I @1 /7 &)
Batch size: 4096 (pre-training), 512 (fine-tuning)
Weight decay 0.1, learning rate warm-up/decay Al &
Fine-tuning: C —L"—o S A (O] : 2245384) 2 =2

- Metrics
Downstream task A& > fine-tuning 3 = 7|—-—
Few-shot accuracyt 274 2 11, on-the-fly B 70| &



Vision Transformer - experiment

oo
(=]

N ViT-H/14 B BiT-L (R152x4) B VIVI-Ex-100% (R50x3) B S4L (R50x1)

S 88

=75

g 80 85 60

) d i
65 u 70 i 80 50

VTAB (19 tasks) Natural (7 tasks) Specialized (4 tasks) Structured (8 tasks)



Vision Transformer - experiment
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& ViT-B/32 ViT-L/16 g ¥ 1J16 - ViT-B/32 = ResNetS0x1 (BiT)
E ViT-B/16 ViT-H/14 g * ViT-L/32 -+ ViT-b/32 -=ResNet152x2 (BiT)
70 530
ImageNet ImageNet-21k JFT-300M o™ oM 100M 300M
Pre-training dataset Number of JFT pre-training samples
Average-5 %0 ImageNet
L] L]
— -« -
Fos P, - @
2 85
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& °
é 80
&= 90 ®  Transformer (ViT) ®  Transformer (ViT)
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Total pre-training compute [exaFLOPs]
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Self-Supervision

ViT-B/16 2 & 0| ImageNetOl| A 79.9% Z=t =

21



Appendix A. Multihead Self-Attention

Standard gkv self-attention (SA, Vaswani et al. (2017)) is a popular building block for neural archi-
tectures. For each element in an input sequence z € RV*P we compute a weighted sum over all
values v in the sequence. The attention weights A;; are based on the pairwise similarity between
two elements of the sequence and their respective query q* and key k’ representations.

(a, k, v] = 2U g, Uiy € RPX3D1, 5
A = softmax (qkT/\/Dh) A e RVNXN, 6)
SA(z) = Av. (7

Multihead self-attention (MSA) is an extension of SA in which we run & self-attention operations,
called “heads”, in parallel, and project their concatenated outputs. To keep compute and number of
parameters constant when changing k, D), (Eq. Eb is typically set to D /k.

I\ISA(Z) = [SAI(Z): SAZ(:) e SAL(Z)] Umsu Umsn € Rk.DhXD (8)

22
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What is DINOv3?

: self-supervised learning for vision at unprecedented scale

: A high—performance vision backbone that is universally
applicable to large—scale image data.

hitps://www.voutube.com/watch?v=—eQYWK6m3i8

1. Scaling both dataset and model size by careful data
preparation, design,, and optimization

2. Gram anchoring
3. Post-hoc strategies


https://www.youtube.com/watch?v=-eOYWK6m3i8
https://www.youtube.com/watch?v=-eOYWK6m3i8
https://www.youtube.com/watch?v=-eOYWK6m3i8

background

* Knowledge destillation

: teacher model2| knowledgeE student modeldl| MYot= 7|&
7B parameter model ViT-S, ViT-B

W student—teacher network
CHEd BHOM X|AS MESH=0| AFS 5t W
Y teacher network

- training 2FY0| M weighZt 1™ E|7{L}, student network?| weight2
EMA(Exponential Moving Average)= H|0|E

- Student network =Lt OPH A
Y student network
- Training & weight update



background

- feature map
: 0]0IX[0f = AZHX patterns EXIot7| 2ol kernels HEdHA
USOX|= 2 B

W dense feature map

: £ B2 patter= EX|



background

» downstream task
. pre—training2 Sofl ¥ foundation modelS EX SHN| U &2

o= 215 &Y



background

* model scaling

: model?| capacity(e.g. # of parameters), training data &

=CONAS

computing At 5= 37t
e.g. DINOv2 1M



SSL(Self-Supervised Learning)

—~~
V]
~

IN1k Linear (Acc.)

00-8-0
80 o-® 0
, // @ outstanding!
60 C)/ //(
/] -© SL
/] -@ WSL
40 e @ SSL
2015 2020 2025

Years



SSLe| 7|E =4

- scalingtlM HHIZ S 733.
1. Unlabeled data®|A] useful dataZ collectol= Zd0| 223Hst
2. Dense feature map0| MEIMOZ XStk patch 7+ ZA}QI

3. Feature performace’t ef5& 52 =58 448

Advanced SSL
training at scale




Object of DINOv3

1. Strong & versatile foundational models
2. Superior feature maps through Gram Anchoring
3. The DINOv3 family of models



Strong & versatile foundational models

R GOAL
—training data2t modelZ scalingslt®| high level of versatilityE &

el
—0|& S
1. weight?} frozenE &E{0|A £2 performanceE Li7|
2. LSt scientific application0f] X 25}7]
E 7| &= US.
=

%, B9 tuning 80| 8532 =0|1, scientific application=
olMCt= A



Strong & versatile foundational models

natural image

scientific image




Strong & versatile foundational models

'S AR} -
- MAXE S A 21d O|O]X|2 AHE &1 EX| 0|8 Hals 4K
—NASA JPL: 2}d EtA}

— ORAKI Oncology: &7| SAtA| O|0|X|2 pre training A7, &
X|=0f CHor 2r2thtol BtE o=



Superior Feature Maps Through Gram
Anchoring

—dense feature map2| significant improvement
—High-level semantic taskO|A| performanceE =0|= 0|

—dense representation + global representation &4/0] 2CH
O|0|X| H[O|E{Z trainE = optimizeot?| 0=

(high—level understanding0| dense feature map2| quality2t
conflict)

9 g

s
259



Superior Feature Maps Through Gram
Anchoring
Y AFS} -

4096 x 4096

patch®}l image?]
Ce 229

cosine similarity
At

Figure 3: High-resolution dense features. We visualize the cosine similarity maps obtained with DI-
NOV3 output features between the patches marked with a red cross and all other patches. Input image at
4096x4096. Please 200m in, do you agree with DINOv3?



The DINOv3 Family of Models

-Dense feature map2| degradation2 SHZS2ZM scaling0fl CHEt
X0 E0{z% — SSL= 0|8¢t § 2 model? improvement

-ViT + ConvNeXt-based architectures




The DINOv3 Family of Models

W AXFL7] -

o
- o8 /,
& 570
5 | ¥ g8
= 50 @O S0 8
(g e
o0, é,
40 @) o §
log-FLOPs log-FLOPs log-FLOPs
(a) Semantic segmentation (ADE20k)

(b) 3D keypoint matching (NAVI)

(c) OOD classif. (ObjectNet)
Figure 2: Performance of the DINOv3 family of models, compared to other families of self- or weakly-

supervised models, on different benchmarks. DINOv3 significantly surpasses others on dense benchmarks,
including models that leverage mask annotation priors such as AM-RADIO (Heinrich et al., 2025).



Training at scale without supervision

* Data preparation
* Large—scale training with self-supervision

* Intend similar paradigm shift for computer vision

Inspired by
LLM



9 Data Preparation

* Data scaling — ¥ 244
02 7|12= A2 modelQ performanceE
— careful data curation pipline!
= MEH
— - —

* Training data2| size
ShetAl7|= O 20|
* DINOV3E 2lall 2712| complementary approach



Data Preparation — collection & curation
» Automatic curation method: hierarchical k-means
* Retrieval-based curation system

— D& M3l AL 7™/ platform levelIM N HS

+) ImageNet2t Z0| available computer vision data AlS



Data Preparation — sampling

« AN +=Z5t data & O A= =2t modeld| 2SAIZX| 2H

1. Homogeneous batches: otLt2| datasetO| ATt sampleS 7182t
batchE

2. Heterogeneous batches: 02{ datasetO|A] sampleS 7t}
batch& +4

A

Hr

cf) batch: MA| training data setE 0{2{ 72| 22 1EOC = L}
(for multi gpu)



Data Preparation — ablation

* Ablation?
: model2| CtYSt data 20| HS0] O|X IE_ 3et= Gtot7| flofl,
Ex componentZ AR R FHotD Aot 2t 15 (like HQIEH])
Dataset IN1k k-NN  IN1k Linear ObjectNet iNaturalist 2021 Paris Retrieval
Raw 80.1 84.8 70.3 70.1 63.3
Clustering 79.4 85.4 72.3 81.3 85.2
Retrieval 84.0 86.7 70.7 86.0 82.7
LVD-1689M (ours) 84.6 87.2 72.8 87.0 85.9

better performance than raw data



Large—scale training with self-
supervision
« Model®| 37| Xx|Z 7|R= 0| performanceE =0|= O £2

» 23 pipeline 7HM

1. Learning objective
2. Updated model architecture
3. optimization



Large—scale training with self-
supervision — learning objective

S30| 370 &
dotA HX|AHS
Lpre = + LigoT + 0.1 * LpKoleo.



Large—scale training with self-supervision
— updated model architecture

Teacher model DINOv2 DINOv3
Backbone ViT-giant ViT-7B
#Params 1.1B 6.7B
#Blocks 40 40
Patch Size 14 16

Pos. Embeddings Learnable RoPE
Registers 4 4
Embed. Dim. 1536 4096
FFN Type SwiGLU SwiGLU
FFN Hidden Dim. 4096 8192
Attn. Heads 24 32
Attn. Heads Dim. 64 128
DINO Head MLP  4096-4096-256  8192-8192-512
DINO Prototypes 128k 256k
iBOT Head MLP  4096-4096-256 8192-8192-384
iBOT Prototypes 128k 96k




Large—scale training with self-
supervision — optimization

* right optimization horizong £&5l= A2 L OH

— model capacity@} training data complexity= A0 "Itst7| Of
H7| 2

« 0|2 255}7| 2ol parameter schedulingS i1

constantgt (1) learning rate, (2) weight decay, (3)

teacher EMA momentum 2.2 training




Large—scale training with self-
supervision — optimization

- 3

1. Downstream performance”t Z0(& 77kX| training® 4= QU
2. # of optimization hyperparameter | - 1127|  #{¥&

gjo

constantgt (1) learning rate, (2) weight decay, (3)

teacher EMA momentum 2.2 training




Large—scale training with self-
supervision — optimization

* AdamW

* total batch size = 4096 & 256 GPU

* Multi—crop strategy

: modelO| Ctet 3 7|2} oi&t=2| O|0|X |22 EXHE o5
o= data augmentation 7|&

: teacher — ¥ crop, student — Li&/A S crop

- ds, 7A4 !

ok

2 0



Gram Anchoring: A regularization for
dense features

* Loss of patch-level consistency over training
* Gram anchoring objective
* Leveraging higher-resolution featuressx



Gram Anchoring— Loss of Patch—-Level
Consistency Over Training

* 71Z 2| - trainings A& =5 dense task0f| Ligt 450] Z20{H

88
85

m
" T £ s6 dense
= &
> 80 S 84
5 —voc O
& IN1k
80 y
250k 500k 750k 1M 250k 500k 750k 1M ~segmentation
Training iterations Training iterations

* patch level data inconsistency IiZ



Gram Anchoring— Loss of Patch—Level
Consistency Over Training

I 200k 400k 600k 800k 1M



Gram Anchoring— Gram Anchoring
Objective

— global DINO loss + local iBOT lossE Zgtoll Al ALE3RX[T, a+50]|
HISE 5 =24 H10| 2AM|

« M2 goal

. global performanc= |X|otHA| patch feature== regularizestd!
patch level consistencyS E&



Gram Anchoring— Gram Anchoring
Objective

* patch-level consistencyS E&& 4= = loss =8

* 0| loss= Gram Matrix $I0IA SX¢

* Student?| gram matrixS Gram teacher?| 7| ZH0| H{E=
O=H

* 7|M early iteration®| teacher model — superior dense
properties



Gram Anchoring— Gram Anchoring
Objective

Laram = |[Xs - X§ —Xo - XE|[.

Xs = L2 normalized local features of the student
X¢ = L2 normalized local features of the Gram teacher

— Global cropOf| A2t At

- Sh59 a8Ms 2dll 1M iteration 0|£0] O]
loss& MEot=0l, =H HME5iHet &4 E
dense featureE0| 3|2 75



Gram Anchoring— Gram Anchoring
Objective

refinement step

Lref = wpLpino + LioT + WpKkLDKoleo + WGram LGram-

- Ms8 B0 &4A17|7| dll, 1M iteration(Gram
teacher? EMA teacher?} S5 X|= E}O|Y) OtC}
Gram teacher update



Gram Anchoring— Gram Anchoring
Objective

1072

original " 12 3

w/ LRef §
2 7
84 210 S
I = g
2 o 8 2
A,..2 = 01

/6
250k 500k 750k 1M 250k 500k 750k 1M 1.05M

Training iterations Training iterations Training iterations

(a) iBOT loss (b) DINO global loss (c) Gram loss

- Gram Loss®} iBOT Loss= SAISH HIA O 2 featurelf
Hst2 O|X|X[2t, Gram Loss®t DINO LossE J3X| ¢S



Gram Anchoring— Gram Anchoring

Objective

86
E 84
8 82 original
W/ LRet
W/ LuRet
80

(a) VOC

250k 500k 750k 1M

Training iterations

mloU

55

original
W/ LRet
W/ LiRet

250k 500k 750k 1M
Training iterations

(b) ADE20k

g5ttt

Accuracy

78
76 //\/\,
74 -
original
72 W/ LRet
W/ LiRet
70
250k 500k 750k 1M

Training iterations

(c) ObjectNet



Gram Anchoring— Leveraging Higher-
Resolution Features

* Gram teacher: Gram anchoringdlA| AtEEl= =7| THA model
« 0|M0f| S+&5E model? Gram matrixS Aot Xl &t& £0I
model2] Gram matrixE W&

1. featureE9| 7t% I outlier patchES smoothingdtil
consistencyZ [ SHAIA|7{, Z2i5t [ocal BESIS MM 4~ 92

2. Jolietk O|0X|Z backbonel &= otH Cf ME et feature mapO|
A
o o



Gram Anchoring— Leveraging Higher-

Resolution Features

« QM 1, 2HH9| BES 7|HIO 2 Gram teachers I8t high quality2]
feature mapS %:”.6'

1. 7|& M2l 28{Q! imageE Gram teacher0f| A =

2. bicubic interpolation@ 2 2Hll downsampling= ot¥ student
£ 37|0| &= 2E 22 feature maps ¥



Gram Anchoring— Leveraging Higher-
Resolution Features

Teacher Res. INlk ADE NYU
Method  Tteration Linear mloU RMSE

Baseline — — 88.2 50.3  0.307
GRAM 200k x1 88.0 53.6 0.285
GRAM 200k x2  88.0 55.7 0.281
GRAM 100k X2 87.9 55.7 0.284
GRAM 1M x2 88.1 54.9 0.290

512

(a) Gram matrices at different input resolutions. (b) Ablation of Gram teachers and resolutions.

Input 256 Downsamp.

Figure 9: Quantitative and qualitative study of the impact of high-resolution Gram. We show (a) the im-
proved cosine maps after down-sampling the high-resolution maps into smaller ones, and (b) the quantitative
improvements brought by varying the training iteration and the resolution of the Gram teacher.



Gram Anchoring— Leveraging Higher-
Resolution Features




Post Training — Resolution Scaling

* High resolution adaptation &2 ZQ M

- X|Z27X|2] model2 256 resolution2 2 st& 6t

—StX|2t M K| data= O|=LCt resolution0] 0| =S

* 7B teacherZ Gram teacher= AFE56l= Gram Anchoring &7}

2 89 | [ 2 80 [ — T
2 51 =
g 87 Pre-HR g6
< Post-HR <
85 72 54 70
256 512 768 256 512 768 512 1024 1536 480 960 1440
Resolution Resolution Resolution Resolution

(a) IN1k linear (b) ObjectNet (c) ADE20k (d) DAVIS



Post Training — Model Distillation

GPUs
Load B/N; Load B/N, Load B/N; Load B/N.. Load B/N, Load B/N,. Load B/N,.
samples samples samples samples samples samples samples

Teacher inference (B/N, samples per GPU)

Load B/N,
samples

OH

o
R -

22 2%

All-gather : amples and teacher inference results

Iteration time

Student S2 training
Student S1 training (B/N,, samples per GPU) »
(B/N, samples per GPU) L Student S3 training

Synchronize model (B/N,, samples per GPU)

Synchronize model

Wait

Synchronize model

Wait | ‘

Synchronization barrier

{multi-student distillation procedure)

2E gpuZt
teacher
modelQ]
FE M



Post Training — Aligning DINOv3 with
Text

* \Vision encoder 1178
* Contrastive lossZ AI25I0 0|0|X|2 M} UX|A|7 |22 ShS






