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Attention is all you need
A Vaswani, N Shazeer, N Parmar... - Advances in neural ..., 2017 - proceedings.neurips.cc

I n t ro ... to attend to all positions in the decoder up to and including that position. We need to prevent
... We implement this inside of scaled dot-product attention by masking out (setting to —=) ...
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Trials before the Transformer
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class ScaleDotProductAttention(nn.Module):

compute scale dot product attention

Query : given sentence that we focused on (decoder)

Key :

every sentence to check relationship with Qeury(encoder)

Value : every sentence same with Key (encoder)

def

def

__init_ (self):
super(ScaleDotProductAttention, self). init_ ()
self.softmax = nn.Softmax(dim=-1)

forward(self, g, k, v, mask=None, e=le-12):

# input is 4 dimension tensor

# [batch_size, head, length, d_tensor]
batch_size, head, length, d_tensor = k.size()

# 1. dot product Query with Key”~T to compute similarity
k_t = k.transpose(2, 3) # transpose
score = (q @ k_t) / math.sqrt(d_tensor) # scaled dot product

# 2. apply masking (opt)
if mask is not None:

score = score.masked_fill(mask == ©, -10000)

# 3. pass them softmax to make [@, 1] range
score = self.softmax(score)

# 4. multiply with Vvalue
v = score @ Vv

return v, score
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class PositionalEncoding(nn.Module):

compute sinusoid encoding.

def

def

__init__(self, d_model, max_len, device):

constructor of sinusoid encoding class

:param d_model: dimension of model
:param max_len: max sequence length
:param device: hardware device setting

super(PositionalEncoding, self).__init__ ()

# same size with input matrix (for adding with input matrix)
self.encoding = torch.zeros(max_len, d_model, device=device)
self.encoding.requires_grad = False # we don't need to compute gradient

pos = torch.arange(®, max_len, device=device)
pos = pos.float().unsqueeze(dim=1)
# 1D => 2D unsqueeze to represent word's position

_2i = torch.arange(©, d_model, step=2, device=device).float()
# 'i' means index of d_model (e.g. embedding size = 50, 'i' = [@,5@])

# "step=2" means 'i' multiplied with two (same with 2 * i)
self.encoding[:, ©::2] = torch.sin(pos / (10ee@ ** (_2i / d_model)))
self.encoding[:, 1::2] = torch.cos(pos / (1eeee ** (_2i / d_model)))

# compute positional encoding to consider positional information of words

forward(self, x):
# self.encoding
# [max_len = 512, d_model = 512]

batch_size, seq_len = x.size()
# [batch_size = 128, seq_len = 30]

return self.encoding[:seq_len, :]
# [seq_len = 30, d_model = 512]
# it will add with tok_emb : [128, 30, 512]
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class MultiHeadAttention(nn.Module):

def _ init_ (self, d_model, n_head):
super(MultiHeadAttention, self)._ init_ ()
self.n_head = n_head
self.attention = ScaleDotProductAttention()
self.w_q = nn.Linear(d_model, d_model)
self.w_k = nn.Linear(d_model, d_model)
self.w_v = nn.Linear(d_model, d_model)
self.w_concat = nn.Linear(d_model, d_model)

def forward(self, q, k, v, mask=None):
# 1. dot product with weight matrices
q, k, v = self.w_q(q), self.w _k(k), self.w_v(v)

# 2. split tensor by number of heads
q, k, v = self.split(q), self.split(k), self.split(v)

# 3. do scale dot product to compute similarity
out, attention = self.attention(qg, k, v, mask=mask)

# 4. concat and pass to linear layer
out = self.concat(out)
out = self.w_concat(out)

# 5. visualize attention map
# TODO : we should implement visualization

return out

def split(self, tensor):

split tensor by number of head

:param tensor: [batch_size, length, d_model]
:return: [batch_size, head, length, d_tensor]

batch_size, length, d_model = tensor.size()

d_tensor = d_model // self.n_head
tensor = tensor.view(batch_size, length, self.n_head, d_tensor).transpose(1, 2)
# it is similar with group convolution (split by number of heads)

return tensor

def concat(self, tensor):

inverse function of self.split(tensor : torch.Tensor)

:param tensor: [batch_size, head, length, d_tensor]
:return: [batch_size, length, d_model]

batch_size, head, length, d_tensor = tensor.size()
d_model = head * d_tensor

tensor = tensor.transpose(l, 2).contiguous().view(batch_size, length, d_model)
return tensor
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class PositionwiseFeedForward(nn.Module):

def init (self, d model, hidden, drop _prob=0.1):
super(PositionwiseFeedForward, self). init ()
self.linearl = nn.Linear(d_model, hidden)
self.linear2 = nn.Linear(hidden, d model)
self.relu = nn.ReLU()
self.dropout = nn.Dropout(p=drop_prob)

def forward(self, x):
x = self.linearl(x)
x = self.relu(x)
X = self.dropout(x)
X = self.linear2(x)
return x



Masked
Multi-Head
Attention

Qutput

Probabilities
t
| Softmax |
|  Linear |
(
| Add & Norm ]ﬂ\
Feed
Forward
(I
r N\ L Add & Norm Je=~
Add &_Norm J Multi-Head
Feed Attention
Forward T 7 ) N x
N x
Add & Norm | ackod
Multi-Head Multi-Head
Attention Attention
O
\_ y, p—
Positional D ¢ Positional
Encoding Encoding
Input Output
Embedding Embedding
Inputs Outputs

(shifted right)



Qutput
Probabilities

t

Masking (e

|  Linear )

L 3

(. >
| Add & Norm }e=~

<sos> | Love You s

(T
<SOS> [ Add &lNorm ]‘\

Multi-Head
I Attention

7 _J 7 N
F

“| Love You”

Love
You

Masked
Multi-Head
Attention

J

¢ Positional
% Encoding

“I| Love”& MAMsSt=H “You”& &St} 727 Satpat
(x) Embedding
I

Outputs
(shifted right)




Qutput
Probabilities

t

Masking —

|l Linear )

A

4 >
| Add & Norm Je=

<sos> | Love You s

{ Py
| Add & Norm J—

Multi-Head
Attention

7 7 7 N
F

“| Love You”

<S0Ss~>

I
L ove

You

Masked
Multi-Head
Attention

J

¢ Positional
Encoding

O

Q

= SAlo &

2~ Ol 9|
T AT

" Self-Attention= 2
= O|2ff EF{ & & =x=5IH

Output
|_6H jé! Embedding

I

Outputs
(shifted right)

(e
o] +4

Jor o
I|>
ok




Masking

QK

Attention(Q, K,V) = softma.x(
vk

+ mask) |4

<sos> | Love You

<S0Ss>

Love
You

Qutput
Probabilities

t

| Softmax |

|  Linear |

4 N
| Add & Norm }e=~
Feed

Forward

D

| Add & Norm Je—~

Multi-Head
Attention

7 3 7 N
—

Masked
Multi-Head
Attention

£/
@ Positional
Encoding
Output
Embedding
Outputs

(shifted right)



class MultiHeadAttention(nn.Module):

def

def

__init_ (self, d_model, n_head):

super(MultiHeadAttention, self)._ init_ ()
self.n_head = n_head
self.attention = ScaleDotProductAttention()

self.w_g = nn.Linear(d_model, d_model)
self.w_k = nn.Linear(d_model, d_model)
self.w_v = nn.Linear(d_model, d_model)

self.w_concat = nn.Linear(d_model, d_model)

forward(self, q, k, v :

# 1. dot product with"WEIZNT matrices
g, k, v = self.w_q(q), self.w_k(k), self.w_v(v)

# 2. split tensor by number of heads
g, k, v = self.split(q), self.split(k), self.split(v)

# 3. do scale dot product to compute similarity
out, attention = self.attention(q, k, v, mask=mask)

# 4. concat and pass to linear layer
self.concat(out)

out

out = self.w concat(out)

# 5. visualize attention map
# TODO : we should implement visualization

return out
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Limitations

Layer Type Complexity per Layer Sequential Maximum Path Length
Operations
Self-Attention O(n? - d) O(1) O(1)
O CFXD R ot
= () O(n) O(n)
TranSform er — = ] Convolutional O(k-n-d?) O(1) O(logk(n))
Self-Attention (restricted) O(r-n-d) O(1) O(n/r)
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