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2020

creating this 2 min video required
e 2h of professional audio

e 50h of HD video
e Static, pre-defined script
e Over 15K USD of compute

Hi everybody, and welcome toMIT 6.5191

=

https://www.youtube.com/watch?v=I82PxsKHxYc
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https://www.youtube.com/watch?v=l82PxsKHxYc

2025

creating this 2 min video required

https://app.heygen.com/videos/bbffea1361784ib6afa00b35{8d20281
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https://app.heygen.com/videos/bbffea1361784fb6afa00b35f8d20281

What is Deep learning?

Artificial

=== .-Intelligence:
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Teaching computers how to learn a task directly from raw data (obeservation)
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Why Deep learning?

x| feature BHE= Z4S A|Zt0| Z2|T, CHE7| SISO, AINH| 21|37} 0212,

I

Low level features Mid level features High level features

Lines & Edges Eyes & Nose & Ears Facial Structure
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Why Now?

Stochastic Perceptron ?a&ltjﬁggfggatlon Deep Convolutional NN
: 4| EFA L yer L gy
Gradient Descent o JI=X|etS Ot Perceptron e Digit Recognition

Neural Networks date back decades, so why the dominance?

1. Big Data 3. Software

e Larger Datasets 2. Hardware (Compute) e Improved Techniques

o Easier Collection & Storage 4 Graphics Processing Units (GPU) e New Models

IMAGE e Massively Parallelizable e Toolboxes 1F O

-!')
\\!llﬁlll—l]lﬁ ey A
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The Perceptron

e The structural building block of deep learning
e Single neuron

o Z7| HEHO| O1Z MFY DY

L
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The Perceptron: Forward Propagation

Inputs Weigths : : :
S Linear combination

Output of inputs

Weigthed
Sum

)

Activation
Function Output

(Non-Linearity)

Non-linear
activation function
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Features (Feature2| 4 g,
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The Perceptron: Forward Propagation

Slas  zxmuio| ol5!
@ \.. Linear combination
Output ' ‘
° Weigthed P Bias of INputs
Sum
o’ Activation
Function Output m

,<,> y—qw()JrZa“u,,

O}
(Non-Linearity)
° n Non-linear

activation function
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ChE 1S XIS T 200] S 317 2l
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The Perceptron: Forward Propagation

Weigthed

° Sum
W, R
Activation

Function Output

O}
(Non-Linearity)

= e} ( x 1 W 1
=2 dEl= = 0| . .
CI2 J1=X|S T} 20| SHAE|A| 317 S| where: X = : |landW = | : ‘
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The Perceptron: Forward Propagation

Activation Functions
O—m@

Weigthed @\: g(wO Fy XTW)

° Sum
W, R
Activation

Function Output

@ Example: sigmoid function
&) - 1
(Non-Linearity)

14+ e~2

a—
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Common Activation Functions

Sigmoid Function

Sigmoid
\_
1 exp(l.t'
P(x) =

1+ exp™® ~ 14 expr

@' (v) = ap(v)(1—¢@(v))

Hyperbolic Tangent

Tanh

P(x) = p0X 4 o—ax

NOTE: Allactivation functions are non-linear

Rectified Linear Unit (ReLU)

RelLU

X: x>0
@(x) = {O, oy 0} = max (0, x)

: x> 0}

' =1 x<o
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Importance of Activation Functions

The purpose of activation functions :
to introduce non-linearities into the network
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What if we wanted to build a neural network to
distinguish green vs red points?
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Common Activation Functions

0SS 0S|
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Linear activation functions produce linear Non-linearities allow us to approximate
decisions no matter the network size arbitrarily complex functions
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The Perceptron: Example

We have: wo =1 and W = [_32]

i) \
3

X1 - I y
_2 .
x5 /?=9(W0+XT‘;V) /
=g (1+ ] [5]) /
9 =g(1+3x,—2x,) /
%_/

This is just a line in 2D!
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The Perceptron: Example

4

Assume we have input: X = [_21] l

y=g(1+ @B*x-1)— (2%2))
= g(—6) = 0.002
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The Perceptron: Example

™
l
S
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Building Neural Networks
with Perceptrons
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The Perceptron: Simplified

X9 / /

xm

| Weigh S NoreLinearty: (@ m

Nputs eignts um on-Linearity utput zZ=w, e Z xj Wj
Jj=1
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Multi Output Perceptron

D= EH0| 2= 30| 2HSHAH| HEE|E2, Dense layer 2f =2

Layer: HHIEES 7|5 HRIZE F24.
CEA| 26l MAU0|A S HEE ol FEIS9 e
¥ (HEOR) SUSHEA BH42 AR
y1 = g9(z1)
Z
X2
y, = g(z;)
—_—
Xm s 2tdete L= 7t X|!
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Dense layer from scratch

tensorflow Pytorch

class MyDenselayer (tf. keras.layers.Layer): class MyDenselayer (nn.Module) :

def init (self, input dim, output dim): def  init (self, input_dim, output_dim):

super (MyDenseLayer, self). init () super (MyDenseLayer, self). init ()

self W - nn.Parameter (torch.randn(input dim,
output dim, requires grad=True)

self b self add weight([1, output dim]) self b - nn.Parameter (torch.randn(l, output dim,
requires grad=True)

self W self add weight ([input dim, output dim])

def call (self, inputs):
def forward(self, inputs):

Z tf matmul (inputs, self W) self b
vA torch.matmul (inputs, self W) self b

output tf math sigmoid(z) output torch.sigmoid (z)

return output return output
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Tensorflow Pytorch

import tensorflow as tf import torch.nn as nn
layer = tf.keras.layers.Dense( layer = nn.Sequential(
units=2, activation='relu’) nn.Linear(in_features=10,

out_ features=2),
nn.RelLU()
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Single (Hidden) Layer Neural Network

Z2 b |
Z3 ¥2
9(z3)
xm
Z
4 9(za,)
Inputs Hidden Final Output
m d
. (1) & 2 ! 2
Zi=Wp,; T ijlxj Wi Vi=g (Wé,i) + j=1g(2j) W,-(,,-) )
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Single (Hidden) Layer Neural Network

Z
4, V1
Z3 V2
Zn

m
1 1
Z, = Wé‘z) + Zj_lx]- wj('z)

(1) 1 1 1
=Wy, +- X4 Wl(,Z) + X5 Wz(,z) T Xory W,El)z
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Multi Output Perceptron

tensorflow 86 & F

model tf keras Sequential ([

tf keras layers Dense (n),
tf keras layers Dense(Z)

Z1
X1
Z2 Y1
X
. Z3 X2
mode l nn Sequential (
nn Linear (m, n), Xm
nn ReLU(), Z
; n
nn Linear(n, Z2)
Inputs idden Output
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Deep Neural Network

tensorflow tf
2 model tf keras. Sequential (|
k.1 tf keras. layers. Dense(n,),
xl tf keras. layers Dense(n,),
A
k,2 yl tf keras. layers Dense(2)
Zy 3 V2
torch nn
Xm
model nn. Sequential (
Zk.nk nn.Linear(m, nl),
nn.RelLU(),
Hidden Output
Inputs P nn.ReLU (),
Ny - nn.Linear (nk, )
= w® ' ( 3y w®
Lkt = Wo,i . I\%g-1,j) Wy
J=1
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Example Problem

EIHE AIS=0|M S0l EAH|0] S22

£ 7tCHSE two feature ZEIZ A |

1 = TS| Al MAEH| Ze T A|7h
Ty = FIO|AE Al MAETH| et 471 A|7h
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X2 = 9|'O|ﬁ§ Al &

Example Problem

I AIE=0||A Soll= ZAE0| SE|E7}?

A
o o (4,5)
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Example Problem

Z7HH AISZ0M ST EAE0] S2|E}?

Z1
X1

Z?
X2

Z3

DEo| M2 oA LiEpE Zielo}?
-> 0| =1t &lA| T AfO|2e] 2= = Loss

1

Predicted: 0.1
Actual: 1
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Quantifying Loss

LossE Solf X 0FL2Z Qo Edot= HIE= ST &+ ULt

Z1
| » Xq - .
xD =[4 5] 2 g Predicted: 0.1
| A8 Actual: 1
2
Z3

s (f (x(i); W), y(i))

Predicted Actual

Introduction to Deep Learning



Empirical Loss

K| datasetQ| LossE HW#LHO| Empirical LossE TLStC}.

f(x) y

. _ Zq
i O
X: ’ A 0.8
5 8 . W |o¢
P 42 : :
L & . Rl kS

I SR W ORTARNO
. Jw)=—> _ L(f(xOw),y®)

Objective function .
* Cost function L=

* Empirical Risk Predicted Actual

A X X
D
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Binary Cross Entropy Loss

O|Fl 27 ZXH[0M Xt~ M0|= Loss A&t HAOZ logE AFHEE.

Z

O
QO
A X X
-

- g
v |2 ]
5, 8

B Z Y1 |
, 0.6 |
X2 ; .
- = 23 8 R 5 i
1o . . . .
JW)=—=> " yOlog(f(xV;w))+ (1 ~yD)log (1~ f(xV;w))
n 1=1 I— —
Actual Predicted Actual Predicted
Tensorflow loss tf reduce mean( tf nn. softmax cross entropy with logits(y, predicted) )

Pytorch loss torch.nn.functional.cross entropy( predicted, y )
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Mean Squared Error Loss

==0| A5 20l B0 Xt3= M0|= Loss Aldt A4 L= HE+S AFEH.

5 f(x) y

- - 1 - S

4, 5| 48 30| %|90

o |2, | . g | 80| %20

S5, 8 85 [V | 95

. Xo o .

- il Zs e e (R
1O . . 2 -

W) = — (i) — 0. w Final Grades

JOW) n Zi=1 (L f(x )) (percentage)

Actual Predicted

loss tf reduce mean( tf square(tf subtract(y, predicted))

Tensorflow

loss tf keras losses MSE( y, predicted ) N N
dHtHoz QX0 Ciet &42 MAo=E FII5HK| =Lt.

O
(log, Ml&+ SLZ 0|= )

loss torch.nn.functional mse loss(

Pytorch

predicted, y )
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Loss
Optimization

Inputs Weigths
®\‘ Weigthed GOA
Sum —  — P . = =
{ “’f}\ Activation LlossE % A5loHE weight2 &=
Function Output 9
A

W*

_argmin
@/ = w /W)
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LossS

MNntimMmisatinn

](W0; Wl) )

Loss function2 network
weightOfl CH 8t & 4=0|C}!
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Loss
Optimization

J(Wp, wy) "

T

e S initial point 261D
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Loss
Optimization

L)
J (W, w1)

1 ,& — - \.“-‘b" Y e

.\T--‘.- — 0.4

“ 08 0.7 B, | T

05 P — — - - .
0
04 .. “:‘ e /// 08 W‘]_
WO 0.1 P
0

gradient ——- o (W) AL
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Loss
Optimization

J(wp, wy) |

gradient Bl &2 = small
step 0| SaolJ|
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Gradient
Descent

J(wo, 1) °

T
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Gradient Descent

Algorlth tensorflow %
m
Inltl,ahze netWOrk Welght welghts tf Variable([tf.random.normal () ])
While (converge):
: dJj(Ww |
compute grad1ent, a(w) while True:
a](VV) with tf.GradientTape() as g:

update Welght9 W S W R T] oW loss compute loss (weights)

l‘eturn Weights gradient g.gradient (loss, weights)

welights weights ) gradient
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Gradient Descent

o

Algorith
m import torch
Initialize network weight

. . weights = torch.randn(1, requires_grad=True)
While (converge). 37(W) optimizer = torch.optim.SGD( [weights], 1r=0.01)

compute gradient

P g > oW 21(W) while True:
: _ optimizer.zero _grad()
P

update Welght’ W w U ow loss = compute_loss(weights)

return Weights loss.backward()

optimizer.step()
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Computing Gradients: Backpropagation

keyword: chain

aJj(W aJ(W ay

Jw) _oyw) o9 rule
odw, ay dw;q
A L TJ

Apply chain rule! Apply chain rule!
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Computing Gradients: Backpropagation

class Add(Op):
@staticmethod
def forward(ctx, a, b):
ctx.save_for_backward(a.shape, b.shape)
return a + b

@staticmethod
def backward(ctx, grad_output):

a_shape, b_shape = ctx.saved_tensors

grad_a = reduce_grad_to_shape(grad_output, a_shape)
— grad_b = reduce_grad_to_shape(grad_output, b_shape)
ow, ay 0z, ow, return grad_a, grad_b

YW) _gw) 39 oz

e o ——

Forward propagation0il Al back
propagationE ?{oll 2tS=
HNEH=S
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Training Neural Networks is Difficult

(a) without skip connections (b) with skip connections

Figure 1: The loss surfaces of ResNet-56 with/without skip connections. The proposed filter
normalization scheme is used to enable comparisons of sharpness/flatness between the two figures.

Oled A M= Gradient
Desc:ent‘= M= P Bl
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Setting the Learning Rate

Learning rateS
HE AN £ &0l Ok

S?

o] (W)

W(—W—n-aw
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Setting the Learning Rate

Too low Just right Too high

10| | 10| )(6)

. | . l‘I \ }"
|‘ t'| '\‘ |o' l|| "o
,'"'
/
/

: /
\\4,,/ | | \.

7,
A small learning rate The Opt.'f";al Iear:mgh Too large of a learning rate
requires many updates rate.swiitly reaches thie causes drastic updates
bgfqre reach!ng the minimum point which lead to divergent
minimum point

behaviors
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Setting the Learning Rate

Learning rated} S =S [}
Ir: 0.01 - Epoch: 2/100

Ground truth & Model

Loss % Global minimum
o loss

1 — Model
\ Ground trut h

-0.5 00 0% 10

Weights & Loss

v
<

500

04 L 400

+ 300

-15 4 + 100

-20 T T T T 0

LA =8
S H & epoch 2H0|l local minima &€& & I
OtSf false local minimaJl YUE M, stuckE = US

Wh =
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Setting the Learning Rate

Learning rateJ} LS 2 [

v

|
- o - ~N w & v o
X s M 3 : :

Ground truth & Model

= Model
Ground truth

-1.0

-05 00 05

Weights & Loss

10

W N

Ir: 0.99 - Epoch: 2/100

Loss

. Global minimum

overshootin

g
Unstable

diverge
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Setting the Learning Rate

Learning rateJ} &= & & [Oj
Ir: 0.1 - Epoch: 2/100

Ground truth & Model

Loss ¥ Global minimum
S ot o loss

01 ¢« = Model
Ground truth

-1.0 -0.5 00 05 10

Weights & Loss
S 500
0 4 - 400
2 -5 wo I 300
5 wl :é

£ 10 — %1 200
-15 4 - 100

-20 T 0

0 20 40 60 80 100

epochs
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How to deal with this?

optio™
Learning rateS Ot JtH =X 2| gt
&
optio™ >

Adaptive learning rate
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Adaptive Learning Rates

1

- How large gradient is X size of gradient
1

- How fast learning is happening X m
1

- Size of particular weights X

size of particular weights

Introduction to Deep Learning



Gradient Descent Algorithms

Algorithm TF Implementation Torch Implementation Reference
° SG D 1F tf keras optimizers. SGD

. Adam

® Ad adelta 1F tf keras optimizers Adadelta

* Adagrad

® RMSPF‘OP 'F tf keras. optimizers. RMSProp

torch. optim. SGD Kiefer & Wolfowitz, 1952.

torch. optim. Adam Kingma et al., 2014.

torch. optim. Adadelta Zeller et al., 201 2.

torch. optim. Adagrad Duchi et al., 201 .

torch. optim. RMSProp

A0l 22 S

e =5
Learning rate )& & momentum &2 =&
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Gradient Descent Algorithms

Algorithm TF Implementation Torch Implementation Reference
° SGD 1F tf keras. optimizers. SGD

. Adam

® Ad adelta 1F tf keras optimizers Adadelta

* Adagrad

® RMSPF‘OP 'F tf keras. optimizers. RMSProp

torch. optim. SGD Kiefer & Wolfowitz, 1952.

torch. optim. Adam Kingma et al., 2014.

torch. optim. Adadelta Zeller et al., 201 2.

torch. optim. Adagrad Duchi et al., 201 .

torch. optim. RMSProp

& 92| M 0| = adaptive learning rate optimizer
gt= 1) Ot A
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Gradient Descent Algorithms

Algorithm

SGD
Adam

Adadelta
Adagrad

RMSProp

Gradient?] Hl= &

Ak ==

S U0IE

TF Implementation

1F tf keras optimizers. SGD

'F tf keras. optimizers. RMSProp

Urct0l &

=

1F tf keras optimizers Adadelta

1F tf keras. optimizers. Adagrad

Torch Implementation

torch. optim. Adadelta

Reference

Kiefer & Wolfowitz, 1952.

Kingma et al., 2014.

Zeller et al,, 201 2.

torch. optim. Adagrad Duchi et al., 201 .
torch. optim. RMSProp

HOtCH CHS

| ZU0[EX

SIsE NI,
= T2t0IH s 30
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Gradient Descent Algorithms

Algorithm TF Implementation Torch Implementation Reference

e SGD ]F tf keras. optimizers. SGD Kiefer & Wolfowitz, 1952.

+ Adam
¢ Adadeits  (EEE—

- Adagrad
® RMSPF‘OP 'F tf keras. optimizers. RMSProp

Adagrad?| learning rate0| L5 &2l =Hte =H&E 22
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Putting it all together

Putting it all together

tensorflow tf

model tf keras. Sequential (| ])

Can replace with
'“!’, any TensorfFlow
. optimizer!

optimizer tf keras.optimizer . SGD()

while True:

prediction lele CHNS'Y

with tf GradientTape() as tape:

loss compute loss(y, prediction)

grads tape.gradient (loss, model.trainable variables)

optimizer apply gradients(zip(grads, model. trainable variables)))
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Differences between GD and SGD

Gradient Stochastic Gradient
Bl%gﬁ;z% ggtwork weight Bglgl?z% 'I‘lgtwork weight
While (converge): While (converge):
compute gradient, ag(vll//m pick single data PO(i;le(iv)
update weight, W « W — n a]a(‘r//) compute gradient, oW 25w

update weight, W « W — 7€

return weights W

return weights
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Mini-batches

SGD

Initialize network weight
While (converge):
pick batch of B data points
dJj(W) — lzB 0] (W)
17 B

update weight W « W — n

compute gradient

~J N7 J

ow

return weights
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The Problem of Overfitting

Underfit Optimal Overfit

Output variable
Output variable

Predictor variable Predictor variable Predictor variable
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Regularization

- JIEXI0 A2 I complex modelO| &= 22 discourage
- improve generality!

option

dropout

option >
Early stopping
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Regularization |: Dropout

* During training, randomly set some activations to O

= T)/pically'drop' 50% of activations in Ia)’er ‘1F tf keras layers . Dropout (p
* [orces network to not rely on any | node

torch. nn. Dropout (p )

W 22’1 :
X1
¢ Z15 & 5}1
X2
¢ Z3q | 'y,
X3
“ 2,4 ‘24 /
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Regularization ll: Early Stopping

L oss

\ .
\\i ,

Stop training
here!

Legend

Testing

Training

~@-

—

Training Iterations
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Nonlinear activation

Core Foundation

functions

>

L=/

y

Stacking Perceptrons to
form neural networks

Optimization through
backpropagation

Zxa

Zez
Zea

The Perceptron Neural Networks

e Structural building blocks

9
92

Review

Training in Practice

* Adaptive learning
* Batching

* Regularization

.
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P(x) =

1.0 A

0.8 -

0.6 1

0.4 1

0.2 1

Sigmoid Function

Sigmoid

0.0 1—

-4 =3 =2 -1 O

expa.r

1+exp™® 1+ expa®

STI0f| A 2

Appendix

17t 0~1 ALO| O|E 2, =& = SiiAot7| #|=
UHZY2 Vanishing gradient problem ¥2Z £ JUS

[lo Jot Il

® ® o o
L T LA

@' (v) = ap(v)(1 —@(v))

Vanishing gradient problem:

=
EMOZ Qlef O[T 2ROl EAB0 XI5 AR

- =TT

S
Z0| M= Gradient 24! 2|2 QI5H & AESHK| 2

I £9| gradient”t Al& S5HX|7| 20| 00 717H2 gradient?t 2 S0||M LI2LE

= =0/ 00| =

AL}, 2tA] ZFS X7 B K| @

st50| "L}
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Appendix

Hyperbolic Tangent

1.0 -

o = HRIJI-1~1AI0| O|EZ, F/+E AU LHF= ZH0IM &7

0.5 - ° Sale) gradient S W
o TI2IL} Z2{0] 49} % S C} XYY BSH0| XA LojLIT
80T 12 8120] 745

-1.0 1

o ZF 2HBUH AIE
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Appendix

Rectified Linear Unit (ReLU)

RelLU

) ] a2 [0, o
o - | / o 7{|AO| Ch23E10 gradient A4 2HIE b3t
. 7T o 43| gradient 24 75
g=— L = = o 12{L} x7} 0 O|SHY Il Dying ReLU &t &M It
o e o LR RS SHBHAM 7[2HCE AR
¢0) = {g % 2 o} = max (0.x) e Deep Neural Networkdi| gt
¢®={5 % 2o}
Dying RelLU:
=08 &35t= 7t3X|7F 85[0, 70| Hghdete(n B E RS

ofl tiish 0= ==ot= =A
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RIS

Binary Cross Entropy Loss

-(I)—U1|

W) = 1
J( )——;

n

i=1
Actual

Z

Zy

Z3

Predicted

Actual

2

Appendix

y® log (f(x(‘); W)) + (1 —y®)log (1 — f(x*; W))

Predicted

Entropy,h(x)' "Degree of Surprise”
X = A E[US I = = A= BE X

AML. O
(p(x)7 & E+=

XEHHA| A= Kol Oﬁ()/ = OIEZI] =2)*

Why log?

i, h(x)= p(x)0l CHet 3+ monotonic &4
OF S22, h(x)=-logA{p(x)}
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