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Language Generation

= Repetition of

we want the model
to predict this

l

Training example: I saw a cat

Model prediction: p(x|I saw a) Target

0
0
0
— <—ca’r—>@
0
0
0
0

Brown et al. Language Models are Few-Shot Learners. NeurlPS 2020.



Language Generation

IN practice, + + (alignment / reasoning)

we want the model
to predict this

l

Training example: I saw a cat

Model prediction: p(x|I saw a) Target

0
0
0
— <—ca’r—>@
0
0
0
0

Brown et al. Language Models are Few-Shot Learners. NeurlPS 2020.



LLM

Some abilities emerge with scale

Having the right perspective is crucial



LLM
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Emergent Abilities of Large Language Models
Jason Wei, Yi Tay, Rishi Bommasani, Colin Raffel, Barret Zoph et al. (2022)



All LLMs so far use Transformer architecture

Output
Probabilities

LLM
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LLM

Let's take a “functional” viewpoint on the Transformer

Output
Probabilities

Sequence-to-sequence mapping
with bunch of matmuls

Input: [batch, d_model, length]

Output: [batch, d_model, length]

Positional ®_ég gg_® Positional
Encoding X Encoding

Input Output
Embedding Embedding
Inputs Outputs

(shifted right)



LLM

Process

“Many words don't map to one token: indivisible.”



LLM

Process

“Many words don't map to one token: indivisible.”

‘ Tokenization

Unicode characters like emojis may be split.
[7085, 2456, 836, 470, 3975, 284, 530, 11241, 25, 773, 452, 12843,

13]

Shape
[]

[length]

10



LLM

Process Shape
“Many words don't map to one token: indivisible.” []

§ Tokenization 3

Unicode characters like emojis may be split. [length]
[7085, 2456, 836, 470, 3975, 284, 530, 11241, 25, 773, 452, 12843, 13]

‘ Embedding ‘

23 -32 83 54 21 39 -89 38 39 33

45 59 45 7.1 1.0 53 5.0 31 07 5.0 [ d model length ]
- )

38 1.2 38 90 93 31 42 08 92 58

n



LLM

Process Shape
“Many words don't map to one token: indivisible.” []
§ Tokenization 3
Unicode characters like emojis may be split. [length]
[7085, 2456, 836, 470, 3975, 284, 530, 11241, 25, 773, 452, 12843, 13]
‘ Embedding ‘

23 -32 83 54 21 39 -89 38 39 33

45 59 45 7.1 1.0 53 5.0 31 07 5.0 [d model length]
- )

38 1.2 38 90 93 31 42 08 92 58

‘ N Transformer layers ‘

32 23 38 45 12 93 -98 83 93 33
54 95 54 17 01 35 05 13 70 05
[d_model, length]
83 21 83 09 39 13 24 80 29 85
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LLM

Process Shape
“Many words don't map to one token: indivisible.” []

‘ Tokenization ‘

Unicode characters like emojis may be split. [length]
[7085, 2456, 836, 470, 3975, 284, 530, 11241, 25, 773, 452, 12843, 13]

‘ Embedding ‘

23 -32 83 54 21 39 -89 38 39 33

45 59 45 7.1 1.0 53 5.0 31 07 5.0 [d model length]
- )

38 1.2 38 90 93 31 42 08 92 58

‘ N Transformer layers ‘

32 23 38 45 12 93 -98 83 93 33
54 95 54 17 01 35 05 13 70 05
[d_model, length]
83 21 83 09 39 13 24 80 29 85

‘ Loss function (predict next token given previous) ‘
2.6 []

13



Original sentence

LLM

Many words don't map to one token: indivisible.
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Original sentence

Given “many”, predict the next token

LLM

Many words don't map to one token: indivisible.

Many

-

o

apple: 0.01
don: 0.001

intelligence: 0.00001

word;; 0.02

~

/

15



Original sentence

Given “many”, predict the next token

Given “many words”, predict the next token

LLM

Many words don't map to one token: indivisible.

Many

Many words

-

o
-~

apple: 0.01
don: 0.001

intelligence: 0.00001

words: 0.02

apple: 0.00003
don: 0.03

intelligence: 0.00001

~

/
~

\_ words: 0.0000001 /
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LLM

Original sentence Many words don't map to one token: indivisible.

- apple: 0.01 N

don: 0.001
Given “many”, predict the next token Many
intelligence: 0.00001
\_ words: 0.02 J
/" apple:0.00003
don: 0.03
Given “many words”, predict the next token Many words

intelligence: 0.00001

\_ words: 0.0000001 /

Probability of a sentence is a product of conditional probabilities. Maximize this.




LLM

Scaling doesn't solve all problems

We also need post-training

18



LLM

We can't talk to the pretrained model directly

— Model input H — PaLM 540B output H — Flan-PaLM 540B output H

Make up a word that means "when two Al Make up a word that means "when two Al researchers go date-mining 0
researchers go on a date". on a date".

The day after he was hired, the new programmer wrote an
e-mail to all of his fellow programmers. It said, "I will be on
vacation next week."

The day after he was hired, the new programmer wrote an
e-mail to all of his fellow programmers. It said, "l will be on
vacation next week."

The day after [...]

x (repeats input and keep repeating generations)
N\ L J L J

Scaling Instruction-Finetuned Language Models
Hyung Won Chung, Le Hou, Shayne Longpre, Barret Zoph, Yi Tay, William Fedus et al. (2022)



LLM

Hack: we can frame the question so that the answer is the next token

Q: The square root of x is the cube root of y. What
is y to the power of 2, if x = 4?

A:

Pretrained model just predicts the next token, which happens to be the answer

20



Pretraining

—

LLM

Instruction finetuning

/7

—

Reward model training

l

Policy model training

RLHF

21



LLM

Instruction finetuning

Frame all tasks in the form of

natural language instruction to natural language response mapping

Natural language instruction [Language model] [ Natural language response]

22



Input: text

“The course is jumping well.”

LLM

Output: label

BERT [ Linear ] @
layer

Task specific linear layer is necessary

Devlin et al. (2018)

23



Input: text

-

"

Is the following sentence
acceptable?
“The course is jumping well.”

\

J

o

On the scale of 1 to 5, how similar
are the following two sentences?

1. The rhino grazed on the grass.
2. A rhino is grazing in a field.

)

LLM

Output: text

“It is not
acceptable”
Instruction
finetuning”
ll3.8"

Tasks are unified. So for an unseen task, the model just needs to

respond to the natural language instruction

"Wei et al. (2021), Sanh et al_(2021), Ouyang et al. (2022)
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LLM

Scaling the number of tasks and model size improves the performance

540B model
60 60 mo _e_.
& 3% 3% 62B model
S 40 S 40|
09 >
< % i % .—*/./‘__—.._—‘
2 5 T 5
X 8 —e— 1,836 tasks & :Ios 8B model
R 20 —e— 282 tasks e 20
85 < 89 tasks 5 <
z 9 tasks Zz
0 —e— No finetuning 0
8B 62B 540B 0 9 89 282 682 1,836
Model size (# parameters) Number of finetuning tasks

Scaling Instruction-Finetuned Language Models
Hyung Won Chung, Le Hou, Shayne Longpre, Barret Zoph, Yi Tay, William Fedus et al. (2022)
25



LLM

Reward Model (RM) training data: which completion is better?

(—[ Input }

\_

Explain the moon landingto a 6
year old in a few sentences

\

J

/—[ Completion 1 } DY

-

The Moon is a natural satellite of the

Earth. It is the fifth largest moon in
the Solar System and the largest

relative to the size of its host planet.

)

<

/-[ Completion 2 }

-

People went to the moon, and
they took pictures of what they
saw, and sent them back to the
earth so we could all see them.

\

J

Humans label which completion is preferred.

This setup aims to align models to the human preference

26



LLM

Reward Model (RM) training objective function

Let pi; be the probability that completion ¥; is better than completion y;

Bradley—Terry model (1952): log odds that completion Y; is favored overY; is
modeled as difference in the rewards

Pij
log —>— = r(x,y; ) — r(x,y;; 0)
1 — pij

er (@ yi;d)—r(z,y;;¢)

pij = o(r(z, ys; ¢) — r(2, 45, 0))

1 1 er(@yi;d)—r(z,y;;¢

max log p;
Y o,

L,Yi5,Yj eD

27



LLM

Policy model objective function

Once we have a reward model, we can use it in RL to learn the language model
parameters that maximizes the expected reward

J(0) = Exy)~D,, IT(X,Y; 0)]

where X = (X,,..., Xg) isthe promptand Y = (Vi,..., Y7 ) is the completion
sampled from the policy model.

28



LLM

Rule-based systems : [ Learnable part of ]
: ) the system
Hand-designed :
D=3t e
Classical machine learning logistic regression

Hand-designed Mapping from Hand- designed >O
-[ features ]-[ features == | Output | mmp loss function el

input layer

Deep learning: (self-)supervised learning Feedtorward neural net

Learned Mapping from Hand- designed
= [ features ] = [ features ] ‘ ‘[ loss function
@

Deep learning: other RL formulations

Learned Mapping from Learned
#[ features ] = [ features ] # #[ loss function

hidden layer 1 hidden layer 2

29



LLM

Rule-based systems : Learnable part of
the system

Hand-designed 5
oo | 55555 ) s (o | o e

Classical machine learning
Hand-designed Mapping from Hand- designed
‘[ features ]-[ features == | Output | == loss function SVM
Deep learning: (self-)supervised learning
Learned Mapping from Hand- designed GPT-3
- [ features ] = [ features ] ‘ ‘[ loss function
ﬁ

Deep learning: other RL formulations

Learned Mapping from Learned ?27?
#[ features ] = [ features ] # -[ SR UG

30



In-Context Learning (ICL): New Paradigm of FM

In addition to the task description, the model sees a few
examples of the task. No gradient updates are performed.

Translate English to French: task description
sea otter => loutre de mer examples
peppermint => menthe poivreée

plush girafe => girafe peluche

cheese => prompt

Brown et al. Language Models are Few-Shot Learners. NeurlPS 2020.



In-Context Learning (ICL): New Paradigm of FM

BERT

Pretrained
Model

d

Sentiment
Model

N

News
Model

Finetune

. positive
. negative

. Science
. politics

GPT

Zero-shot
model

Brown et al. Language Models are Few-Shot Learners. NeurlPS 2020.

. positive

_~7 . negative

. Science
. politics

direct use

32



Understanding c Generation

Text

Regu

Model

>l Class 1
Class 2

ar classification

To which category
does the text belong? |
Class 1 Class 2

Text

GPT-2

—>»Class 1

Proposed method

33



Vision

Language

Understanding c Generation

Perception Generation Action

% L =

DINO, CLIP, SAM, etc.
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Vision

Language

LLM + Visual Perception?

Perception Generation Action

(3% L =

35



Vision

Language

Perception
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Multimodal LLM

Generation

o°g
o
o

Action

(=
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Qwen-2

LLM

Language Response %

[Language Model f¢

]

?THK A

-~ Language Instruction

—
—_—

Liu et al. Visual Instruction Tuning. NeurlPS 2023.
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Qwen-2

2-Layer MLP

SigLIP
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Liu et al. Visual Instruction Tuning. NeurlPS 2023.
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Multimodal LLM: Visual Reasoning

(

What is the brand,
model, and
estimated year of
this car?

\

(The brand is Aston\

Martin, the model

@emlnb

Liu et al. Visual Instruction Tuning. NeurlPS 2023.

is Virage, and the
estimated year is

\_ 2011.

P
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Vision

Language

Progress So Far - Part IV

Perception

o
@J

Visual Perception

c MLLM

Lang. Understanding

c MLLM

Generation

o°g
o
o

Lang. Generation

c MLLM

Action

(=
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