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= Challenge Overview HAIV

Feb—Apr 2024

Duration

S200K
Prize & Awards

2,176

Teams

43,837

Submissions

Host: Kaggle

LLM Prompt Recovery

Recover the prompt used to transform a given text

Overview Data Code Models Discussion Leaderboard Rules Team Submissions

Overview

LLMs are commonly used to rewrite or make stylistic changes to text. The goal of this competition is to recover the LLM
prompt that was used to transform a given text.

Start Close
Feb 28, 2024 Apr 17, 2024
® ° ®
[ 2 L 2 L ]

Merger & Entry

Description @® A

NLP workflows increasingly involve rewriting text, but there's still a lot to learn about how to prompt LLMs effectively.
This machine learning competition is designed to be a novel way to dig deeper into this problem.

Tags: NLP - Artificial Intelligence - Custom Metric

Competition Host
Kaggle

Prizes & Awards

$200,000
Awards Points & Medals

Participation
10,692 Entrants
2,664 Participants
2,175 Teams
43,837 Submissions
Tags
NLP Artificial Intelligence

Custom Metric

- Output: Revised text
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" What Are We Predicting? HAV

Original Text (x) Rewritten Text (y)

LLM rewrite

» | “Although the film was enjoyable, its length made

“The movie was good, but a little too long.” _ :
it feel slightly dragged out.”

Hidden Prompt (p) € Our Target!

“Rewrite this in a more formal tone.” (?)

—— =y
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" Prompt Recovery = Model Inversion

@ Forward

Prompt p [—

@ Inverse (Prompt Recovery)

Output y —

r

|

|
Recovery ——,  Prompt p

|

|

Related Work

—_— Output y

—— - = —

embedding dim 2

HAiV

target prompts
t(p)

naive guess
tlp)

embedding dim 1

\_

System Prompt

output2prompt - LM inversion
(Morris et al., 2023)

User Instruction
DORY (2024) - StyleRec (2025)

r

Rewrite Prompt %

Our competition
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" Evaluation Metric: Sharpened Cosine Similarity HAIV

® Embedding-based

Both the predicted and ground-truth prompts are embedded 1.00 -
with Sentence-T5 cosf (raw cosine)
e cos®f) (SCS, sharpened)
® Semantic, not exact 0.75 -
No exact wording required — different phrasing still scores I ——
high if the meaning is close o
S 0.50
[")]
® Sharpened (cubed) gap = penal
To make small differences decide the score Do mid-simigfity
® Score: mean in test set 000-

SCS = mean ; cos® 6;, Range0~1 0.00 0.25 0.50 0.75 1.00
cosine similarity cos6
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" Formalizing Recovery in Embedding Space HAIV

Input Original text (y ), rewrittentext (y)=LLM(p @ x )
t(p) ground-truth prompt
Output Hidden prompt ( p )’s predicted value (p)
( )
Objective

0 t(p) predicted prompt
maximize SCS(p,p)=cos®0

U=«(t(p) tlp)) t=Sentence-T5 encoder

L J

Sentence-T5 embedding space

= How to maximize score? — Model Training (SFT, RL)
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" Data Synthesis Procedure

Building Training Dataset (Original Text - x, Rewritten Text - y, Prompt - p)

@

Collect Original Text

SciQ - OpenWebText -
Summarization datasets

@)

Sample Rewrite Prompt

Drawn from a diverse
pool of rewrite prompts

3)

Rewrite with LLM

Gemini - Qwen - Gemma

HAiV

@

Scale & Filtering

Clean by quality -
duplication - length
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" Model Training

Supervised Fine-tuning

Pre-training
O o
[ﬁ] B
objective
Pre-training |
dataset Knowledge
transfer
|
O o - N
[ Fine-tuning
objective
Fine-tuning Fine-tuning
dataset

Establishing the baseline through next-
token prediction on synthetic (x, y, p)
triplets.

C\ LLM Prompt Recovery mistral-SFT
Yo

Succeeded (after deadline) - 11d ago

Private Score (D) Public Score (©

0.5786 0.5736

Adversarial Learning

Real world ~ Sample
images Real
.‘ “»  Discriminator J :

@] Fake
O -|  Generator |— sample
O |

Latent random variable

Training the model to approximate the

Global Centroid of the T5 embedding space

to exploit SCS geometry.

O Adversarial Learning - Version 4
Yo

Succeeded (after deadline) - 3d ago

Private Score @ Public Score @

0.5968 0.5936

HAiV

Reinforcement Learning

Reference
Model
Reward
£ Model
Trained
Models

Policy optimization using SCS as a reward.

Aligning the model to maximize the reward
beyond text recovery.

mistral-7b-grpo
@

Succeeded (after deadline) - 4d ago

Private Score () Public Score ()

0.6039 0.6050
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® Our Method

HAiV

-

Systematic Constraints

Restricting the generation scope to ensure noise-free, standardized,
and objective outcomes.

Details: Explicitly prohibits the inclusion of specific proper nouns
(persons, places) from the source text and enforces a single-sentence
output, forcing the model to focus entirely on extracting the core
structural transformation without introducing hallucinated context.

Few-shot Demonstration

Achieving precise task alignment via In-Context Learning.

Details: Injects 8 diverse exemplar pairs—consisting of original text,
rewritten text, and the corresponding target prompt across multiple
domains (e.g., warnings, rap, literature)—during initialization to
cultivate robust, multi-faceted reasoning for complex text
transformation rules.

Prefix Injection

Guiding the generation trajectory and maintaining format consistency.

Details: Anchors a predefined guide phrase ("The request was: Modify
this text by") at the exact initiation point of the inference flow,
preventing the model from generating unnecessary conversational
prefaces and directing it to immediately output the target prompt.

Post-Processing

Optimizing the evaluation metric (Cosine Similarity) and validating
text integrity.

Refinement Algorithm: Employs post-processing to eliminate
redundant numbering formats and execute sentence-level trimming,
systematically removing structural and morphological defects.
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® Our Method: GRPO HAIV

Step 1. Base Model & SFT Merge Step 2. PEFT Setup (LoRA) Step 3. GRPO Training Step 4. Inference
— — —
Mistral-7B + SFT checkpoint merge Full-linear LoRA injection Group RL via Sentence-T5 SCS reward Prompt recovery via text diff analysis

® GRPO — Group Relative Policy Optimization

O Group Sampling (G = 4)

= Generates 4 independent responses per prompt

- {01, ..., 04} ~mg(: |P) 0.75 -
O Reward Scoring (SCS)

A; =0 (above mean)
A; <0 (below mean)

e

* Measures semantic similarity via sentence-t5-base wn |
A & 0.70
" Reward = max(0,cos(epred €gt)) N
O Advantage Calculation I - R — group mean
. L ¢ 0.65 -
= Normalizes scores within the group
- 4; = (ry —w/o °
: € 0.60 -
O Policy Update s Y
= Boosts probability of high-advantage responses with KL penalty v
" Loss = A;- Vlogmg — B - Dy 0.55 -
® E i i
xperimental Settings 0.50 - : , ‘_
O Hardware: NVIDIA RTX A6000 * 8 “ @2 o3 “4

© Base Model: Mistral-7B (v0.1) + SFT Warm-up & Smpied ComMpISHONS for one Promp:

O Tuning: LoRA (Rank=8, a = 32, All linear layers) 09



® Results HAIV

Submission and Description Private Score (D) Public Score ()

LLM Prompt Recovery mistral-grpo
(@) P Y grp 0.7096 0.7130
@ Succeeded (after deadline) - 4d ago

# A Team Members Score Entries Last Solution
Score
1 —_ Khoi Nguyen (,:‘3 O 0.7165 241 2y E]
0 ° 7 09 6 2 <1 Team Danube ® 6 e @ 0.7139 198 2y B
& prompt = "don't say anythi
3 i CON K ) @ 0.7128 194 2y B
Rank -
4 th /2 1 7 6 4 ©2  YusefA. @ 0.7092 s 2y A
5 —  Zb¥ () @ 0.7071 198 2y B
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" Leaderboard Insights

# A
1 —
2 -1
3 <1
4 2
5 s

Team

Khoi Nguyen

Team Danube

prompt = "don't say anythi
ng"

Yusef A.

Z.D.Z

Kasibons
X

(ONC N )
e
(N

Score

0.7165

0.7139

0.7128

0.7092

0.7071

Entries

24

198

194

144

198

Last Solution

2y B
y B
2y B
2y B
y B

HAiV

Metric-gaming, not recovery

Top team optimized the SCS embedding score directly,
not prompts

Winning recipe

1. Strong mean prompt

Append unusual tokens

Submit & get leaderboard

Search / refine tokens increase the score

B wnN
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" The Magic Token: 'lucrarea’ HAIV

Base prompt

“Rewrite the following text in a more engaging way.” 0 6 6
([ ]

l + 'lucrarea' x 5

+ magic token

“Rewrite the following text in a more engaging way. lucrarea
lucrarea lucrarea lucrarea lucrarea” O 7 1
[
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=" Why 'lucrarea’ Worked HAiV

unknown target prompts @ The metric sees ‘embedding’, not ‘meaning’

SCS only measures cosine of ST5 embeddings — inappropriate text still scores
high if the embeddings are close.

global‘centroid \ J
of all targets - N
) ¢ (@ Unusual token shifts the embedding
. + 'lucrarea’ Appending ‘lucrarea’ pulls the predicted embedding toward the target cluster
center, raising the mean cosine.
. J
( )
- @ A universal suffix that works on every sample

The gain is shared across all samples, not problem-specific - effectively a

mean prompt
P P universal adversarial suffix. 0.66 - 0.71.

Key Not recovery skill but exploiting a geometric blind spot of the ST5 metric
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HA'V

Thank You

Team 6 Sungbeom Cho - Changhee Lee - Hyotaek Jeon
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  𝛼   =   32


  𝑮   =   𝟒


  {  𝑶 𝟏 , … ,    𝑶 𝟒 }   ~    𝝅 𝜽 ( ∙ | 𝑷 )


  𝑹 𝒆 𝒘 𝒂 𝒓 𝒅   =     𝒎 𝒂 𝒙 ( 𝟎 ,   𝒄 𝒐 𝒔 (  𝒆  𝒑 𝒓 𝒆 𝒅 ,  𝒆  𝒈 𝒕 ) ) 𝟑


   𝑨 𝒊   =   (  𝒓 𝒊   −   𝝁 ) / 𝝈


  𝑳 𝒐 𝒔 𝒔   ≈    𝑨 𝒊 ∙   𝜵 𝒍 𝒐 𝒈  𝝅 𝜽   −   𝜷 ∙  𝑫  𝑲 𝑳

