IMEN891K/IDSC501 Data Engineering

4. Pre-processing I: Cleaning & Integration

Fall 2025

Instructor: Sangwoo Mo
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Recap: Team Project

Build your team! (Deadline: Sep 18)




Recap: Course Overview

Al Model Application
Data Development, ng the

Collection i Training,

Validation Model

Model
Monitoring
& Updates




Recap: Course Overview

Lecture 4-6

Gather/Create
Data

Discovery

Validate
Data



Outline: Data Pre-processing

DATA CLEANING

DATA INTEGRATION

DATA TRANSFORMATION

DATA REDUCTION




Outline: Data Pre-processing

DATA CLEANING




Data Cleaning

. : 3. Inconsistent

1. Missing Data 2. Noisy Data
Data
- Ignore - Binning -> External
- Fill Manually —> Clustering References
- Fill Computed - Machine ” K-nowlfedge
Value Learning Algorithm e
- Remove Manually




1. Missing Data

- Ignore
- Fill Manually

- Fill Computed
Value

Missing Data



Missing Data

Row no [State Salary Yrs of Experience
1{NY 57400|Mid
2|TX Entry
3[NJ 90000|High
alvT 36900|Entry
stk / Mid
6lca / 76600|High
7Ny / /| 85000|High
sjca/ / Entry
slct/ / 45000|Entry

v 4 /

Missing values
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Missing Data

Ignore the tuple

. Use a global constant

. Use a measure of central tendency

. Use the most probable value

1



Missing Data

Ignore the tuple

. Use a global constant

. Use a measure of central tendency

. Use the most probable value
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Original Dataset

Data Imputation

Applying
Data Imputation

Imputed Dataset

-
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Data Imputation - Nearest Neighbor

1 1 ] | ] 1 ] 1 1 ] |
30
I - 25.6
25
22

Data point to impute Find its closest neighbors Take the neighbors’ mean
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Data Imputation - Nearest Neighbor

1 1 1 1 1 1 1 ] 1
30
. _ 25.6
25
22
Data point to impute Find its closest neighbors Take the neighbors’ mean
\/

Features: Other values, or their embeddings
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Data Imputation - Nearest Neighbor

Zero Imputation
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Data Imputation - Nearest Neighbor

Frequency

Original Distribution with Missing Values
175

150

kNN
imputa‘tion

mean = 2.08
Std. = 1.95

Frequency

o
o
o

250

200

—
sy
o

kNN Imputation

2 0 \2/ o 4 6 10
mean = 2.07
Std. = 1.90
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Target variable

Data Imputation - Regression

Target variable

Predictor with missing values Predictor with missing values
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Data Imputation — Matrix Factorization

Data with

missing values 7 U VT

i) Update model

. o S.ﬁp—o_ _ parameters
initialize missing

values with /\

.: Use model to

h ii) update missing
values

u
._{ o e guess
>




Data Imputation — Matrix Factorization

Case Study: The Netflix Prize

20



Data Imputation — Matrix Factorization

Case Study: The Netflix Prize

watched by both users

B

T

similar users

&
watched /r'ecom mended
by her to him

E Recommendation system

— Collaborative filtering



Data Imputation — Matrix Factorization

Case Study: The Netflix Prize

Alice
Bob 2 5
Carol 4 5

Dave 5 4




Data Imputation - Generative Models

Generator
Original data Generated matrix
X1 X 1 %13 X | X5 Xy | X | Xs | x| X
X | x| X | x4 ]| X Xop | X2 | X235 | X324 | X5
X3 X | x33| X | x35 X3 | X352 | X35 | X34 | X3s

v

Discriminator [€¢----------

!

Estimated mask matrix

Pii | P2 | P | Pa | Pas | Pios | P17 | Pis | Pio | Prro

Pn | P | P | P | Ps | Prs | P22 | Ps | P |Pao [

P31 | P2 | P33 | Pas | P3s | Pss | P31 | Pss | Py | Pao

GAIN: Missing Data Imputation using Generative Adversarial Nets. ICML, 2018.



Caveat: Missing at Random??
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Caveat: Missing at Random??

Age| 25 26 29 30 30 31 44 46 48 51 52 54
1Q 121 91 110 118 93 116

VS.
Age| 25 26 29 30 30 31 44 46 48 51 b2 54
1Q 118 93 116 141 97 104

25



Caveat: Missing at Random??

Missingness is independent

Age| 25 26 29 30 30 31 44 46 48 51 52 54
1Q 121 91 110 118 93 116

VS.
Age| 25 26 29 30 30 31 44 46 48 51 b2 54
1Q 118 93 116 141 97 104

Missingness is dependent to the data
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Caveat: Missing at Random??

Missingness is independent

Age| 25 26 29 30 30 31 44 46 48 51 52 54
1Q 121 91 110 118 93 116

VS.
Age| 25 26 29 30 30 31 44 46 48 51 b2 54
1Q 118 93 116 141 97 104

Missingness is dependent to the data

~

Imputation can be biased
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Noisy Data

2. Noisy Data

-> Binning
- Clustering

-> Machine
Learning Algorithm

- Remove Manually
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Power (MW)

Noisy Data

2500 T T T T T T
Raw Data
Cleaned Data
2000 .
1500 ]
1000

500

_500 1 1 1 | | 1
Mar 2005 May 2005 Jul 2005 Sep 2005 Nov 2005 Jan 2006

Date
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Power (MW)

Noisy Data

2500 T T T T T T
Raw Data
Cleaned Data
2000 |
Smoothing
1500 /
1000

3
S

_500 1 1 1 | | 1
Mar 2005 May 2005 Jul 2005 Sep 2005 Nov 2005 Jan 2006

Date



Data Smoothing — Binning

Sorted data for price (in dollars): 4, 8, 9, 15, 21, 21, 24, 25, 26, 28, 29, 34

m Binl: 48,9 15 mean: 9

m Bin 2: 21, 21, 24,25 mean: 23

m Bin 3: 26, 28, 29, 34 mean: 29
Smoothed Data by bin means:

9,909, 09, 23, 23, 23, 23, 29, 29, 29, 29
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Data Smoothing - Weighted Average

KNN
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Data Smoothing - Moving Average

A+ A+ .+ A4,
Simple -
/ |
! SMA

000000000000000000000000000000




Data Smoothing - Moving Average

Exponential

A+ A+ .+ A4,

Simple

n

0000000000

N

/

EMA

SMA

EMA is more sensitive to price
movement turning up before the SMA
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Data Smoothing - Moving Average

. exponentiolly the nearest
smoothing increasin term given
Foctor weiﬂh’rs for the |ar‘ges+
values weight ()

4+ (1 —a)zi—1+ (1 —a)zi_9+ ... + (1 —a)lzg

EMA; =
: 1+(1—a)+(1—a2+..+(1—a)
EMA total Probabi\'ﬂ-y
window size Weiah{-ed IOY

smoothing Factor
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Noisy Data vs. Outlier
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Outlier Detection — Statistics

Interquartile Range

(IQR)

Outliers | | Outliers
O u‘ 00
"Minimum" "Maximum"
(Q1 - 1.5*%IQR) 01 Median 03 (Q3 + 1.5%IQR)
(25th Percentile) (75th Percentile)

-3 -2 -1 0 1 2 3
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Outlier Detection - One-class Classification

-
-
-
-
-
-—
- -
-

Multi-class
Classification

VS.

One Class
Classification
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-
-
-

-

-

-—

- -
-

Multi-class
Classification

VS.

Outlier Detection - One-class Classification

~a Given only “normal”

One Class
Classification

data, detect outliers
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Outlier Detection - One-class Classification

Support vector

v v
v Outliers
v
/%,
v
®
/ ®
o\ ® ® SVDD decision boundry
R
| °
® v
®
o
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Outlier Detection — Density Estimation

Clusters

Outlier

@
Outlier

41



Inconsistent Data

3. Inconsistent
Data

- External
References

- Knowledge
Engineering Tools

42



missing
information

duplicated
records

Inconsistent Data

Same Document

wrong _
data format

k

outdated
data

Different Information
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Mitigating Inconsistent Data

Data Standardization

Data Governance

Automation Assistance

Data Dictionary
Training and Awareness
Validation Rules
Documentation Updates

Policy Documentation
Ownership and Responsibilities
Entry Protocols

Audit Schedule

Task Identification
Technology Evaluation
Integration Planning

Training and Support

YA



Outline: Data Pre-processing

DATA INTEGRATION

45



Data Integration

Data
Integration

46



Data Integration

Enterprise application Primary users Primary business bhenefit

Sales forecasts,
> Sales strategies,
Marketing campaigns

Sales, Marketing,
Customer Service

Market demand,
Resource and
capacity constraints,
Real-time scheduling

Customers, Resellers,
Partners, Suppliers,
Distributors

Forecasting, Planning,
Purchasing,
<«—| Material management,
Warehousing,
Inventory, Distribution

Accounting, Finance,
Logistics, Production




SCM

Inbound

logistics

Data Integration

ERP

Outbound Marketing

0 ti o
perations logistics & Sales

CRM

48



Data Integration

Supplier _ Customer COrder
Supplies Submits

lterm ltem == ltem

ltem2 ltem2 ltem2

ltem3 ltem3 ltem3
Sents Supplied by Request ®
Sent by O ) Requested on

Shipment ltem Product
Includes sed in lses

ltem = ncluded i ltem1 = ltem1

ltem: nellded an ltem: ltemZ

ltem3 ltem3 ltem3




Data Integration

E Data sources j
—

v
Step 1: Schema Mapping
v
Step 2: Duplicate Detection
v
Step 3: Data Fusion

y

Application




Schema Mapping

Step 1:

Schema Mapping

51



Schema A

Em

Max=n

)

Schema B

Ep1

Max=n

Es2

‘ Max=n

Eas

Integration »

A
,
'

Max=n

Schema Mapping

Integrated Schema AB

Root

1

Ea1

Max=n

Enz

Eas

Element
(Schema A)

Element
(Schema B)

Es1

Max=n

Es2

Artificial Root
Element

52



Schema

Schema A
Ra
Max=n
Eat
Max=n
En
Schema B
Rs
Max=n ﬁ Max=n
Es1| | Em2
Maxsn |~ Max=1
Ess| | Ess
Max=n 1 Max=n
Ees| | Ess

Ea1=Es3= Eas3

' Integration »

/

Mapping

Integrated Schema AB
Ra
Maxzn
Ente3
Max=1 | Max=n | Max=n th=1|
En| |Ess Ess | | Em
Max=1 ™ Max=1
m Re
Max=n
Es2
Element Integrated
(Schema A) Element
Element
(Schema B)
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Schema Mapping

1. Global Query Input
doc("IntegratedDocument.xml")/Ra/Ex153
Integrated Schema AB
\ \ \/\\
TN Be
) { | Max:
e

Max=l ) Maxe}
Ess Re
Max=n
Ee2

2. Final Query Execution (Two sub queries
& One query for reversed tree)
doc("DocumentA.xml")Ra/Ea;
doc("DocumentB.xml")/Eg;
doc("DocumentB.xml")/Rg

(\( Eates th=ll Max=n th:n{ Max:ll
Ese Es1

Eaa| | Ess Ess Es1

Max=1 [ Maxs}
Esa Re
Maxz]
Es2

Element Integrated
{Schema A) Element

Element
(Schema B)
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Schema Mapping

Schema A
Ra
L Max=n
Ea
| Max=n
Ex
Schema B
Rs
] Max=n
Es1
| Max=n
Es2
l Max=n
Ess

Ea1=Es1= Eam1

Ea2=Es3= Eazss

,

, Y

Y %,
\,

Integration >

//
4 4
i
i
A
o

Integrated Schema AB

Ra
Max=n
Eag1 Eazs3
Max=n ‘ Max=n Max=1: H
/|
- /]
Ea2 | Eez| [Re| /|
| ,/
M | /
Eordd Max=n
I "f/
Ess -
Keyred
Element Integrated
(Schema A) Element
Element Master Key
(Schema B) Element
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Schema Mapping

Integrated Schema

Delivery
Max=n
Order
| |
Max=1 Max=1 Max=1 Max=1 Max=n |
Type | | Orderperson | | Shipto | |Destination| |Package
Max=1! Max=1  Max=1 Max=n Max=1
Title | | Quantity | Price Stock Inventory
Max=1 | Max=1 Max=1
KeyRef Tag Quntity | = Weight
KeyRef
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Duplicate Detection

Step 2:

h 4

Duplicate Detection

57



Duplicate Detection

Dedupllcatlon :

Deduplicated Data
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Duplicate Detection - Fuzzy Matching

Master Table

=

@ ®

58 m 16 M. St Null 516465+09 256489458 - 85001_ 10/11/1988

2398 m Norw1ch +1578698754 HHHHHH#H _NY

ClL 96 Mekel Street NY 00000 25648945-8 NEW YORK 85001NY OCT-11
YR iohny m Norwich 85001-4561 | 11/10/1988
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Duplicate Detection - Machine Learning

tuple t

tuple to

O
I

Word
embedding

Composed
attribute

_,_ \ ;I.f ._,.-f"'-—'
~— N F, -
embedding D

Composed
attribute
embedding
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Duplicate Detection - LLM

Search Query Phonetic Search

Elasticsearch
Initiated Similar-sounding names

Search
Potential Matches
Ranked by similarity

Name & Address to check

BM25 + LLM

Address variations

® Query data (name/address

e Search context passe
STEP 4

Al Analysis Results Package Human Review
& Scoring

* Ranked match list
 Confidence scores
« Similarity reasoning

® Elasticsearch matches found

Contextual comparison

* Evaluate matches
* Verify duplicates
= Make final decision

Confidence scoring

61



Step 3:

Data Fusion

Data Fusion

62



Data Fusion

m 16 M. St Null 516465+09 256489458 - 85001_ 10/11/1988

2398 m Norw1ch +1578698754 HHAHHHHH _NY

CL 96 Mekel Street NY 00000 25648945-8 NEW YORK 85001NY
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Data Fusion

m 16 M. St Null 516465+09 256489458 - 85001_ 10/11/1988

2398 m Norw1ch +1578698754 HHAHHHHH _NY

CL 96 Mekel Street NY 00000 25648945-8 NEW YORK 85001NY

N\

Which value to use?

64



Data Fusion

Source trustworthy

. Recency

. Majority voting

. Machine learning

65



Data Fusion — Majority Voting

Data stream from source 3

A
r 1

o0o(f() G #opi-

Pfinal,t

Data stream from source 2
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Q. When to Integrate?

67



Aspect

Transform timing

Best suited for

Advantages

Disadvantages

Q. When to Integrate?

ETL (Extract = Transform - Load)

Transform before loading

Traditional on-premise Data

Warehouses

- Only clean data stored in DW

- Easier governance & compliance

- Transformation server can be a
bottleneck

- Limited scalability

ELT (Extract = Load = Transform)

Transform after loading

Cloud Data Warehouses [/ Big Data platforms

- Scales well for large data
- Raw data retained for reuse

- Faster initial loading

- Raw data in DW poses security/governance risks

- Transformation can increase query/storage cost

- Risk of "data swamp" if unmanaged

68
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