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Disclaimer

The NoSQL part was heavily copy-pasted from Berkeley CS186

Introduction to Database Systems

UC Berkeley, Fall 2024

Alvin Cheung
! akcheung@cs.berkeley.edu
: Pronouns: he/him/his

OH: Tues 11am-noon on zoom

Hi all! I'm an EECS faculty and my group
works on data systems research. Looking
forward to meeting you all!
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NoSQL Databases

« We talked about NoSQL data models

» We will now study two implementations
* MongoDB
« JSON storage engine
* Hadoop / Spark

* A distributed key-value store



MongoDB Data Model
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MongoDB Data Model

Document ={..., field: value, ...}

Where value can be:

* Atomic

A document

« An array of atomic values
« An array of documents

{qty : 1, status :"D", size : {h: 14, w: 21}, tags :
[llall, Ilbll] },

Can also mix and match, e.g., array of atomics
and documents, or array of arrays
[Same as the JSON data model]



MongoDB Data Model

Special field in each document: _id

Primary key

Will also be indexed by default

If it is not present during ingest, it will be
added

Will be first attribute of each doc.

This field requires special treatment
during projections as we will see later



MongoDB Query Language (MQL)

Input = collections, output = collections
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MongoDB Query Language (MQL)

Input = collections, output = collections

Three main types of queries in the query language

* Retrieval: Restricted SELECT-WHERE-ORDER BY-LIMIT type queries
« Aggregation: A bit of a misnomer; a general pipeline of operators

« Can capture Retrieval as a special case

« But worth understanding Retrieval queries first...
 Updates
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MongoDB Query Language (MQL)

Input = collections, output = collections

Three main types of queries in the query language
* Retrieval: Restricted SELECT-WHERE-ORDER BY-LIMIT type queries
« Aggregation: A bit of a misnomer; a general pipeline of operators
« (Can capture Retrieval as a special case
« But worth understanding Retrieval queries first...
« Updates

All queries are invoked as
« db.collection.operationi(...).operation2(...)...
 collection: name of collection

« Unlike SQL which lists many tables in a FROM clause, MQL is centered around
manipulating a single collection
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Some MQL Principles: Dot (.) Notation

""is used to drill deeper into nested docs/arrays

Recall that a value can be atomic, a nested document, an array of atomics, or an array of
nested documents
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Some MQL Principles: Dot (.) Notation

""is used to drill deeper into nested docs/arrays

Recall that a value can be atomic, a nested document, an array of atomics, or an array of
nested documents

Examples:
« 'instock.qty" =» qty field within the instock field
» Applies only when instock is a nested doc or an array of nested docs
 If instock is a nested doc, then qty can be nested field

 [f instock is an array of nested docs, then gty can be a nested field within
documents in the array

* "instock.1" =» second element within the instock array
» Element could be an atomic value or a nested document
* instock.1.qty" = qty field within the second document within the instock array
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Some MQL Principles: Dot (.) Notation

- ""is used to drill deeper into nested docs/arrays

» Recall that a value can be atomic, a nested document, an array of atomics, or an array of
nested documents

 Examples:
« 'instock.qty" =» qty field within the instock field
» Applies only when instock is a nested doc or an array of nested docs
 If instock is a nested doc, then qty can be nested field

 [f instock is an array of nested docs, then gty can be a nested field within
documents in the array

* "instock.1" =» second element within the instock array
» Element could be an atomic value or a nested document
* instock.1.qty" = qty field within the second document within the instock array

* Note: such dot expressions need to be in quotes Fﬁ‘
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Some MQL Principles: Dollar ($) Notation

$ indicates that the string is a special keyword
E.g., $gt, $lte, $add, $elemMaich, ...
Used as the "field" part of a "field : value" expression
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Some MQL Principles: Dollar ($) Notation

$ indicates that the string is a special keyword

- E.g., $gt, Slte, $add, $elemMatch, ...
Used as the "field" part of a "field : value" expression
If binary operator, it is usually written as:

» {LOperand : { $keyword : ROperand}}
- e.g., {qty : {$gt : 30}}
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Some MQL Principles: Dollar ($) Notation

$ indicates that the string is a special keyword

- E.g., $gt, Slte, $add, $elemMatch, ...
Used as the "field" part of a "field : value" expression
If binary operator, it is usually written as:

» {LOperand : { $keyword : ROperand}}
- e.g., {qty : {$gt : 30}}

Get values greater than
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Some MQL Principles: Dollar ($) Notation

$ indicates that the string is a special keyword
- E.g., $gt, Slte, $add, $elemMatch, ...
Used as the "field" part of a "field : value" expression
If binary operator, it is usually written as:
« {LOperand : { $keyword : ROperand}}
- e.g.,{qty : {$gt : 30}}
Alternative: arrays
« {$keyword : [argument list]}
* e.g., {$add :[1, 2]}
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Some MQL Principles: Dollar ($) Notation

$ indicates that the string is a special keyword

- E.g., $gt, Slte, $add, $elemMatch, ...
Used as the "field" part of a "field : value" expression
If binary operator, it is usually written as:

« {LOperand : { $keyword : ROperand}}

- e.g.,{qty : {$gt : 30}}
Alternative: arrays

« {$keyword : [argument list]}

* e.g., {$add :[1, 2]}

~

Add elements in the list
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Some MQL Principles: Dollar ($) Notation

$ indicates that the string is a special keyword
- E.g., $qt, $lte, $add, $elemMatch, ...
Used as the "field" part of a "field : value" expression
If binary operator, it is usually written as:
« {LOperand : { $keyword : ROperand}}
* e.g. {qty : {$gt : 30}}
Alternative: arrays
«  {$keyword : [argument list]}
* e.g.,{$add:[1, 2]}

Exception: $fieldName, used to refer to a previously defined field on the value side
* Purpose: disambiguation
» Only relevant for aggregation pipelines
* Let’s not worry about this for now.
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Some MQL Principles: Dollar ($) Notation

$ indicates that the string is a special keyword
- E.g., $qt, $lte, $add, $elemMatch, ...
Used as the "field" part of a "field : value" expression

In an aggregation pipeline:

Here's what each part means:

e $multiply - is an operator (it performs multiplication)

e "$price" and "$quantity" - are field references, not operators.

They mean "use the value of the price and quantity fields.

Exception: $fieldName, used to refer to a previously defined field on the value side
* Purpose: disambiguation
» Only relevant for aggregation pipelines
» Let’s not worry about this for now.
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Some MQL Principles: Dollar ($) Notation

MongoDB syntax is quite different from traditional SQL or general-purpose programming languages
because it's a data-centric DSL (Domain-Specific Language) — a language designed specifically for

expressing data queries and transformations.

&£ Why it looks like this

MongoDB works directly with data in JSON form, so instead of writing queries as SQL-style strings, it

represents them as JSON objects.

For example, this SQL:
sql

orders

is represented in MongoDB as:

23



MongoDB Query Language — Retrieval

Input = collections, output = collections

Three main types of queries in the query language
* Retrieval: Restricted SELECT-WHERE-ORDER BY-LIMIT type queries
« Aggregation: A bit of a misnomer; a general pipeline of operators
« Can capture Retrieval as a special case
« But worth understanding Retrieval queries first...
* Updates

All queries are invoked as
« db.collection.operationi(...).operation2(...)...
» collection: name of collection

« Unlike SQL which lists many tables in a FROM clause, MQL is centered around
manipulating a single collection

24



Retrieval Template

db.collection.find(<predicate>, optional <projection>)
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Retrieval Template

db.collection.find(<predicate>, optional <projection>)
returns documents that match <predicate>
keep fields as specified in <projection>
both <predicate> and <projection> expressed as documents
in fact, most things are documents!

26



Retrieval Template

db.collection.find(<predicate>, optional <projection>)

returns documents that match <predicate>
keep fields as specified in <projection>

both <predicate> and <projection> expressed as documents

in fact, most things are documents!

db.inventory.find({})

returns all documents

{
{
{
{
{

> db.inventory.find()

: ObjectId("
: ObjectId("
: ObjectId("
: ObjectId("
: ObjectId("

||-id ]
Il_idll
ll_idll
"_id"
||_id ]

: 21, "uom"

w"

Hy

5fb55fad75b4eb537dc3d993"), "item" : "journal®, "qty" : 25, “"size" : { "h" : 14, "w"
5fb55fad75b4eb537dc3d994"), "item" : "notebook", "qgty" : 5@, "size" : { "h" : 8.5, "
5fb55fad75b4eb537dc3d995"), "item" : "paper", "qty" : 100, "size" : { "h" : 8.5, "w"
5fb55fad75b4eb537dc3d996"), "item" : "planner", "qty" : 75, "size" : { "h" : 22.85,

5fb55fad75b4eb537dc3d997"), "item" : "postcard", "qty" : 45, "size" : { "h" : 10, "w"

s+ 11, "

: 11, "uom" :

Iluomll :
Iluomll .

: 30,

: 15.25,

uom" :

. lllel }'

liinll }'

IIAII
IIAII }
np"

"status" :
"in" }, "status" :
"status" :
"cm" }, "status"
"cm" }, "status" :

}
. ||D|| }

WAM

¥
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Retrieval: Basic Queries

db.collection.find(<predicate>, optional <projection>)

« find({status: "D"})
* all documents with status D

« find ({ gty : {$gte : 50} })
« all documents with gty >= 50

 find ({ status : "D", gty : {$gte : 50} })
- all documents that satisfy both

« find({$or: [{status: "D"}, {qty: {$It:30}}]})
« all documents that satisfy either

28



Retrieval: Nested Documents

db.collection.find(<predicate>, optional <projection>)

 find({size: { h: 14, w: 21, uom: "cm" } })

« exact match of nested document, including ordering of fields!

« find({ "size.uom" : "cm", "size.h" : {$gt:14}})
* querying a nested field
* Note: when using . notation for sub-fields, expression must be in
quotes
« Also note: each argument of find is a document

29



Retrieval: Arrays

db.collection.find(<predicate>, optional <projection>)

find( { tags: ["red", "blank"] })
* Exact match of array

« find( { tags: "red" })
* If one of the elements matches red

« find( { tags: "red", tags: "plain” })
* If one matches red, one matches plain

« find({dim: { $gt: 15, $It: 20} })
* If one element is >15 and another is < 20

»  find( { dim: { $elemMatch: { $gt: 15, $It: 20} }})
» |f asingle element is >15 and < 20

+  find({ "dim.1": { $gt: 25} })

* If second item > 25

* Notice again that we use quotes around dim when using . notation

30



Retrieval: Projection

db.collection.find(<predicate>, optional <projection>)
 Use 1s to indicate fields that you want

* Exception: _id is always present unless explicitly
excluded

OR Use Os to indicate fields you don’t want
Mixing Os and 1s is not allowed for non _id fields

31



Retrieval: Projection

db.collection.find(<predicate>, optional <projection>)

 Use 1s to indicate fields that you want
* Exception: _id is always present unless explicitly
excluded
OR Use Os to indicate fields you don’t want

Mixing Os and 1s is not allowed for non _id fields

> db.inventory.find()

{ "_id" : ObjectId("5fb59ab9f50b800678c@el96"), "item" : "journal", "instock" : [ { "loc" : "A", "qty" : 5}, { "loc" : "C", "qty" : 15 } ], "tags" : [ "blank", "red" 1, "dim" : [ 14, 21 ] }

{ "_id" : ObjectId("5fb59ab9f50b800678c0e197"), "item" : "notebook", "instock" : [ { "loc" : "C", "qty" : 5 } 1, "tags" : [ "red", "blank" 1, "dim" : [ 14, 21 ] }

{ "_id" : ObjectId("5fb59ab9f50b800678c0e198"), "item" : "paper", "instock" : [ { "loc" : "A", "qty" : 60 }, { "loc" : "B", "qty" : 15 } ], "tags" : [ "red", "blank", "plain" ], "dim" : [ 14, 21 ] }
{ "_id" : ObjectId("5fb59ab9f50b800678c@e199"), "item" : "planner", "instock" : [ { "loc" : "A", "qty" : 40 }, { "loc" : "B", "qty" : 5 } 1, "tags" : [ "blank", "red" 1, "dim" : [ 22.85, 30 ] }

{ "_id" : ObjectId("5fb59ab9f50b800678cPel9a"), "item" : "postcard", "instock" : [ { "loc" : "B", "qty" : 15 }, { "loc" : "C", "gty" : 35 } ], "tags" : [ "blue" ], "dim" : [ 10, 15.25 ] }

 find({}, {item: 1})
{"_id" : Objectld("5fb59ab9f50b800678c0e196"), "item" : "journal" }
{"_id" : Objectld("5fb59ab9f50b800678c0e197"), "item" : "notebook" }
{"_id" : Objectld("5fb59ab9f50b800678c0e198"), "item" : "paper" }
{"_id" : Objectld("5b59ab9f50b800678c0e199"), "item" : "planner” }
{"_id" : Objectld("5fb59ab9f50b800678c0e19a"), “item" : "postcard" }

« find({}, {item: 1, _id : 0})

{"item" : "journal" }

{ "item" : "notebook" }
{"item" : "paper" }
{"item" : "planner" }
{"item" : "postcard" }



Retrieval: Projection

db.collection.find(<predicate>, optional <projection>)

*  Exception:
excluded

Use 1s to indicate fields that you want
_id is always present unless explicitly

OR Use Os to indicate fields you don’t want
Mixing Os and 1s is not allowed for non _id fields

> db.inventory.find()

{
{
{ "
{
{

u_idu
noign
id"
noign
"oign

: ObjectId(
: ObjectId("
: ObjectId("
: ObjectId("
: ObjectId("

"5fb59ab9f50b800678c0el196"
5fb59ab9f50b800678c0el197"
5fb59ab9f50b800678c0e198"
5fb59ab9f50b800678c0e199"
5fb59ab9f50b800678clel9a"

), "item" : "journal", "instock" : [ { "loc" : "A", "qty"
), "item" : "notebook", "instock" : [ { "loc" : "C", "qty"
), llitemll : Ilpaper“' IIinstOCkll e [ { lllocll . IIAII, Ilqtyll

), "item" : "planner", "instock" : [ { "loc" : "A", "qty"
), "item" : "postcard", "instock" : [ { "loc" : "B", "qty"

: 5 }, { "loc" : ucu’ "qty" : 15 } ]’
: 53} 1, "tags" : [ "red", "blank" 1],
: 60 }, { "loc" : "B", "qty" : 15 } 1, "t
A }, { "loc" : "B", "qty" : 5 } ]’
s 16 ¥} { "loc™ 3 “C¥, “qty® : 86 ) 1,

"tags" : [ "blank",
“dim" : [ 24, 21 1 }
ags" : [ "red", "bla

"tags" : [ "blank",

"tags" : [ "blue" 1],

"red" ],

"red" ],

nk", “pla

"dim"

"dim" : [ 14, 21 1 }

in" 1, "dim" : [ 14, 21 ] }
"dim" : [ 22.85, 30 ] }
: [ 10, 15.25 1 }

find( {}, {item: 1})

{"_id":
{"_id":
{"_id":
{"_id":

("

{ Illtem n

{"item" :
{"item" :
{"item" :
{"item" :

Objectld("5fb59ab9f50b800678c0e196"), "item" :
Objectld("5fb59ab9f50b800678c0e197"), "item" :
Objectld("5fb59ab9f50b800678c0e198"), "item" :
Objectld("5fb59ab9f50b800678c0e199"), "item" :

Objectld("5fb59ab9f50b800678c0e19a"), "item" :

find( { }, {item: 1,

_id : 0})

: "journal" }

: "notebook" }
"paper" }
"planner" }
"postcard" }

"journal" }
"notebook" }
"paper” }
"planner" }
"postcard" }

- find({},{item : 1, tags: O, _id

Error: error: {

0kll

:0,

: 0})

"errmsg" : "Cannot do exclusion on field tags in inclusion projection",
"code" : 31254,
"codeName" : "Location31254" }

« find({},{item : 1, "instock.loc": 1,

"
"item"
"item" :
"item" :
"item"

—_— - . -

item" :

"journal”,

"planner",

: "postcard",

"instock" :

: "notebook”, "instock" :
"paper",

"instock"

"instock"

[{ "loc"

"A"Y {loc" :

({ loc” : *C" H}

"instock" : [{ "loc" : "A" }, { "loc" :
"A"}, { "loc" :
"B"}, {"loc":

[{"loc" :
[ {"loc":

C}]}

"‘B"}1}

8" }1)
'C' )

id: 0}
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Retrieval: Addendum

Two additional operations that are useful for retrieval:
* Limit (k) like LIMIT in SQL
* e.g., db.inventory.find( { } ).limit(1)
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Retrieval: Addendum

Two additional operations that are useful for retrieval.
* Limit (k) like LIMIT in SQL
* e.g., db.inventory.find( { } ).limit(1)
« Sort ({}) like ORDER BY in SQL
 List of fields, -1 indicates decreasing 1 indicates ascending
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Retrieval: Addendum

Two additional operations that are useful for retrieval:
* Limit (k) like LIMIT in SQL

* e.g., db.inventory.find( { } ).limit(1)
« Sort ({}) like ORDER BY in SQL

 List of fields, -1 indicates decreasing 1 indicates ascending

* e.g., db.inventory.find({}, {_id : O, instock : 0} ).sort({ "dim.0": -1, item: 1 })
“item" : "planner", "tags" : [ "blank", "red" ], "dim" : [ 22.85, 30 ] }

“item" : "journal”, "tags" : [ "blank", "red" ], "dim" : [ 14,21 ]}

"item" : "notebook", "tags" : [ "red", "blank" ], "dim" : [ 14, 21 ]}

“item" : "paper”, "tags" : [ "red", "blank", "plain" ], "dim" : [ 14, 21]}

"item" : "postcard”, "tags" : [ "blue" ], "dim" : [ 10, 15.25] }

L Bl e T e T e T



Retrieval: Summary

find() = SELECT <projection>
FROM Collection
WHERE <predicate>

limit() = LIMIT

sort() = ORDER BY
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Retrieval: Summary

find() = SELECT <projection>
FROM Collection
WHERE <predicate>

limit() = LIMIT

sort() = ORDER BY

db.inventory.find( FROM
{tags :red}, WHERE
{_id: 0, instock : 0}) SELECT

sort ({ "dim.0": -1, item: 1}) ORDER BY

limit (2) LIMIT

38



Retrieval: Other Features

Use regexes for matching
$all : all entries in an array satisfy a condition
$in : checking if a value is present in an array of atomic values

The presence or absence of fields

* (Can use special “null” values
« {field : null} checks if a field is null or missing

« S$exists : checking the presence/absence of a field

39



MongoDB Query Language — Aggregation

Input = collections, output = collections

Three main types of queries in the query language
* Retrieval: Restricted SELECT-WHERE-ORDER BY-LIMIT type queries
 Aggregation: A bit of a misnomer; a general pipeline of operators
« (Can capture Retrieval as a special case
» But worth understanding Retrieval queries first...
 Updates

All queries are invoked as
« db.collection.operationi(...).operation2(...)...
 collection: name of collection

« Unlike SQL which lists many tables in a FROM clause, MQL is centered around
manipulating a single collection

40



Aggregation Pipelines

Composed of a linear pipeline
of stages

E?ch stage corresponds to one
of:

« match // first arg of find ()

* project // second arg of find ()
but more expressiveness

« sort/limit // same
* group

* unwind

* lookup

... lots more!!

Each stage manipulates the
existing collection in some way

41



Aggregation Pipelines

Composed of a linear pipeline
of stages

E?ch stage corresponds to one
of:

« match // first arg of find ()

* project // second arg of find () * Syntax:
but more expressiveness db.collection.aggregate ( [
: Z?(;TJ::I)mI’[ // same { $stage10p: {} },
unwind { $stage20p: { } },
* lookup e
* ... lots morel! | { $stageNOp: {}}
Each stage manipulates the 1)

existing collection in some way
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Grouping Syntax

$group : {
_id: <expression>, // Group By Expression
<field1>: { <aggfunc1> : <expressioni> },

.}

Returns one document per unique group, indexed by _id
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Grouping Syntax

$group : {
_id: <expression>, // Group By Expression
<field1>: { <aggfunc1> : <expressioni1> },

.

Returns one document per unique group, indexed by _id
Agg.func. can be standard ops like $sum, $avg, $max

Also MQL specific ones:

«  $first : return the first expression value per group
* makes sense only if docs are in a specific order [usually done after sort]

« $push : create an array of expression values per group
 didn’t make sense in a relational context because values are atomic

- $addToSet : like $push, but eliminates duplicates

YA



Grouping: Simple Example

Find states with population > 15M, sort by decending order

45



Grouping: Simple Example

Find states with population > 15M, sort by decending order
db.zips.aggregate( [ @

{ $group: { _id: "$state", totalPop: { $sum: "$pop" } } }, OQQ
{ $match: { totalPop: { $gte: 15000000} } }, S

{ $sort : { totalPop : -1} }

1) match after

group =
HAVING

{"_id" : "CA", "totalPop" : 29754890 }
{"_id" : "NY", "totalPop" : 17990402 }
{"_id" : "TX", "totalPop" : 16984601 }
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Grouping: Simple Example

Find states with population > 15M, sort by decending order

db.zips.aggregate( | ) |

{ $group: { _id: "$state", totalPop: { $sum: "$pop" } } },
{ $match: { totalPop: { $gte: 15000000 } } },

{ $sort : { totalPop : -1} }

1)

{" id" : "CA", "totalPop" : 29754890 } ELECT state AS id. SUM AS totalP
{""id" : "NY", "totalPop" : 17990402 } §R0|vc|: state AS id, SUM(pop) AS totalPop
(" id" : "TX", "totalPop" : 16984601 } Z1pS

3 GROUP BY state

HAVING totalPop >= 15000000
Q: what would the SQL query for this be? ORDER BY totalPop DESCENDING

47



Grouping: Multiple Attributes

db.zips.find()

_id" : "@1@22", "city" : "WESTOVER AFB", "loc" : [ -72.558657, 42.196672 1, "pop" : 1764, "state" : "MA" }
_id" : "e1@11", "city" : "CHESTER", "loc" : [ -72.988761, 42.279421 ], “"pop" : 1688, "state" : "MA" }
_id" : "@1026", "city" : "CUMMINGTON", "loc" : [ -72.905767, 42.435296 1, "pop" : 1484, "state" : "MA" }

Group by 2 attribs, Q Q
aggregate( [ giving nested id &o\) (%00

{ $group: { _id: { state: "$state", city: "$city" }, pop: { $sum: "$pop" } } }, )
{ $group: { _id: "$_id.state", avgCityPop: { $avg: "$pop" } } }
1)

>
{
{
1

Group by
Q: Guesses on what this might be doing? previously

def. id.state

Notice use of $ to
refer to previously
defined fields
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Grouping: Multiple Attributes

db.zips.find()

_id" : "@1@22", "city" : "WESTOVER AFB", "loc" : [ -72.558657, 42.196672 1, "pop" : 1764, "state" : "MA" }
_id" : "@1e11", "city" : "CHESTER", "loc" : [ -72.988761, 42.279421 ], "pop" : 1688, "state" : "MA" }

_id" : "e1e26", "city" : "CUMMINGTON", "loc" : [ -72.905767, 42.435296 ], "pop" : 1484, "state" : "MA" }

Group by 2 attribs, Q Q
aggregate( | giving nested id \o\) @00

{ $group: { _id: { state: "$state", city: "$city" }, pop: { $sum: "$pop" } } }, )
{ $group: { _id: "$_id.state", avgCityPop: { $avg: "$pop" } } }

1)

Group by
Q: Guesses on what this might be doing? previously
A: Find average city population per state def. id.state

>
{
{
{

Notice use of $ to

_ _ refer to previously
{"_id": "GA", "avgCityPop" : 11547.62210338681 } defined fields

{"_id" : "WI", "avgCityPop" : 7323.00748502994 }
{"_id": "FL", "avgCityPop" : 27400.958963282937 }
{"_id": "OR", "avgCityPop" : 8262.561046511628 }
{"_id" : "SD", "avgCityPop" : 1839.6746031746031 }
{"_id" : "NM", "avgCityPop" : 5872.360465116279 }
{"_id": "MD", "avgCityPop" : 12615.775725593667 }
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Find, for every state, the biggest city and its population

Grouping: Multiple Aggregations

P R Y

db.zips.find()

"_id" : "@1022", "city" :
"_id" : "@1011", "city" :
"_id" : "01026", "city" :

"WESTOVER AFB",

"CHESTER", "loc" :

"CUMMINGTON",

"loc" :

"loc" : [ -72.558657, 42.196672 1, "pop" :

[ -72.988761, 42.279421 ], "pop" : 168
[ -72.905767, 42.435296 ], "pop"

: 1484,

1764,
8, '"state" :
"state" : "MA" }

"state" : "MA" }

IIMAII }

aggregate( [

{ $group: { _id: { state: "$state", city: "$city" }, pop: { $sum: "$pop" } } },

{ $sort: { pop: -1}},
{ $group: { _id : "$_id.state", bigCity: { $first: "$_id.city" }, bigPop: { $first: "$pop" }}},
{ $sort : {bigPop : -1} }

1)

@QQ

&
0\

Can list multiple

aggregations
after grouping id
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Grouping: Multiple Aggregations

> db.zips.find()

{ "_id" : "@1022", "city" : "WESTOVER AFB", "loc" : [ -72.558657, 42.196672 1, "pop" : 1764, "state" : "MA" }

{ "_id" : "@1011", "city" : "CHESTER", "loc" : [ -72.988761, 42.279421 ], "pop" : 1688, "state" : "MA" }

{ "_id" : "@1026", "city" : "CUMMINGTON", "loc" : [ -72.905767, 42.435296 1, "pop" : 1484, "state" : "MA" }
Find, for every state, the biggest city and its population Q’Q

aggregate( [
{ $group: { _id: { state: "$state", city: "$city" }, pop: { $sum: "$pop" }}},
{ $sort: { pop: -1}},

{ $group: { _id : "$_id.state", bigCity: { $first: "$_id.city" }, bigPop: { $first: "$pop" }}},

{ $sort
1)

: {bigPop : -1} }

Approach:

. Group by pair of city and state, and compute population per city
. Order by population descending

. Group by state, and find first city and population per group (i.e., the highest population city)
. Order by population descending

{”_id":
{"_id":
{"_id":
{"_id":
{"_id":

{"_id":

"IL", "bigCity" : "CHICAGO", "bigPop" : 2452177 }

"NY*", "bigCity" : "BROOKLYN", "bigPop" : 2300504 }
"CA", "bigCity" : "LOS ANGELES", "bigPop" : 2102295 }
"TX", "bigCity" : "HOUSTON", "bigPop" : 2095918 }
"PA", "bigCity" : "PHILADELPHIA", "bigPop" : 1610956 }
"MI", "bigCity" : "DETROIT", "bigPop" : 963243 }

QO

&
O'K
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Grouping: Projection

> db.zips.find()
{ "_id" : "@1e22", "city" : "WESTOVER AFB", "loc" : [ -72.558657, 42.196672 1, "pop" : 1764, "state" : "MA" }
4" 1d" ¢ "910911", "city" : "CHESIER". "loc™ : [ =72.988761, 42.2796421 1, "pop" : 1688, "state™ : "MA" }
{ "_id" : "@126", "city" : "CUMMINGTON", "loc" : [ -72.905767, 42.435296 1, "pop" : 1484, "state" : "MA" }
If we wanted to nest the name of the city and population into a nested doc Can construct new
nested documents
aggregate( [ in output

{ $group: { _id: { state: "$state", city: "$city" }, pop: { $sum: "$pop" } } },

{ $sort: { pop: -1} },

{ $group: { _id : "$_id.state", bigCity: { $first: "$_id.city" }, bigPop: { $first: "$pop" } } },

{ $sort : {bigPop : -1} },
{ $project : { _id : 0, state : "$_id", bigCityDeets: { name: "$bigCity", pop: "$bigPop" } }}

1)
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Grouping: Projection

> db.zips.find()

{ "_id" : "@1022", "city" : "WESTOVER AFB", "loc" : [ -72.558657, 42.196672 1, "pop" : 1764, "state" : "MA" }

{ "_id" : "@1011", "city" : "CHESTER", "loc" : [ -72.988761, 42.279421 1, "pop" : 1688, "state" : "MA" }

{ "_id" : "@126", "city" : "CUMMINGTON", "loc" : [ -72.905767, 42.435296 1, "pop" : 1484, "state" : "MA" }
If we wanted to nest the name of the city and population into a nested doc (
aggregate(
{ $group: { _id: { state: "$state", city: "$city" }, pop: { $sum: "$pop" } } },

{ $sort: { pop: -1} 1},

{ $group: { _id : "$_id.state", bigCity: { $first: "$_id.city" }, bigPop: { $first: "$pop" } } },

{ $sort : {bigPop : -1} },

{ $Sproject : { _id : 0, state : "$_id", bigCityDeets: { name: "$bigCity", pop: "$bigPop" } } }

1)

{ "state" : "IL", "bigCityDeets" : { "name" : "CHICAGQO", "pop" : 2452177 } }

{ "state" : "NY", "bigCityDeets" : { "name" : "BROOKLYN", "pop" : 2300504 } }

{ "state" : "CA", "bigCityDeets" : { "name" : "LOS ANGELES", "pop" : 2102295 } }
{ "state" : "TX", "bigCityDeets" : { "name" : "HOUSTON", "pop" : 2095918 } }

{ "state" : "PA", "bigCityDeets" : { "name" : "PHILADELPHIA", "pop" : 1610956 } }




Unwinding Arrays

>
{
{
{ "
{
{

noqdgn

" : ObjectId("5fb59ab9f50b800678c0el97"
" : ObjectId("5fb59ab9f50b800678c0e198"
" : ObjectId("5fb59ab9f50b800678c0el99"
" : ObjectId("5fb59ab9f50b800678c0el9a"

db.inventory.find()
: ObjectId("5fb59ab9f50b800678c0el196"

"item" : "paper", "instock" : [ { "loc" :

“item" : "journal®, “instock" : [ { "loc" :
"item" : "notebook", "instock" : [ { "loc" :
lIAIl
IIAII
IlBII

"item" : "planner", "instock" : [ { "loc" :
"item" : "postcard", "instock" : [ { "loc" :

"C",

o\

: qty™ : B}, {
"qty" : 5 } 1,

"loc" : "C", "gty" : 15 } ], “"tags" : [ "blank", "red" 1, "dim" : [ 14, 21 1 }
"tags" : [ "red", "blank" 1, "dim" : [ 14, 21 1 }

, "qty" : 60 }, { "loc" : "B", "qty" : 15 } 1, "tags" : [ "red", "blank", "plain" ], "dim" : [ 14, 21 ] }
, "gqty" : 40 }, { "loc" : "B", "qty" : 5 } ], "tags" : [ "blank", "red" 1, "dim" : [ 22.85, 30 ] }

, "qty" : 15 }, { "loc" : "C", "qty" : 35 } 1, "tags" : [ "blue" 1, "dim" : [ 10, 15.25 ] }

Unwind expands an array by
constructing documents one per
element of the array

aggregate( [
{ $unwind : "$tags" },
{ $project : {_id : 0, instock: 0}}

1)

{ "item" :
{ "item" :
{ "item" :
{ "item" :
{ "item" :
{ "item" :
{ "item" :
{ "item" :
{ "item" :
{ "item" :

“journal”, "tags" : "blank”, "dim" : [ 14, 21 ]}
"journal”, "tags" : "red", "dim" :[14,21]}
"notebook”, "tags" : "red", "dim" :[14,21]}
"notebook", "tags" : "blank", "dim" : [ 14, 21]}
"paper”, "tags" : "red", "dim" : [ 14, 21]}
“paper”, "tags" : "blank", "dim" : [ 14,21 ]}
"paper”, "tags" : "plain”, "dim" : [ 14, 21]}
"planner”, "tags" : "blank", "dim" : [ 22.85, 30 ] }
“planner”, "tags" : "red", "dim" : [22.85, 30 ]}
"postcard”, "tags" : "blue", "dim" : [ 10, 15.25]}
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Unwind: A Common Template

> db.inventory.find()

"_id" : ObjectId("5fb59ab9f50b800678c0el196" "item" : "journal", "instock" : [ { "loc" : "A", "gqty" : 5}, { "loc" : "C", "qgty" : 15 } 1, "tags" : [ "blank", "red" 1, "dim" : [ 14, 21 1 }
"item" : "notebook", "instock" : [ { "loc" : "C", "gqty" : 5 } ], "tags" : [ "red", "blank" ], "dim" : [ 14, 21 1 }
"item" : "paper", "instock" : [ { "loc" : "A", "qty" : 60 }, { "loc" : "B", "qty" : 15 } ], "tags" : [ "red", "blank", "plain" ], "dim" : [ 14, 21 ] }
"item" : "planner", "instock" : [ { "loc" : "A", "qty" : 40 }, { "loc" : "B", "qty" : 5 } ], "tags" : [ "blank", "red" 1, "dim" : [ 22.85, 30 ] }
"item" : "postcard", "instock" : [ { "loc" : "B", "qty" : 15 }, { "loc" : "C", "qty" : 35 } 1, "tags" : [ "blue" 1, "dim" : [ 10, 15.25 ] }

{

{ "_id" : ObjectId("5fb59ab9f50b800678c0e197"
{ "_id" : ObjectId("5fb59ab9f50b800678c0e198"
{ "_id" : ObjectId("5fb59ab9f50b800678c0e199"
{ "_id" : ObjectId("5fb59ab9f50b800678c0el%a"

Q: Find sum of qtys across items?
A common recipe in MQL queries is to unwind and then group by

aggregate( [
{ $unwind : "$instock" },
{ $group : {_id : "$item", totalgty : {$sum : "Sinstock.qty"}}}

1)

{"_id" : "notebook", "totalqty" : 5}
{"_id" : "postcard", "totalqty" : 50 }
{"_id" : "journal", "totalqty" : 20 }
{"_id" : "planner", "totalqty" : 45}
{"_id" : "paper", "totalgty" : 75 }



Looking Up Other Collections

> db.inventory.find()
{ "_id" : ObjectId("5fb59ab9f50b800678c0e196"), "item" : "journal", "instock" : [ { "loc" : "A", "gty" : 5 }, { "loc" : "C", "gty" : 15 } 1, "tags" : [ "blank", "red" 1, "dim" : [ 14, 21 1 }
{ "_id" : ObjectId("5fb59ab9f50b800678c0el197"), "item" : "notebook", "instock" : [ { "loc" : "C", "qty" : 5 } 1, "tags" : [ "red", "blank" ], "dim" : [ 14, 21 1 }
{ "_id" : ObjectId("5fb59ab9f50b800678c0e198"), "item" : "paper", "instock" : [ { "loc" : "A", "qty" : 60 }, { "loc" : "B", "qty" : 15 } ], "tags" : [ "red", "blank", "plain" ], "dim" : [ 14, 21 ] }
{ "_id" : ObjectId("5fb59ab9f50b800678c0e199"), "item" : "planner", "instock" : [ { "loc" : "A", "qty" : 40 }, { "loc" : "B", "qty" : 5 } ], "tags" : [ "blank", "red" 1, "dim" : [ 22.85, 30 ] }
{ "_id" : ObjectId("5fb59ab9f50b800678c0el9a"), "item" : "postcard", "instock" : [ { "loc" : "B", "gqty" : 15 }, { "loc" : "C", "qty" : 35 } 1, "tags" : [ "blue" 1, "dim" : [ 10, 15.25 ] }
{ $lookup: {

from: <collection to join>,
localField: <referencing field>,
foreignField: <referenced field>,
as: <output array field>

1}

For each document:

- find documents in other coll that join (equijoin)
* |ocal field must match foreign field

» place each of them in an array

Thus, a left outer equi-join, with the join results
stored in an array

Can do “self-join” to find other items located in the
same location



Looking Up Other Collections

> db.inventory.find()
{ "_id" : ObjectId("5fb59ab9f50b800678c0e196"), "item" : "journal", "instock" : [ { "loc" : "A", "gty" : 5 }, { "loc" : "C", "gty" : 15 } 1, "tags" : [ "blank", "red" 1, "dim" : [ 14, 21 1 }
{ "_id" : ObjectId("5fb59ab9f50b800678c0el197"), "item" : "notebook", "instock" : [ { "loc" : "C", "qty" : 5 } 1, "tags" : [ "red", "blank" ], "dim" : [ 14, 21 1 }
{ "_id" : ObjectId("5fb59ab9f50b800678c0e198"), "item" : "paper", "instock" : [ { "loc" : "A", "qty" : 60 }, { "loc" : "B", "qty" : 15 } ], "tags" : [ "red", "blank", "plain" ], "dim" : [ 14, 21 ] }
{ "_id" : ObjectId("5fb59ab9f50b800678c0e199"), "item" : "planner", "instock" : [ { "loc" : "A", "qty" : 40 }, { "loc" : "B", "qty" : 5 } ], "tags" : [ "blank", "red" 1, "dim" : [ 22.85, 30 ] }
{ "_id" : ObjectId("5fb59ab9f50b800678c0el9a"), "item" : "postcard", "instock" : [ { "loc" : "B", "gqty" : 15 }, { "loc" : "C", "qty" : 35 } 1, "tags" : [ "blue" 1, "dim" : [ 10, 15.25 ] }

{ $lookup: { f _ o db.inventory.aggregate( |

rom: <collection to join>, { $lookup : {from : "inventory", localField: "instock.loc",

localField: <referencing field>,
foreignField: <referenced field>,
as: <output array field>

}) 1)

foreignField: "instock.loc", as:"otheritems"}},
{ $project : {_id : 0, tags : 0, dim : O}

{ llitemll : lljournalll, Ilinstockll : [{ "|OC" : IIAII, llqtyll : 5 }’ { Illocll : IICII, Ilqtyll

For each document: :15}], "otheritems" : [

*  find documents in other coll that join (equijoin) {" id" : Objectld("5fb6f9605059460227d3c24"), "item" : "journal",
* |ocal field must match foreign field instock” : [ { "loc” : "A", "qty" : 5}, { "loc" : "C", "qty" : 15} ],
» place each of them in an array "tags" : [ "blank”, "red" ], "dim" : [ 14, 211},
{"_id" : Objectld("5fb6f9605f0594e0227d3¢c25"), "item" :
Thus, a left outer equi-join, with the join results “notebook”, "instock” : [{ "loc” : "C", "qty" : 5 }], "tags" : [ "red",
stored in an array "blank® ], "dim* : [ 14, 21]},

{"_id" : Objectld("5fb6f9605f0594e0227d3c26"), "item" : "paper",

Can do “self-join” to find other items located in the ngtso‘:k[ i 'oilamf‘;gn ]??gi { '°F142|31 .] }qty :15}],

same location
1}

And many other records!




Some Rules of Thumb when Writing Queries

- $project is helpful to construct or deconstruct nestings (in addition
to removing fields or creating new ones)

«  $group is helpful to construct arrays (using $push or $addToSet)
« $unwind is helpful for unwinding arrays

«  $lookup is our only hope for joins. Be prepared for a mess. Lots of
$project needed
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MongoDB Query Language — Updates

Input = collections, output = collections

Three main types of queries in the query language
* Retrieval: Restricted SELECT-WHERE-ORDER BY-LIMIT type queries
« Aggregation: A bit of a misnomer; a general pipeline of operators
* (Can capture Retrieval as a special case
« But worth understanding Retrieval queries first...
 Updates

All queries are invoked as
» db.collection.operationi(...).operation2(...)...
 collection: name of collection

* Unlike SQL which lists many tables in a FROM clause, MQL is centered around
manipulating a single collection
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Update Queries: InsertMany

[Insert/Delete/Update] [One/Many]

Many is more general, so we’ll discuss that instead

db.inventory.insertMany(

{ item:
{ item:
{ item:
{ item:
{ item:

1);

"journal", instock: [ { loc: "A", gty: 5}, {loc: "C", qty: 15 }], tags: ["blank", "red"], dim: [ 14, 21 ] },
"notebook", instock: [ { loc: "C", qty: 5 }], tags: ["red", "blank"], dim: [ 14, 21 ]},

"paper", instock: [ { loc: "A", qty: 60 }, { loc: "B", qty: 15} ], tags: ["red", "blank", "plain"], dim: [ 14, 21 ]},
"planner”, instock: [ { loc: "A", qty: 40 }, { loc: "B", qty: 5 } ], tags: ["blank", "red"], dim: [ 22.85, 30 ] },
"postcard", instock: [ {loc: "B", gty: 15}, {loc: "C", qty: 35 }], tags: ["blue"], dim: [ 10, 15.25] }
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Update Queries: InsertMany

[Insert/Delete/Update] [One/Many]

Many is more general, so we’ll discuss that instead

db.inventory.insertMany(

{ item:
{ item:
{ item:
{ item:
{ item:

1);

"journal", instock: [ { loc: "A", gty: 5}, {loc: "C", qty: 15 }], tags: ["blank", "red"], dim: [ 14, 21 ] },
"notebook”, instock: [ { loc: "C", qty: 5} ], tags: ["red", "blank"], dim: [ 14, 21 ]},

"paper", instock: [ { loc: "A", qty: 60 }, { loc: "B", qty: 15} ], tags: ["red", "blank", "plain"], dim: [ 14, 21 ]},
"planner”, instock: [ { loc: "A", qty: 40 }, { loc: "B", qty: 5 } ], tags: ["blank", "red"], dim: [ 22.85, 30 ] },
"postcard", instock: [ {loc: "B", gty: 15}, {loc: "C", qty: 35 }], tags: ["blue"], dim: [ 10, 15.25] }

Several actions will be taken as part of this insert:

«  Will create inventory collection if absent [No schema specification/DDL needed!]
*  Will add the _id attribute to each document added (since it isn’t there)

* _id will be the first field for each document by default
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Update Queries: UpdateMany

>
{
{
{
{
{

db.inventory.find({}, {_id:0})

"item"
"item" :
"item" :
"item" :
item" :

: "journal", "instock" : [ { "loc" : "A", "qgty" : 5 }, { "loc" : "C", "qty" : 15 } 1, "tags" : [ "blank", "red" 1, "dim" : [ 14, 21 ] }
"notebook", "instock" : [ { "loc" : "C", "qty" : 5 } 1, "tags" : [ "red", "blank" 1, "dim" : [ 14, 21 1 }

"paper", "instock" : [ { "loc" : "A", "qty" : 60 }, { "loc" : "B", "qty" : 15 } 1, "tags" : [ "red", "blank", "plain" 1, "dim" : [ 14, 21 1 }
"planner", "instock" : [ { "loc" : "A", "qty" : 40 }, { "loc" : "B", "qty" : 5} 1, "tags" : [ "blank", "red" 1, "dim" : [ 22.85, 30 ] }
"postcard", "instock" : [ { "loc" : "B", "gty" : 15 }, { "loc" : "C", "qty" : 35 } 1, "tags" : [ "blue" 1, "dim" : [ 10, 15.25 ] }

Syntax: updateMany ( {<condition>}, {<change>})
db.inventory.updateMany (

{"dim.0": { $It: 15} },

{ $set: { "dim.0": 15, status: "InvalidWidth"} }
) // if any width <15, set it to 15 and set status to InvalidWidth.
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Update Queries: UpdateMany

> db. 1nventory find({}, {_id:0})
{ "item" "journal", "instock" : [ { "loc" : "A", "qty" : 5 }, { "loc" : "C", "qty" : 15 } 1, "tags" : [ "blank", "red" 1, "dim" : [ 14, 21 ] }
{ "item" : "notebook", "instock" : [ { "loc" : "C", "qty" : 5} 1, "tags" : [ "red", "blank" 1, "dim" : [ 14, 21 1 }
{ "item" : "paper", “instock“ : [ { "loc" : "A", "gty" : 60 }, { "loc" : "B", "qty" : 156 } 1, "tags" : [ "red", "blank", "plain" 1, "dim" : [ 14, 21 1 }
{ "item" : "planner", "instock" : [ { "loc" : "A", "gty" : 40 }, { "loc" : "B", "qty" : 5} 1, "tags" : [ "blank", "red" 1, "dim" : [ 22.85, 30 1 }
{ "item" : "postcard", "instock" : [ { "loc" : "B", "qty" : 156 }, { "loc" : "C", "qty" : 35 } 1, "tags" : [ "blue" 1, "dim" : [ 1@, 15.25 ] }
Syntax: updateMany ( {<condition>}, {<change>})
db.inventory.updateMany (
1l : 1. .
{"dim.0": { $It: 15} },
. ] H 1., - 1 H H 1
{ $set: { "dim.0": 15, status: "InvalidWidth"} }
) // if any width <15, set it to 15 and set status to InvalidWidth.
> db. 1nventory find({}, {_1d:0})
{ "item" "journal", "instock" : [ { "loc" : "A", "gty" : 5}, { "loc" : "C", "gty" : 15 } 1, "tags" : [ "blank", "red" 1, "dim" : [ 15, 21 ], "status" : "Invalidwidth" }
{ "item" : "notebook", "instock" : [ { "loc" : "C", "qgty" : 5 } 1, "tags" : [ "red", "blank" 1, "dim" : [ 15, 21 ], "status" : "Invalidwidth" }
{ "item" : "paper", "instock" : [ { "loc" : "A", "gty" : 60 }, { "loc" : "B", "qty" : 15 } 1, "tags" : [ "red", "blank", "plain" ], "dim" : [ 15, 21 ], "status" : "Invalidwidth" }
{ "item" : "planner", "instock" : [ { "loc" : "A", "qty" : 40 }, { "loc" : "B", "qty" : 5 } 1, "tags" : [ "blank", "red" ], "dim" : [ 22.85, 30 1 }
{ "item" : "postcard", "instock" : [ { "loc" : "B", "gty" : 15 }, { "loc" : "C", "gty" : 35 } ], "tags" : [ "blue" ], "dim" : [ 15, 15.25 1, "status" : "Invalidwidth" }

Analogous to: UPDATE R SET <change> WHERE <condition>
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MongoDB: Summary

Bottomline:

MongoDB has now evolved into a mature "DBMS" with some different
design decisions, and relearning many of the canonical DBMS lessons

MongoDB has a flexible data model and a powerful (if confusing) query
language.

Many of the internal design decisions as well as the query & data model
can be understood when compared with DBMSs

 DBMSs provide a "gold standard"” to compare against.

* In the wild you’ll encounter many more NoSQL systems, and you’ll
need to do the same analysis!
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