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Problem Statement

Let C' denote the largest constant for which one has

—1/2<t<1/2

1/4 2
max /I;f(t —z)f(z)dz > C ( B f(:c)da:)

for all non-negative f: R — R. Whatis C?

Comments
Upper bounds for C'
| Bound ” Source H Date
/2 = 1.57059)Schinzel-Schmidt 2002
1.50992 Matolcsi-Vinuesa 8 Jul 2009
1.5032 Georgiev-Gomez-Serrano-Tao-Wagner [Colab 1] [Colab 2] |14 May 2025
Lower bounds for C'
| Bound ” Source H Date ‘

i1 | Trivial |

1182778 Martin-O'Bryant 30 Sep 2004
1.262  |Martin-O'Bryant |1 Apr2009 |
1.2748 |Matolcsi-Vinuesa 8 Jul 2009 |

See also Damek Davis's meta-analysis of this problem.

Resources

(] Explore in Google Colab

[ See Section 6.2 in "Mathematical Exploration and Discovery at Scale" paper
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Disclaimer

This talk focuses on “what FMs are”,

not on “how they work”
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Visual Perception

Abstract Perception
“what” (high-level, conceptual)

Dense Perception
“where” (low-level, spatial)

J

~Q
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Abstract Perception

Abstract Perception
“what” (high-level, conceptual)

Dense Perception
“where” (low-level, spatial)

JU|

~Q
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Abstract Perception

Embed
ding
S

Vision Encoder

M_.
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Abstract Perception

kelpie
Class
Bird
Ball |<— Eg.‘bed
Car s

Vision Encoder

M_.



Abstract Perception

kelpie

Class

Bird
Ball ” Embed

£ ding

Vision Transformer (ViT)

0 0800 ) ©) ) €

[ Llnear PrOJectlon of Flattened Patches

o
N —>
K .-..-....

Dosovitskiy et al. An Image is Worth 16x16 Words: Transformers for Image Recognition at Scale. ICLR 2021.
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Visual

Semantic

Abstract Perception

Abstract Perception
“what” (high-level, conceptual)

Dense Perception
“where” (low-level, spatial)

J

~Q
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Visual

Semantic

Abstract Perception - Visual Cue

Abstract Perception Dense Perception
“what” (high-level, conceptual) “where” (low-level, spatial)
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Visual Cue: Self-Supervised Learning (e.g., DINO)

dataset (no labels)

model

pretext
task

features
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Visual Cue: Self-Supervised Learning (e.g., DINO)

Standard for Image Encoder:

iy
ﬁ:‘—- Model » q
_-"‘ \ x‘ *
=

Siméoni et al. DINOV3. arXiv 2025.



Visual

Semantic

Abstract Perception - Semantic Cue

Abstract Perception Dense Perception
“what” (high-level, conceptual) “where” (low-level, spatial)

Self-Supervised Learning (e.g., DINO)
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Semantic Cue: Vision-Language Model (e.g., CLIP)

pepper the Text

aussie pup Encoder
Image
Encoder

Radford et al. Learning Transferable Visual Models From Natural Language Supervision. ICML 2021.
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of Visual and Semantic Cues

|

[ Language Model

[ =

CLIP O|[ DINOO)| (<o \
Adapter Adapter How many eyes can

you see in this image?
(a) 1 (b) 2°

g

Tong et al. Eyes Wide Shut? Exploring the Visual Shortcomings of Multimodal LLMs. CVPR 2024.

<image>

Encoder || Encoder




Visual

Semantic

Dense Perception

Abstract Perception
“what” (high-level, conceptual)

Self-Supervised Learning (e.g., DINO)

Vision-Language Model (e.g., CLIP)

Dense Perception
“where” (low-level, spatial)

JU|

~Q
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Dense Perception

segmentation

optical flow
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1. Spatialization of Abstract Perception

Figure 3: High-resolution dense features. We visualize the cosine similarity maps obtained with DI-
NOv3 output features between the patches marked with a red cross and all other patches. Input image at
4096 x4096. Please zoom in, do you agree with DINOv3?

26



2. Dense Supervision (e.g., SAM)

Carion et al. SAM 3: Segment Anything with Concepts. arXiv 2025.



2. Dense Supervision (e.g., SAM)

Lin et al. Depth Anything 3: Recovering the Visual Space from Any Views. arXiv 2025.
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Visual

Semantic

Summary of Part I: Visual Perception

Abstract Perception
“what” (high-level, conceptual)

Self-Supervised Learning (e.g., DINO)

Vision-Language Model (e.g., CLIP)

Dense Perception
“where” (low-level, spatial)

J

~Q

1. Spatialization of Abstract Perception

2. Dense Supervision (e.g., SAM)
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DINO, CLIP, SAM, etc.
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Language Understanding

Text Embedding

¢

Text Encoder

7\ A\ A\
1
[CLS] Tok 1 Tok 2 Tok N

Sentences

Delvin et al. BERT: Pre-training of Deep Bidirectional Transformers for Language Understanding. NAACL 2019.



Language Understanding

Class

(e.g., sentiment) Text Embedding

¢

Text Encoder

7\ A\ A\
1
[CLS] Tok 1 Tok 2 Tok N

Sentences

Delvin et al. BERT: Pre-training of Deep Bidirectional Transformers for Language Understanding. NAACL 2019.



Language Understanding

Self-Supervised Learning (e.g., BERT)

E[CLS] E, E, Ey
N PN P
I
[CLS] Tok 1 Tok 2 Tok N
|
Sentences

Delvin et al. BERT: Pre-training of Deep Bidirectional Transformers for Language Understanding. NAACL 2019.
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Language Generation

= Repetition of

we want the model
to predict this

l

Training example: I saw a caf

Model prediction: p(*|I saw a) Target
0
0
0

— <— cat —>

oooo-H

Brown et al. Language Models are Few-Shot Learners. NeurlPS 2020.
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Language Generation

IN practice, + + (alignment / reasoning)

we want the model
to predict this

l

Training example: I saw a caf

Model prediction: p(*|I saw a) Target
0
0
0

— <— cat —>

oooo-H

Brown et al. Language Models are Few-Shot Learners. NeurlPS 2020.
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In-Context Learning (ICL): New Paradigm of FM

In addition to the task description, the model sees a few
examples of the task. No gradient updates are performed.

Translate English to French: task description
sea otter => loutre de mer examples
peppermint => menthe poivrée

plush girafe => girafe peluche

cheese => prompt

Brown et al. Language Models are Few-Shot Learners. NeurlPS 2020.



In-Context Learning (ICL): New Paradigm of FM

BERT

Pretrained
Model

Sentiment
Model

.

N

News
Model

Finetune

. positive
. hegative

. ScCience
. politics

GPT

Zero-shot
model

Brown et al. Language Models are Few-Shot Learners. NeurlPS 2020.

. positive

_~7 . negative
\‘. science

. politics

direct use
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Understanding c Generation

Text —

Regu

Model B Class 1
Class 2
ar classification

To which category
does the text belong? |
Class1 Class 2

Text

GPT-2

—»Class 1

Proposed method
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Perception Generation Action
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DINO, CLIP, SAM, etc.
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LLM + Visual Perception?

Perception Generation Action

F g £
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Qwen-2

LLM

Language Response %

[Language Model f

]

?fﬂr{ A

-~ language Instruction

—
—
_——

Liu et al. Visual Instruction Tuning. NeurlIPS 2023.
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Multimodal LLM

Language Response %

|
|,

Qwen-2 ] i \Language Model f
’ OO OO0
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Liu et al. Visual Instruction Tuning. NeurlPS 2023.
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Multimodal LLM: Visual Reasoning

-

What is the brand,
model, and
estimated year of
this car?

\

(The brand is Aston\

Martin, the model

@emlnb

Liu et al. Visual Instruction Tuning. NeurlIPS 2023.

is Virage, and the
estimated year is

K 2011.

J

45



Vision

Language

Summary of Part Il: Multimodal LLM

Perception

(o)
@J

Visual Perception

c MLLM

Lang. Understanding

c MLLM

Generation

o°
o
oé

Lang. Generation

c MLLM

Action

(=

46



Vision

Language

Perception

(o)
@J

Visual Generation

Generation

o°
o
oé

Action

(=

47



ing

Diffusion / Flow Matchi

Current Standard

Process
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ffus

Forward D

Process

Ising

Reverse Deno

48

Esser et al. Scaling Rectified Flow Transformers for High-Resolution Image Synthesis. arXiv 2024.



... + 1-Step Distillation

Geng et al. Mean Flows for One-step Generative Modeling. Neur|PS 2025.
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Pretty Image / Video / 3D Generation




More Than... Pretty Image / Video / 3D Generation




1. Physics Emerges from Visual Generation

Nominal OoOoD Safety

Pollcy rollout

X

‘ 7 v ', g ¥ 2 ;:'1 34
..... J g . World model x

CON S —

‘\.‘

“Close the laptop lid” Generated frames X Unsafe

Devin et al. Evaluating Gemini Robotics Policies in a Veo World Simulator. arXiv 2025.
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Perception - superresolution
£ ll. . = 3

|

2. ICL Emerges from Visual Generation

Perception - conjunctive search / binding problem

= c e i S : - = I = |
. " - { - 3 T :

Reasoning - rule extrapolation

Wiedemer et al. Video models are zero-shot learners and reasoners. arXiv 2025.

e —

— |
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3. Reasoning Emerges from Visual Generation

Physics 222, Modern Physics, Exam 2
NAME

You are graded on your work, with partial credit where it is deserved.

Please be clear and well-organized in all your steps.

1. (15) Show that
()= (_—-lp,rm(,—iElih
satisfies the time-dependent Schrodinger equation for a free particle

(J‘P(\ t) W ¥(xr)

o 2m ot

and obtain the energy E in terms of the momentum p

(b) (5) Is this wave traveling 1 the positive or the negative x direction? Explain.

Gewmini Nano Banana Pro

—
—

Physics 222, Modern Physics, Exam 2 .
NAME, A/CX SmrﬂL

You are graded on your work, with partial credit where it is deserved.

Please be clear and well-organized in all your steps.

1. (15) Show that
W(xg)=e ipxIh ,-iEtih e'i(P"’Et)/h
satisfies the time-dependent Schrodinger equation for a free particle

a‘i‘(tl) ia:‘l’(r,l)
ot 2m  ?

and obtain the energy E in terms of the momentum p.

—i(px+ 2
B e IR (R
= I.h (_ .E) -i(px+Et)/h " ‘hz P =—-—2( _LI
=-PEY=E¥Y v % T2m ax* | 2m\ W
o o T
RHS~ _2_m- aX" 2m
Y _ 9 [ -ilpx+Et)/w] _ —ip Set LHS = RHS:
ax-ax[e ] h\y E\}’=-Bf—‘¥
¥ _ 2 [(-ip)y] = =ip 3¥ =
oxz  ox [( %\E)\I/] T h 9x Since ¥ #0,
(AL T b
( h)( h) h'\y E 2m | QED.

(b) (5) Is this wave traveling in the positive or the negative x direction? Explain.
The wave function is ¥(x,t) = e PxE/h
The phase is ¢=—g%§t—).
For a point of constant phase, %%' 20
(px+Et) o= p( )+E 0

dx _ _E
ve|oc_|’fy Ny M

Since E= -L >0, ond assuming p>0 (momentum maﬂni‘h;de),

Vs -—E- is ne5a+|ve

Therefore, +|ne wave is +rave|m3 in the |negative x dlred’lonl

)\y

https://x.com/karpathy/status/1992655330002817095/photo/1
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Diffusion
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Unified Multimodal Models

cute || cat . ||<BOI> |. . !ﬁ S“ What| | color|| is its || nose ?
F N T F y A F N F F 3 A A A F Y
Transformer
1 1 1 Tt 1t 1 1
A cute cat . i‘ <EOI> What color is its nose

Zhou et al. Transfusion: Predict the Next Token and Diffuse Images with One Multi-Modal Model. ICLR 2025.




Unified Multimodal Models

U-Net Up

U-Net Down

T
cute || cat <BOI> ------- |. - E@C | [wiatl [ cotor I: w
1 T k £t i T ! 1 1 Linear or
t
Transformer Transf?nﬂer
T T T T T T T T T T T Linear or Q
A cute cat . 4 f‘; <EOI> What

MNoising
VAE Encoder

fe

Zhou et al. Transfusion: Predict the Next Token and Diffuse Images with One Multi-Modal Model. ICLR 2025.

59



Unified Model:

Input Generated Response
Maze
c Action Sequence: c . c c c
D D .
Lz‘ Go left. Go left. Go Go left. °| T | Go left. - I—I‘ Go up. |_L_j Go left. °| A Go up. L_T‘ The answer is D.
8 | | up. Go left. Go up. g| — 8| ~—— B | b—— ;[_L__._. 8 |
MiniBehavior

Action Sequence: . . . . . ) .
Goright. Carrying: None. Go right. Carrying: None. Pick up Carrying: printer. Go left

Go right. Go right.
Pick up. Go left.

Go left. Go up.
Drop. Carrying: printer. Go left. Carrying: printer. Go up. Carrying: printer. Drop. Carrying: None.
Action Success.
FrozenLake
Y Action Sequence: e R F e N Q.0
& : Go down. Go down " . & .
7] 717 N ’ Godown. ¢ €202 Godown. £ @ Goright. £ % T Action Failed: Fallinto the Hole.
o Go right. Go right. = P P
Go up. Go left. Go
left.

Li et al. Imagine while Reasoning in Space: Multimodal Visualization-of-Thought. arXiv 2025.



Unified Model:

REED-VAE

Mask-guidance: Example-guidance:

Text-guidance: External edit:
“Make it a sunset.” Increase Saturation + “sailboat” Vanilla-VAE

61

Amog et al. REED-VAE: RE-Encode Decode Training for Iterative Image Editing with Diffusion Models. arXiv 2025.
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Multimodal Models + Action

Perception Generation Action

F W &
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Vision

Language

Vision-Language-Action (VLA)

Perception Generation Action

F g £
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Vision-Language (VL )

Vision & Language

Output
3
Llama 2 7B ]
Input Image AoV O o oo
St ottt ottt ot
. ) Q MLP Projector | [ Llama Tokenizer J
Put eggplant| . :
{ in bow!” by L7 | SigLIP | .[
Language Instruction I t

» “What should the robot do to {task}? A:”

Kim et al. OpenVLA: An Open-Source Vision-Language-Action Model. arXiv 2024.



Input Image

“Put eggplant
in bow!”

Language Instruction

Vision-Language-Action (VLA)

( Action De-Tokenizer J

t

tt

O O

3
? Llama 2 7B

|

@ Jo Jo No o Moo Nos oo NasNaw
T

@ MLP Projector | [ Llama Tokenizer J
Dinov2 |( SigLIP |

o : I

» “What should the robot do to {task}? A:”

Kim et al. OpenVLA: An Open-Source Vision-Language-Action Model. arXiv 2024.

:

Ax
AG

| AGrip|

7D Robot
Action

s
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pre-training data
Visual Q&A,

Captioning, Text to @g
Image/Video...

robot demonstrations

A L
™ | A

action-less videos

ﬁ n ;

Unified Model + VLA - Visual CoT

execute actions

- CoT-VLA
Causal & Full-Attention J iy
! ,,—T—\ A,_T_\ =V X — —V V<
000 000 »

L “Pick up carrot” J

capture new observations

) oo m et AT e AR R R AR R R R R AR R R R R AR AR RN R R R R R AR RN AR R R R AR RN EEENEEREEENERREEAEEERETEEEEREETETEEERERr
closed-loop control cycle

Zhao et al. CoT-VLA: Visual Chain-of-Thought Reasoning for Vision-Language-Action Models. CVPR 2025.
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“flip pot
upright”

“put the

bowl in the - ‘

bottom
drawer and
close it”

Initial States

Unified Model + VLA - Visual CoT

v

Generated Goal States (Visual CoT reasoning)

Zhao et al. CoT-VLA: Visual Chain-of-Thought Reasoning for Vision-Language-Action Models. CVPR 2025.

Final States

68



VLA Is More Than Just Adding an Action Decoder

from Dynamic Environment

Observation

Action
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VLA Is More Than Just Adding an Action Decoder

from Dynamic Environment

Real-World Data

(through widespread
deployments)

: 77:" .
o

Real-World Data A
‘k ]" \(I s

Synthetic Data
4 | Synthetic Data

(turbocharged by
generative Al)

@ YouTube @ reddit

¥
Crawl i

\Jgi,/ WIKIPEDIA
The Free Encyclopedin

/[' 1\

Web Data

Crawl
Web Data
(growing but dwarfed by
the other two)

0
3 Youlube - 9

The Present The Future

Yuke Zhu. Data Pyramid and Data Flywheel for Robotic Foundation Models. Talk 2024.
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Summary of Part IV: Unified VLA
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Visual Perception

— VLA

Lang. Understanding

— VLA

Generation
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Visual Generation

— VLA

Lang. Generation

— VLA

Action
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Action

(from Interactive and
Dynamic Env.)

— VLA
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