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01
Motivation



Can you answer this — from a single photo?

How many apples are in this 
scene?

Is anything hidden inside the 
container?

Which flower is closer to the 
table?

A fixed viewpoint underdetermines the answer. The information is insufficient in the pixels.
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Each question needs an action, not just a look

• Count under occlusion:  move around the pile to separate merged / hidden instances
• Hidden containment:  open the box and look inside, the state is not visible
• Metric Comparison: shift viewpoint sideways to break forced-perspective distortion

Core idea

The hard part is not perception — it is knowing which action yields the missing information.
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Perception is perceptually-guided action

• Cognitive science (Gibson; O'Regan & Noë): 
perceiving is an activity, not passive reception.

• What we see is governed by how observations 
change as a function of our actions.

• Spatial intelligence concerns not only what is seen, 
but what is unseen.

• Latent structure — occlusion, dynamics, 
containment, function — must be revealed by acting.

“Knowing which actions elicit 
informative sensing is often harder 
than sensing itself.”
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From observer to actor

Passive sensing
oracle observations are given; the agent only reads 
them

Active acquisition
the agent decides which observations are worth 
acquiring

Three shifts this reframing forces:

01
Sensing → competence
Not just what can be perceived,

but which embodied abilities to

deploy to solve the task.

02
Selective sensing
Prioritize task-relevant

information over redundant or

uninformative inputs.

03
Resolving ambiguity
Reason through misleading

views to infer hidden structure

and physical constraints.
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02
The Benchmark



What exactly ESI-Bench has targeted?
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Benchmark setups

Each task in ESI-Bench: 𝑺, 𝒑𝟎, 𝒒, 𝒚∗

• 𝑆 = 3D scene instantiated from BEHAVIOR-1k
• 𝑝# = agent’s initial pose
• 𝑞 = natural-language question
• 𝑦∗ = ground-truth answer

Environment: 𝑬 = 𝑺, 𝑨, 𝑶, 𝑻
• 𝑆 = 3D scene instantiated from BEHAVIOR-1k
• A = action space
• O = egocentric observation space
• T = transition function from 𝑆	×𝐴 to 𝑆
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Given (𝑺, 𝒑𝟎, 𝒒), the agent
1. receives observation o$ at each timestep
2. issues action a$ (e.g., move, rotate, 

interact)
3. induces a trajectory 𝜏 = 𝑜#, 𝑎#, 𝑜%, 𝑎%, …
4. repeats it until committing to a final 

answer =𝑦 with confidence c (within 
budget 30)



Benchmark setups: action space and trajectory example
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Task construction details
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Task Categories and Statistics
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3081 tasks across 10 categories and 29 subcategories



What each task demands

Each category requires a distinct combination of locomotion, perception, and manipulation — not 
perception alone.
Category definitions (left) and the embodied action types each requires (right)  (Fig. 3).
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03
Experimental Results



Evaluation Setup
Evaluate models across 4 paradigms, organized by degree of action and perceptual access 
granted to the agent

1. Passive Single-View
• Provide a single fixed observation from the initial pose
• Identical setting to existing spatial benchmarks

2. Passive Multi-View
• Set of 30 views along a randomly-sampled trajectory starting at the initial pose in the 

scene
• Simulate exhaustive passive scene coverage without any agent active action or viewpoint

3. Active Exploration
• Place the agent the initial pose with full access to the action space
• Require it to gather evidence through deliberate movement and interaction

4. Ground-Truth Passive
• Provide the sequence of views redarned from GT action trajectory
• Serve as an oracle ablation separating perception errors from action errors
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Used Models
2 families of models: VLM only & 3D scene representations + VLM

1. 2D Vision-Language Models (VLMs): give egocentric visual observations as input
• GPT-5
• Gemini 3.1

2. 3D-augmented VLMs: 3D scene representations are reconstructed from multi-view 
observations via VGGT, and scene graphs from reconstructed result are fed to VLM
• VGGT + Gemini 3.1
• GT-3D + Gemini 3.1

3. Cf) Human performance
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Experimental Results
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Q1: What Really Holds Spatial Intelligence 
Back: Seeing or Acting?

1. Active exploration beats passive 
observation by a large margin, and agents 
discover spatial strategies with no 
instruction. 

2. More passive images ≠ more signal: 30 
random views barely help, sometimes hurt.

3. Most failures are "action blindness," not 
weak perception: bad actions yield bad 
views, which cascade into worse actions.

4. But for some tasks, perception itself is the 
hard limit that no action can fix. 



Experimental Results (cont’d)
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Q2: When does 3D help, and when does it hurt?

1. Accurate (ground-truth) 3D helps a lot, 
resolving ambiguities hard to infer from 2D.

2. But imperfect, reconstructed 3D is actively 
harmful — worse than 2D.
• Why: noisy reconstruction distorts fine-

grained spatial relations, so the LLM 
reasons over a corrupted scene graph.

3. 3D augmentation is a high-variance 
strategy that amplifies both successes and 
failures.



Experimental Results (cont’d)

15 / 19

Q3: How Far are Models from Human-level 
Reasoning?

1. Humans far exceed models, even when 
models are given the right views.

2. Humans show epistemic caution: they 
gather more evidence, seek viewpoints that 
could falsify their hypothesis, and lower 
confidence under ambiguity.

3. Models commit prematurely and 
overconfidently and repeat the same 
direction — gathering redundant, not 
informative, views.

4. The core gap is epistemic calibration — 
anchoring to first impressions without belief 
revision — which is distinct from perception 
and not closed by a better encoder or more 
steps.



Qualitative Study
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04
Conclusion & Takeaways



What this means for embodied AI

01
Action for perception

The frontier is not better

passive perception, but learning

which actions yield information.

02
Metacognition matters

Agents need to know when they

don't know — to seek falsifying

views and revise beliefs.

03
A testbed, not a fix

ESI-Bench measures the gap;

closing it likely needs new

training objectives, not just scale.

Benchmarks that close the perception–action loop turn ‘spatial reasoning’ into a problem about acting 
under uncertainty.
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Limitations & open questions

What ESI-Bench does not settle

• Evaluation is simulation-based (OmniGibson); 
sim-to-real transfer of these gaps is untested.

• Agents are prompted MLLMs — results may 
shift with a different agent harnessing.

• “Active” is largely viewpoint selection; long-
horizon manipulation is light.

Open questions

How do we train — not just measure —
falsification-seeking and belief revision?

Is benchmarking enough, or do we need intrinsic 
objectives for calibration?

Where should the “which action is informative?” 
signal come from — reward, world model, or prior?
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Discussion Points

If a model could choose its next view to disprove its current belief — would that alone close most of the 
gap?

• Where should the ‘which action is informative?’ signal come from — reward, world model, or 
prior?

• Does explicit 3D help only when near-perfect? What is the break-even reconstruction quality?

• What would a training objective for ‘knowing when you've seen enough’ look like?
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Thank you


