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Overview
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MDLM (Masked Diffusion Language Model)
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MDLM (Masked Diffusion Language Model)

LLaDA 7B example

What is 2 + 2 ? <MASK> <MASK> <MASK> <MASK> <MASK> ...

l Prediction

Whatis 2 + 2 ? The result is 5 <EOS>

l Remasking

What is 2 + 2 ? The <MASK> <MASK> <MASK> <EOS>

l Prediction

What is 2 + 2 ? The answer is 4 <EOS>

l Remasking
What is 2 + 2 ? The answer <MASK> 4 <EOS> High-confidence tokens
l Prediction Low-confidence tokens

What is 2 + 2 ? The answer is 4 <EOS>



MDLM (Masked Diffusion Language Model)
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l Prediction
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ELF (Embedded Language Flows)
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ELF (Embedded Language Flows)
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ELF (Embedded Language Flows)
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ELF (Embedded Language Flows)
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Previous Continuous DLM
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ELF (Embedded Language Flows)
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ELF (Embedded Language Flows)
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ELF (Embedded Language Flows)
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CFG (Classifier Free Guidance)
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Experiment
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Figure 4: Ablations on guidance. We
evaluate the generative perplexity—entropy
trade-off across CFG scales: increasing
the scale lowers generative perplexity but

reduces entropy.
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Figure 6: Scaling of ELF models.
We compare ELF-B, ELF-M, and ELF-
L. Scaling model size consistently im-
proves the Gen. PPL—entropy frontier.



Experiment

Gen. PPL 1

140

— T

[o2]
o
A

ieN
o
1

Learnable emb. layer
Gaussian emb. layer
Pretrained emb. layer
Scratch encoder
Pretrained encoder

T T T

5.0 5.1 5.2 5.3 5.4 5.5
Entropy T

(@)

Gen. PPL |

100-

80 -

60+

40-

—8— Separate denoiser & decoder
- Shared-weight denoiser & decoder

5.2 5.3
Entropy T

(b)

54

250 —e— SDE
-8 ODE
-=-= Dataset
200-
-
—1 150+
a
o
5 00
L
50+
5.5 8 16 32 64 128 256 512 1024

Sampling Steps
(©)



Experiment

Unconditional generation
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Figure 7: System-level comparison. ELF-B outperforms both discrete and continuous DLMs trained

under similar settings (a), rivals distilled variants of other baselines that require additional rounds of
training (b), and uses substantially fewer training tokens (c).
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Experiment

Conditional generation

Model Size De-En' XSum!

BLEU1 ROUGE-11 ROUGE-21 ROUGE-L 1
AR 99M 252 30.5 +0.13 10.2 +0.11 24.4 +0.12
MDLM [56] 99M 18.4 33.4 +0.11 11.6 +0.10 25.8 +£0.10
Duo [57] 170M (+35M)  21.3% 314 +0.12 10.1 +0.10 25.0 +0.12
E2D2 [4] 99M 24.8 284 +0.11 8.3 +0.09 22.0 +0.10
SeqDiffuSeq [79] - 21.3 19.31 1.71 14.11
CDCD [13] - 24.9 - - -

Ours 105M (+35M) 26.4 36.0+0.13 12.2+ 0.11 27.8+0.12




Conclusion
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