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Introduction



What is Data Science?

* Data science transforms raw data into actionable insights and plays a crucial role in real-world

problem solving and business decision-making.

* The data science workflow is complex and labor-intensive, requiring expertise across fields like

domain knowledge, computer science and statistics.
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Data Science Agent

* Recent research explores using LLMs as autonomous data science agents.

* These agents aim to simplify the complex and labor-intensive data science workflow.

“Data science agents answer user queries
by generating code that operates on diverse data formats”

 Solution Code )

import pandas as pd

. ™ [ payments_df = pd.read_csv('data/payments.csv')
f— —_— }\> [J5on] merchant_data_df = pd.read_json('data/merchant_data.json')
m =T PDF fees_df = pd.read_json('data/fees.json’)

merchant_name = 'Rafa_AI

target_year, start_day_of march, end_day_of march = 2023, 60, 90
- Query \ rafa_ai_march_transactions = payments_df [

(payments_df['merchant'] == merchant_name) &

(payments_df['year') == target_year) &

. Machine Learning

. Predict health outcomes of horses.

. Data Wrangling
. Clean the dataset by deleting
. records with null values.

. Data Insight

: What percentage of the transactions :

. are made using credit cards?

: Visualization
: Draw a bar chart showing the

number of people in each age group.

DS Agent

)

(payments_df['day_of_year'] >= start_day_of_march) &
(payments_df['day_of_year'] <= end_day_of_march)
]
rafa_ai_merchant_info =
merchant_data_df [merchant_data_df[ 'merchant'] == merchant_name]
merged_df = pd.merge(
rafa_ai_march_transactions, rafa_ai_merchant_info,
on="merchant', how='left')

# Full code omitted due to the length
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Specialized LLM Agent?

LLM o LLM Agent =)  Specialized LLM Agent

Capabilities Capabilities Capabilities

Reasoning & Planning @ Domain-specific System Prompting

g Text Generation /d Tool Use d]Erh Structured Workflow Execution

g Iterative Problem Solving Q Retrieval-augmented Reasoning

|
Check results < / ) Wiite code or Task-specific Retrieve relevant Execute structured Iterate with

and feedback Iterate until use tools promptsetup  data/ references workflow feedback
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Decompose task
and plan next step ’ [% Q %
= ’ >
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User } ;
Input objective is met i t (plan — code — verify) J
Execute code < ’

Verifier d Coder
or tools

External Knowledge & References (RAG)
Responds to user input directly Plans, acts, observes results, Domain documents, guidelines, best practices,

with text output. and iterates to complete tasks. libraries, past cases, etc.
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Limitations of current Data Science Agents

Fail to fully lever i ;
ail to fully leverage Diverss Real:world Data Prior Methods Failure
heterogeneous data.
* Assume every dataset is clean, structured : e “_D'_ - x 5 \I—I—l
tabular input (e.g., CSV). @ { } = T R A
* Struggle to utilize diverse formats such as Csv JSON Text  Markdown Treat everything as Foor int'egration o
JSON, text, and markdown clean tabular input outbsous.
» XK, 2 AFRAOWR. P multi-format data
Cannot detc—.?rmlne correctness Prior Methods SRR, Failure
from execution results alone.
. Open-ended query: N x ?
+ Execution success does not guarantee logical “Create a report —> —> --—d .
correctness or alignment with user intent. capturing any findings.” . T
o single ground-truth;
» Problematic for open-ended queries where Execute & return results bl ﬂﬂl cannot verify correctness
no single ground-truth exists.
Rely on one-shot planning and Eallire
break down on complex, Plan Esatiite Fail on
mu|ti_step prob'ems. (One-shot) complex tasks X s %l ’
» Generate a single plan at once without - - %

iterative refinement.

A Breaks down on complex,

multi-step problems

* Fail on tasks that require multi-step
reasoning, feedback, and adjustment.



Method : DS-STAR



DS-STAR :

-- Essential Information ---

4 # Load the JSON data from the file
Data Types of Columns: ...

with open(file_path, 'r', encoding='utf-8') as f:
data = json.load(f)
# Print Essential Information

& Generate
= """

First few records (up to 5 examples):
merchant ... account_type

o ossfit_Hanna ...

1 Golfclub_Baron_Friso ... F

print("--- Essential Information ---")

=l

Python Script — Data Description

Data Files Analyzer
Execute

(a) Data Files Analysis

Data Descriptions
Current Solution

Implement the next Is this plan sufficient to
plan in current solution. solve the question?
ZEAEEN

Current Plan
- Step 1 B Exec. N
- Step 2 o o jj—> — —> -I:: Sufficient —»
- Step 3 - R
- Step 4 (New) Agent New Solution & Agent i Final
T Coder Exec. Result Verifier Solution
) g:ep ; | Generate nextstep. | How should we
L fine?
- Step 3 S Add next step! ool
- Step 4
N . R 2,3
- Step 1 emove 2, -
-+ - — Step 2 is wrong!

- Step 2 Agent - Step 1 Agent

Planner Router

(b) Iterative Plan Generation and Verification

L1 > text-to-Python approach

L2 > Verifier Agent

L3 - lIterative refine loop
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Data Files

Generate
—> i

Agent
Analyzer

Analyzer

d- # Load the JSON data from the file
" with open(file path, 'r',
encoding='utf-8') as f:

-~

(--- Essential Information ---
Data Types of Columns: ...
First few records (up to 5 examples):

J

data = json.load(f) merchant ... account_type
# Print Essential Information 0 ossfit_Hanna ... F
print("--- Essential Information ---") 1 Golfclub_Baron_Friso ... F
J \ooss
Python Script » Data Description
¥ P Execute P

* Examines all data and creates a textual summary of their structure and contents.

Implemented text-to-python to enable handling data in various formats. (L1)

* This summary becomes a vital source of context for tackling the task at hand.



Loop of planning, implementing, and verifying

Data Descriptions
Current Solution

Current Plan
- Step 1
- Step 2
- Step 3

- Step 4 (New)

T

- Step 1
- Step 2
- Step 3
- Step 4

OR
- Step 1
- Step 2

Implement the next Is this plan sufficient to
plan in current solution. solve the question?
—>—> ELeC»D—» Sufficient —» @
| Uutci
@ 1:
Insufficient

Agent New Solution & Agent Final
Coder Exec. Result Verifier Solution

Wte next step. J How should we
fine?
4—4 Add next step! } i
< < Remove 2,3 _ Step 2 is wrong!
Agent - Step 1 Agent

Planner Router
(b) Iterative Plan Generation and Verification

Planner : Generates a high-level plan to solve the given query.
Coder : Translates the plan into executable code and runs it.
Verifier : Evaluates if the current plan and execution sufficiently solve the problem.

Router : Decides how to refine the plan by adding or correcting steps.
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DS-STAR+

(a) DS-STAR for Well-defined Problems

Inputs Sub- Reference
Open-ended Query Question 1 DS-STAR
(e.g., “Create a report Question : Report
capturing any findings.”) Generator : s Writer
Diverse Datasets Sub- }_. g
Question M Sesind

=L )=]

lterative Refinement

(b) DS-STAR* for Deep Data Research

Inputs DS-STAR Outputs
" o —

Diverse Query . ;Eb & Code
(e.g., ML, Data Analysis, - = Sufficient )
Wrangling, Visualization) Data File Planner Coder Verifier é

Analyzer Agent Agent Agent =
Diverse Datasets
= | Add or Router
[csv | or Remove | Agent Insufficient

* To solve open-ended questions, gathering evidence via sub-question generation.

* Solving sub question through DS-STAR and aggregate the information into Report.
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Experimental Setup

* Benchmarks

« KramaBench : Requires selecting relevant data from large data lakes where only a subset is useful
* DA-Code : Covers a wide range of data science tasks, including data preprocessing, machine learning, ...
* DABStep : Uses JSON, Markdown, and CSV formats, reflecting realistic multi-source data analysis

* DABStep-Research : Covers data preparation, analysis, and report generation for open-ended queries

* Evaluation:

* Assessed using an LLM-as-a-Judge with 1) absolute scoring (content, formatting) and 2) pairwise comparison

* Task

* Easy Level: Simple tasks using a single dataset, solvable with minimal reasoning.

* Hard Level: Complex tasks requiring multiple datasets, domain knowledge, and multi-step reasoning.



Quantitative Analysis : DS-STAR

KramaBench DABStep

ard)

KramaBench
(Hard)

DABStep
(Easy)

- AutoGen
- DA-Agent
DS-STAR (Ours)

/

(Easy) (Hard)
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ReAct misinterprets the
dataset, concluding that
the ‘NextPay’ value or
related column does not
exist

Qualitative Analysis : DS-STAR

— Question
What are the top 3 countries (ip_country) by avg transaction value for Crossfit Hanna's NexPay transactions in the last
quarter of 20237
~ ReAct ~ , DS-STAR (Ours) ~
import pandas as pd import pandas as pd
payments df = pd.read ecsv('data/payments.csv') payments file = 'data/payments.csv!’
g4 2023 df = payments_df[ (payments df['year'] == 2023) & payments_df = pd.read csv(payments_ file)
(payments_df['day of year']l >= 274)] j# Filter the DataFrame for 'Crossfit Hanna' merchant, 'NexPay' card
crossfit hanna df =
qd4_2023 df[g4 2023 df['merchant'] == 'Crossfit Hanna'l filtered transactions = payments df[
# The question asks about 'NexPay' transactions, but there is no (payments_df['m.erchant’ == 'Crossfit_Hanna') &
(payments_df['card scheme'] == 'NexPay') &
i# I will assume that the question is flawed and 'NexPay' is not a (payments_df['day_of_year'] >= 274)
1
top_3_countries by_avg_amount = (
avg_transaction value = filtered transactions.groupby('ip country') ['eur amount']
crossfit_hanna df.groupby('ip country') ['eur_amount'].mean () .mean ()
top countries = .sort values (ascending=False)
avg_transaction value.sort values(ascending=False) .head(3) .head (3)
top countries_ list = top countries.index.tolist() )
result = ",".join(top_countries list) answer = ','.join(top_3 countries by avg amount.index)
print(result) print (answer)
\ /N J/

Figure 3: Qualitative result. We observed that while ReAct (Yao et al., 2023) failed to filter out the

‘NextPay’ value, leading to an incorrect answer, DS-STAR successfully filtered out due to the use of

data file analysis agent. See Appendix G for the full execution logs of DS-STAR.

DS-STAR analyzes the
entire data file,
understands its structure,
and correctly identifies
the relevant column.
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Quantitative Analysis : DS-STAR+

I DeepAnalyze-88 [l DS-STAR (Ours) Tie
°
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Content Format Content Format Content Format Content Format Content Format Content Format

Data Data Data Report Open-ended

Preparation Analysis Insight Generation Data Research Overall

(a) Evaluation on content quality and formatting (b) Win rate

Figure 4: Performance on DABStep-Research. We compare DS-STAR against DeepAnalyze-8B (Zhang
et al., 2025) on the DABStep-Research benchmark. Results are stratified by the judge LLM: Gemini-3-Pro
(top) and GPT-5 (bottom). We report (a) absolute quality scores (1-5) for content and formatting, and (b)
win rates (%) relative to DeepAnalyze-8B.
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Qualitative Analysis : DS-STAR+

[User’s Query: Conduct a comprehensive analysis of payment processing fees optimization for the given merchants. ]

Data Science Report: Optimizing Payment Processing Fees for Merchants

Date: October 26, 2023 Author: Expert Data Analyst Subject: Comprehensive Analysis and Recommendations for Payment Processing Fee Optimization

Executive Summary
This report presents a comprehensive analysis of payment processing fees for five key merchants: Belles_cockbook_store, Crossfit_Hanna,
Golfclub_Baron_Friso, Martinis_Fine_Steakhouse, and Rafa_Al. By integrating transaction data, merchant characteristics, and a complex fee rule engine, we havel
calculated the actual fees incurred by each merchant and identified the primary drivers of these costs.
Our analysis reveals significant opportunities for fee optimization across all merchants, with patential savings achievabie through strategic adjustmerts in four
main areas: Acquirer Routing, Autharization Characteristics Indicatar [ACI) Selection, Fraud & Dispute Management, and managing the Credit/Debit
Card Mix.
Key Findings:

= High Cost of Cross-Border Transactions: Transacticns where the card's issuing country differs fram the acquirer's country (intracauntry is False)
consistently incur higher fees, This is a major cost driver for merchants processing a large volume of international payments.
Impact of Authorization Method (ACI): 'Card Mot Present’ (CNP) transacticns, especially these that are not 3-D Secure authenticated (ACI'G), are
significantly more expensive than ‘Card Present’ (POS) or secure onlins transactions.
+ Credit vs, Debit Fee Gap: Credit card ransaclions are consistently more expensive than debit cards, with an average fee differential of approximately
£0.08 per Iransaction. This particularly impacts merchants with a high volume of credit card payments, most natably Crossft_Hanna [e].
Device-Specific Risk: Transaction data reveals a strong correlation between the device type used and risk, with devices categorized as "Other” showing

.

r

significartly higher rates of both fraudulent disputes and Adyen refusals [d]. Refere nce
= Latent Costs of Fraud: High fraudulent dispute rates, as seen with Crosshf_Hann@ . + " -
higher fee brackets based onmonthly_fraud_level criteria found in the fee rule®t).

Recommendations & Prejected Savings: By implementing a series of targeted recommendations—including intelligent acquirer routing, promoting 3-D Secure
for enline payments, and enhancing fraud detection using device-specific signals—we project significant potential cost reductions. Predictive medeling
indicates that the merchants could collectively save an estimated €15,000 - €25,000 annually on processing fees, representing an average reduction af 5-
10% of their current fee expenditure. Specific, actionable recommendations are detailed for each merchant in Section 4.

This report provides a data-driven roadmap for achieving these savings, enabling merchants to reduce operational costs while maintaining transaction security
and a positive custamer experience.

1. Introduction

Tha cost of processing digital payments is a critical cperational expense for any business. These fees, determined by a complex interplay of transaction
characteristics, ¢an erode profit margins if not actively managed. The abjective of this repart is to conduct a granular analysis of the payment processing faes
for five digtinct merchants, identify key cost drivers, and provide actionable, data-driven ns to oplimize these expenses.

ndal

Our mathodology invalves & multi-stage process:

1. Data Integration: We consalidated five distingt datasets, covering payment transactions, merchant profiles [1, fee structures [5, 6], acquirer gecgraphy

[4, 1], and industry codes [B].

2. Fee Calculation: We developed a model to reglicate the fee calculation logic, matching each of the 128,636 transactions to one of 1,000 specific fee
rules based on a hierarchy of attributes.

Sub-question 7:

For each merchant, how many transactions are flagged
as ‘has_fraudulent_dispute’ and how many are marked
as ‘is_refused_by_adyen’ in ‘payments.csv’'?

Answer:
merchant has_fraudulent_dispute is_refused_by adyen
Belles_coockbook_store 15 1376
Book_Boutique 14 1083
Crossfit_Hanna 48 4755
Golfclub_Baron_Friso 12 1020
Rafa Al 13 960

Code:

import pandas as pd
df payments = pd.read csv('data/payments.csv')
df fraud refusal by merchant =

df payments.groupby ('merchant'}) [

['has fraudulent dispute', 'is_refused by adyen']].sum()

3. Driver Analysis: We decomposad the total calculated faes to isolate the most influential factars, such as card scheme, autharization method, and
trangsction geography.

Figure 5: Qualitative result of DS-STAR-+. For the given op

a comprehensive data science report. Each statement is well-cited with references to the generated sub-

questions, their answers, and the corresponding code solutions.

print (df fraud refusal by merchant)

en-ended user’s query, DS-STAR+ generates

DS-STAR+ generates appropriate
sub-questions and produces a
well-integrated report by
effectively synthesizing the
answers.
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Additional study

* [Ablation study] Data File Analyzer is essential for high performance.
* It means retrieved relevant data is important step.

Table 4: Ablation study on each component. We report accuracy (%) on easy and hard-level tasks in
DABStep benchmark (Martin Iglesias, 2025)

Framework Model Analyzer Verifier Router Fasy Hard
Aa.nalyzer Aver ifier Arouter

DS-STAR (Variant 1)  Gemini-2.5-Pro X v/ 75.00  26.98

DS-STAR (Variant 2)  Gemini-2.5-Pro X 4 83.33  34.66

DS-STAR (Variant 3) Gemini-2.5-Pro v X 79.17  39.95

DS-STAR (Ours) Gemini-2.5-Pro v v/ 87.50 45.24

» [Cost Analysis] Given high performance on difficult tasks, it remains cost-efficient.

Table 7: Cost analysis on DABStep. We report the average cost when using Gemini-2.5-Pro.

Method Accuracy (Easy / Hard) # LLM calls # Input tokens # Output tokens Cost ($) Time (sec.)
ReAct 69.33 / 10.05 7.1 44691 2928 0.09 72.58
DA-Agent 68.06 / 22.49 8.8 39999 4123 0.09 66.39

DS-STAR (Ours) 87.50 / 45.24 12.7 154669 3373 0.23 175.76




Conclusion



Further Research

e [Future work] Extend this framework to a human-in-the-loop setting.

* Domain Knowledge of Human + Automated capabilities of DS-STAR.

* [Related Work] Automated Expand the User’s Query

Purpose

(Automation of) Question level Data
MLE-STAR | ML engineering Goal-driven given
Ex) Improve accuracy, ..
Open-ended open
DS-STAR Data analyze ex) "Analyze data” (given)
Open-ended Fully open
MARS Al research ex) "Propose method” (search)

* MLE-STAR: Machine Learning Engineering Agent via Search and Targeted Refinement
* DS-STAR: Data Science Agent for Solving Diverse Tasks across Heterogeneous Formats and Open-Ended Queries
* MARS: Modular Agent with Reflective Search for Automated Al Research

20



Conclusion

* DS-STAR is an autonomous data science agent that combines heterogeneous data analysis with

iterative planning and LLM-based verification.

* |t achieves state-of-the-art performance across multiple benchmarks

(DABStep, KramaBench, DA-Code).

* By automating complex workflows, it improves accessibility and enables broader data-driven

innovation.
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analyzer: |
You are an expert data analysist.
Generate a Python code that loads and describes the content of {filename}.
# Requirement
The file can both unstructured or structured data.
If there are too many structured data, print out just few examples.
Print out essential informations. For example, print out all the column names.
The Python code should print out the content of {filename}.
The code should be a single-file Python program that is self-contained and can be
executed as-is.
Your response should only contain a single code block.
Important: You should not include dummy contents since we will debug if error occurs.
Do not use try: and except: to prevent error. | will debug it later.

planner_init: |
You are an expert data analysist.
In order to answer factoid questions based on the given data, you have to first plan
effectively.
# Question
{question}
# Given data:
{summaries}
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Algorithm 1 DS-STAR ‘4

1: Input: query g, data files D, maximum number of refinement round M
2: # Analyzing data files

.0

C.2 Algorithm of DS-STAR+ %

Algorithm 2 DS-STAR+ 4

: Input: query g, data files D, maximum number of refinement round K
: # Analyzing data files
: fori=1to N do

Séesc = ‘Aaﬂﬂ}yzer(pi)
di = exec(szdesc)

: end for
: # Initial sub-question generation

: {fO}MD = generatcr(q» {d }1 1)
: {a?}M = DS-STAR({f?}, D)

# Imtlal report writing
R = -Auriter (q: {ff?z ag}iﬂiol)

;. # Iterative refinement

for k=1to K do
{fzk}flikl = Agenerator(Qa {di}iil’ R)
{aF}i2; = Ds-STAR({ £}, D)
R — Auriter(Q: R: {fik’ 1} )

end for

Output: Final data science report R

3: fOI"L_ltONdO

4: Sdesg = -Aana_lyzer(Di)

5 d; = exec(Sh...)

6: end for

7: # Iterative plan generation and verification

8 po = Aplann&l’(Q! {dz}fil) !
9: 80 = Acoder (Po, {dl}v{il) 2
10: 9 = exec(sg) 3
11: p = {po} ;lﬁ
12: for k=0to M — 1do '
13: v= Averifier(p: q, Sk, T'k) :
14:  if v = sufficient then g
15: break 9
16: else if v = insufficient then 10:
17: w = Arouter (P, 45 Tk, {di}i\;l) 11:
18: if we {0, -+ ,len(p) — 1} then 12:
19: l=w-1 13:
20: else if w = Add Step then 14:
21: =k 15:
22: end if 16:
23: pk{po,"' 7pl} 17:
24 Pi+1 = -Aplanner(pa 9Tk, {dz}i\jzl) 18:
25: P+ {po,-"" PP}
26: Sk4+1 = Acoder (P, q; Sk, {dl}{\;l)
27: Tpi1 = exec(spi1)
28: end if
29: end for

30: Output: Final solution s
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What models Retrieved information Evaluation Val. Score Initial

are effective? =N ‘v ™ D 56 Solution
{Model description} 11 «L L\ -
SO search as tool {Example code} ] 1@ son 5
= - O g —> | 3 09
E/,/\ Task description IGenerate Python script T L?;
MLE-STAR w/ i B Dataset =) 085 = ' _
Avetriever L 2nd Integrate Discard

(a) Initialization

What component Pythor_1 script for Execution result
impacts the most? ablation study

Q. Modify specific
components

and was not refined before!
Let's refine the encoding strategy.

Imputation method impacts the most, ]

Original: 0.93

numeric_transformer =

MLE-STAR w/
Aabl

— | Median imputing: 0.95

Removing feature 0.94 :

(

@ Previous solution
f MLE-STAR w/
I
|
]
|
I

Extracted code block

extractor

(b) Target code block extraction

Outer Loop
1
O
Suggest plan Implement plan k !
2 How about Plan k? } = 1
Target code block Improved
Evaluation Solution

Plan 1 — Score 1

Plan 2 — Score 2 Replace the code

Replace block when done

Plan k —.;.Score k

MLE-STARw/  Update trajectory & é
Feedback Implement

(c) Code block refinement best plan

Aplanner
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Idea



Limitations of current Data Science Agents

e Limitation 1 — Heterogeneous Data Handling

*  Prior methods primarily assume clean, structured tabular data (e.g., CSV)

* They fail to effectively utilize diverse formats such as JSON, text, and markdown

e Limitation 2 — Lack of Reliable Verification

* Execution success does not guarantee logical correctness or alignment with user intent

* This issue is amplified in open-ended queries without a single ground-truth answer

Prior Methods (One-shot Planning)

Plan Brocute Failon e Limitation 3 — One-shot Planning Failure

(One-shot) complex tasks

i - I
" : * They break down on complex, multi-step reasoning tasks requiring feedback and adjustment

No iteration / refinement
G > X

* Prior approaches rely on single-pass (one-shot) planning without iterative refinement




