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Overview
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Motivation
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its internal hidden state space'>-'°. This aligns with the understanding that language is a tool for
human communication, not the substrate of thought itself'’; the brain sustains lengthy, coherent
chains of reasoning with remarkable efficiency in a latent space, without constant translation back
to language. However, the power of latent reasoning is still fundamentally constrained by a model’s
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Hierarchical convergence
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Approximate gradient
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Deep supervision
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«  S}LtO| segment?| forward passE [{OtCt gradient update

At each segment m, we apply a deep supervision step as follows:

1. Given the state 2™~ ! from the previous segment, compute the next state 2™ and its associated
output y™ through a forward pass in the HRM model:

(~1n )m) 5 HRM( M- 1 H)
2. Compute the loss for the current segment:

LI?I — LOSS(}IH })

3. Update parameters:

f < OPTIMIZERSTEP(0, V,L™)



Adaptive computational time (ACT)
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Motivation
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Question 1

«  HRM ==z A 1-step gradient updateE ?|li A L-module0f| A 2| cycle 0| =0 fixed pointE 713

«  HRM =&0]| A fixed point == {ISHA AFESHT, N2 X A0 M ALESHA| 2=

1. the residual for zp is clearly well above 0 at every
step

M IFT AFR S 28t H-module Q] fixed point 7t = E2I 7H0|A S

2. the residual for z; only becomes closer to 0 after
many cycles, but it remains significantly above 0

3. z is very far from converged after one f; evalu-
ation at T cycles, which is when the fixed-point
is assumed to be reached and the 1-step gradient
approximation is used



Solution 1

« 1-step gradientE AI25}7| Q|3 7P XM 7t HESHA] &S
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«  OFX| 2} segmentOi| A] full-step gradient update

Table 1. Ablation of TRM on Sudoku-Extreme comparing %
Test accuracy, effective depth per supervision step (T(n +
1)1qyers ), number of Forward Passes (NFP) per optimization
step, and number of parameters

Method Acc (%) |Depth [NFP |# Params
HRM 55.0 24 . 27M
TRM (T =3,n=6)| 874 42 1 5M
w/ ACT 86.1 42 2 5M
w/ separate fy, fi | 82.4 42 1 10M
no EMA 79.9 42 1 5M
w/ 4-layers,n =3 | 79.5 48 1 10M
w/ self-attention 74.7 42 1 7™M
wil=ln=21 73.7 12 1 5M
lw /[ 1-step gradient | 56.5 Il 42 1 5M




Question 2
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Table 2. TRM on Sudoku-Extreme comparing % Test accu-
racy when using more or less latent features

Method # of features | Acc (%)
TRM vy, z (Ours) 2 87.4
TRM multi-scale z n+1=7 77.6
TRM single z 1 71.9




Solution 2
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Table 1. Ablation of TRM on Sudoku-Extreme comparing %
Test accuracy, effective depth per supervision step (T(n +
1)1qyers ), number of Forward Passes (NFP) per optimization

step, and number of parameters

Method Acc (%) |Depth [NFP |# Params
HRM 55.0 24 . 27M
TRM (T =3,n=6)| 874 42 1 5M
w/ ACT 86.1 42 2 5M
w/ separate fy, f; | 82.4 42 1 10M
no EMA 79.9 42 1 5M
w/ 4-layers,n =3 | 79.5 48 1 10M
w/ self-attention 74.7 42 1 7™
Wi l=ln=12 707 12 1 5M
w/ 1-step gradient | 56.5 42 1 5M




Question 3
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Solution 3

- XM= 0|2 Q-value Al£H0 A 2= computation cost

o O|2§ Q-value A4S X 2|3t binary cross entropy lossE At&

Qm - ( 9;54 }?NT) Table 1. Ablation of TRM on Sudoku-Extrgrr}e comparing %
Test accuracy, effective depth per supervision step (T(n +
s e o 1)nj4yers ), number of Forward Passes (NFP) per optimization
Q" = (¢ hd“’}{ step, and number of parameters
Method Acc (%) |Depth [NFP|# Params
e, =14 J'" =1k, HRM aaul) 24 V. 27M
TRM (T =3,n=6)| 87.4 42 1 5M
[w/ ACT 8.1 | 42 | 2 | 5M
ax(Qhatr » Qeontinue) - w/ separate fy, fr | 824 | 42 | 1 10M
no EMA 79.9 42 1 5M
‘ w/ 4-layers,n = 3 79.5 48 1 10M
- w/ self-attention 74.7 42 1 M
Lir = LosS(y™,y) + BINARYCROSSENTROPY (Q™, G™) . w/ T=2n=2 73.7 12 1 5M
w/ 1-step gradient | 56.5 42 1 5M




Experiments & Results

Table 3. % Test accuracy on Sudoku-Extreme dataset. HRM
versus TRM matched at a similar effective depth per super-
vision step (T(1 + 1)nqyers)

HRM TRM
n = k, 4 layers n = 2k, 2 layers

k T || Depth Acc (%) || Depth Acc (%)
1 1 9 46.4 7 63.2

2 2 24 55.0 20 81.9

3 o 48 61.6 42 87.4

4 4 80 59.5 72 84.2

6 3 84 62.3 78 OOM
3 6 96 58.8 84 85.8

6 6 168 57.5 156 OOM




Experiments & Results

Table 4. % Test accuracy on Puzzle Benchmarks (Sudoku-
Extreme and Maze-Hard)

Method # Params | Sudoku | Maze
Chain-of-thought, pretrained
Deepseek R1 671B 0.0 0.0
Claude 3.7 8K ? 0.0 0.0
O3-mini-high ? 0.0 0.0
Direct prediction, small-sample training
Direct pred 27M 0.0 0.0
HRM | M| 550 | 745
TRM-Att (Ours) ™ 74.7 859
TRM-MLP (Ours) | 5SM/19M' | 874 0.0




Experiments & Results

Table 5. % Test accuracy on ARC-AGI Benchmarks (2 tries)

Method # Params | ARC-1 | ARC-2
Chain-of-thought, pretrained
Deepseek R1 671B 15.8 13
Claude 3.7 16K ? 28.6 0.7
03-mini-high ? 34.5 3.0
Gemini 2.5 Pro 32K ? 37.0 49
Grok-4-thinking 1.7T 66.7 | 16.0

Bespoke (Grok-4)  ford ) 796 | 294
Direct prediction, small-sample training

Direct pred 27M 21.0 0.0
Repis I [ e | = | 28
TRM-Att (Ours) ™ 44.6 7.8

TRM-MLP (Ours) 19M | 296 | 24




Conclusion
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